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Abstract. Source code completion assistance is a popular feature in modern
IDEs. However, despite their popularity, there is little research about their key
characteristics and limitations. There is also little research about the way software
developers interact with code completion assistants, especially when considering
the different techniques assistants use to populate the list of possible completions.
This paper presents a study about the features of currently available code assis‐
tants and an experiment targeting professional Java developers familiar with the
Eclipse platform that aims to collect and interpret usage data of two popular code
completion assistants during the execution of three programming tasks. Results
indicate that half the interactions with code assistants are either dismissed, inter‐
rupted or the completion proposals displayed have no direct contribution to the
completion of the programming task. In that sense, we argue that code assistants
still have a long road to pursue, since they seem to diminish the importance of
the ultimate goals of the task at hand and also lack the ability of identifying and
exploring the concepts of context-aware computing theory. The results of this
paper can drive future HCI research to the design of adaptive code completion
assistants that are able to respond to end user behaviors and preferences.

Keywords: Decision support systems · Evaluating information · Intelligent
systems · Knowledge management

1 Introduction

Software practitioners consider that appropriate development tools play a major role in
productivity [1, 2]. Such tools, which are often combined into Integrated Development
Environments (IDEs), provide numerous features, and among them source code comple‐
tion assistance is possibly the most prominent one. In fact, they gained so much popu‐
larity that it is safe to say that nowadays they are commonplace in modern IDEs. To
support that claim, take the study [3] targeting the Eclipse platform – a popular IDE for
the Java programming language. It observes that the source code completion assistant
is the most executed command along with primary text editing commands like copy,
paste and delete.

To this date all code completion assistants work essentially in the same way. Upon
manual or automatic triggers they present to the software developer a list of possible
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suggestions given an input text. To do so they use a great variety of techniques that can
be grouped into the lexical and semantic categories defined by [4], and while pure lexical
assistants are now scarce possibly due to their simplicity, the literature regarding
semantic alternatives is significant. It is easy to find alternatives like [5] and [6, 7], that
provide a list of all the declarations that belong to a given type either in alphabetical
order or according to some predefined statistical usage models. On the other hand, it is
a little bit more challenging to find examples that offer features like method chaining [7,
8] and adaptive template completion [7], as well as sophisticated alternatives like [9,
10], that support a relaxed form of natural language input known as free-form queries1.
Despite the alternative, code assistants provide an excellent tool to maximize source
code composition speed [6]. But this is not their only contribution, and as [4, 11] observe,
code assistants usage surpasses the faster typing goal and encompasses searching,
exploring and correctness checking activities as well. Their importance is so evident
that [11] points out that code assistants act as a real-time feedback system, and as such,
software developers interpret failures in providing suggestions as an indication of erro‐
neous source code.

However, despite their importance, there is little research about key characteristics
and limitations of currently available code assistants. Additionally, there is little research
about the way software developers interact with them. For that matter, determining how
code completion assistants operate and how they influence the daily activities of software
developers is crucial to drive future research on the topic, especially when considering
the different techniques assistants use to populate the list of possible completions. With
those statements in mind, the main goal of this paper is to highlight key characteristics
and limitations of popular code assistants and to design and conduct an experiment with
professional software developers. The experiment targets a very constrained environ‐
ment that combines the Eclipse platform, the Java programming language and three fill-
in-the-blanks programming tasks. It aims to collect and interpret usage data of popular
semantic code completion assistants [5, 7] that differ in the approaches used to filter and
sort the list of possible completions.

The results indicate that code assistants use a definition of context that is tightly
coupled to source code structure. They also indicate that half of interactions with code
assistants are either dismissed, interrupted or the completion proposals displayed have
no direct contribution to the completion of the task at hand. These observations point
out to the fact that semantic code assistants still have a long road to pursue, since they
seem to diminish the importance of the ultimate goals of the task at hand and also lack
the ability of identifying and exploring the concepts of context-aware computing theory
[12, 13], especially considering qualities like the end user profile [14]. Additionally,
results indicate that among participants code assistant [7] is the preferred choice over [5].

The contribution of this paper is twofold. First, there is a discussion about how code
assistants operate and the design of an experiment that expands current literature
regarding how code completion usage can be evaluated. Second, there are suggestions
on how to improve code completion methods considering the key characteristics and

1 Free-form queries can be defined as relaxed form of natural language input represented by a
sentence of no more than ten words.
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limitations of current alternatives and also exploring the concepts of context-aware
computing theory. The results of this paper can drive future HCI (Human Computer
Interaction) research to the design of adaptive code completion assistants that are able
to respond to end user behaviors and preferences.

2 Related Work

For the purposes of this work related research can be divided in two categories. The first
one comprises theoretical and empirical research aiming to highlight the overall impor‐
tance and usage scenarios of code completion assistants. The second one considers the
technical-driven research and the variety of distinct techniques used to populate the list
of possible completions.

The empirical experiment [3] observes that code assistants are the most popular
command used in the Eclipse IDE along with primary text editing commands like copy,
paste and delete. This study measures the most frequent actions participants take while
interacting with the IDE during ordinary programming sessions. However, as [4]
observes, [3] presents no details about why and how code assistants are actually used.
In that sense, [4] presents an experiment to evaluate four aspects of the interaction with
code assistants, namely intentions, behaviors, breakdowns and recovery actions. It
concludes through empirical evidence that software developers intentions mainly
include faster typing and correctness checking. On the other hand, exploration activities
are not that frequent as otherwise reported by [15], and this conflicting observation may
be somehow related to the fact that the ultimate goal of [15] is to assess the usability
implications of the presence of parameters in object constructor methods, and not to
determine why code assistants are used. Indeed, [15] presents an interesting approach
in tailoring their experiments using the systematic, pragmatic and opportunistic
personas. Finally, [16] offers interest insights about the usability aspects of automatic
completion, even though it is a study primarily designed to assess a search tool of an
university library. This work suggests that automatic completion contributes to spell
checking and general information search, as well as building confidence around unfa‐
miliar topics and improving task execution speed.

The body of technical-driven research is quite vast, since it could safely embody pure
code assistance literature and also a number of techniques primarily designed for the soft‐
ware synthesis domain [17, 18]. For the purposes of this work pure code assistance litera‐
ture starts with [5] as the most basic form of semantic code completion. The code assistant
[5] lists all the suggestions that match a given input while observing restrictions like code
structure (e.g. suggestions differ if the assistant is invoked inside or outside a statement
block), method and variable visibility and scope (e.g. suggestions exclude external, private
and off-scope methods and variables) and so on. Once the list of suggestions is built it is
sorted in alphabetical order. Eventually, the expected return type of an expression may
precede the alphabetical sorting. Figure 1 illustrates both sorting scenarios regarding
completion suggestions for type java.nio.file.Files of the Java standard API
(Application Programming Interface).
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Fig. 1. Illustration of code completion assistant [5] and its (a) alphabetical and (b) expected type
sorting features

Code Recommenders [7], which is often seen as a variant of [5], sorts suggestions
according to predefined statistical usage models and also provides method chaining and
adaptive template completion features. Figure 2 illustrates the statistical usage model
filtering feature and the visual pointers it provides. It also illustrates the method chaining
feature as an extension of the expected return type sorting of [5].

Fig. 2. Illustration of code completion assistant [7] and its (a) statistical usage model sorting and
(b) method chaining features

Originally, [7] is the successor of [6], a work that is also worth mentioning due to
two main reasons. First, it presents a comprehensive study of techniques that could
improve code completion by mining information from large code bases. Second, it also
presents a user study using questionnaires and interviews that observes that the subjec‐
tive perception of the participants regarding speed improvements reaches 90%.

IntelliJ IDEA code assistant [8] is similar to the work of [7] with respect to the set
of features it provides. A common feature between [5, 7] and also [8] is that they consider
a definition of context that is tightly coupled to source code structure. The list of possible
completions differ if the assistant is invoked inside or outside a statement block, and it
also excludes external, private and off-scope methods and variables. Finally, the study
[19] presents and evaluates a set of algorithms that suggest that source code change data
history can improve the accuracy of code assistants.

Software synthesis research often cites [9] as an alternative in which a large database
of sample source code is annotated with reference documentation information. The
effectiveness of the approach is not only related to amount and quality of available data
but also to the way the mapping between the user input and the annotated code base is
performed. A more recent alternative is [10], which combines a handful of natural
language processing techniques, like Part of Speech (POS) tagging, lemmatization,
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unigram declarations and Probabilistic Context-Free Grammar (PCFG) models. It
considers that method signature information (e.g. method name and parameters names
and types) and their eventual synonyms are the source of information upon which user
input parsing occurs. Using static source code analysis techniques over a large dataset
of training samples, the study [20] builds a N-gram language model and a Recurrent
Neural Network (RNN) to support the intuition that the code completion problem can
be reduced to predicting what would be the next statement given the nth previous ones.

In [21] the intuition is that some APIs (e.g. Java API) provide excellent documen‐
tation artifacts which are able to concisely describe their functionalities. After processing
these artifacts, combining them into a map between keywords and their Abstract Syntax
Tree (AST) primitives, and ultimately applying genetic programming algorithms, it is
possible to mimic the same functionality that the original API provides. But the fact is
that only a few APIs actually provide such useful documentation, and the technique
heavily relies upon the manual definition of primitives, along with keywords-to-primi‐
tives mappings. SWIM [22] uses Q&A forums click-through data to build a probabilistic
model between user queries and APIs, and this approach is in some sense a variation of
[21]. Its ultimate goal is to map keywords and most frequent APIs to build what they
call structured call sequences. And by doing so, it expands the capabilities of [10] in one
of the first initiatives to produce code snippets with multiple statements. Domain Specific
Languages (DSLs) and natural language descriptions [23] could also be cited since they
are quite useful to enforce domain restrictions and thus reduce the search space.

3 Evaluating Code Assistants

The experiment this work presents targets the Eclipse platform and the Java program‐
ming language. It aims to collect and interpret usage information and the subjective
impressions regarding two semantic code completion assistants that differ in the
approaches used to filter and sort the list of possible completions. The first assistant is
the longtime default option that ships with the Eclipse IDE [5] and it will thereon be
simply called standard code assistant. It filters completions according to the restrictions
of code structure and method and variable visibility and scope. In addition, it sorts
completions alphabetically and eventually according to the expected return type of an
expression. The second code assistant [7] will thereon be called intelligent code assistant.
It is based on the work of [6] and it gained enough popularity to ship with the Eclipse
IDE as well. It uses filtering approaches similar to [5] but instead of alphabetical sorting,
it sorts completions according statistical usage models.

3.1 Participants

We studied 9 professional software developers. The average age was 29.2 years (range
from 22 to 46), and among them 55.6% reported 4+ years of experience with the Java
programming language. Additionally, 77.8% of them reported high (55.6%) to very high
(22.2%) familiarity with Eclipse IDE, and 88.9% reported frequent (33.3%) to very
frequent (55.6%) usage of code assistants features.
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3.2 Environment

The experiment was designed to run in a custom distribution of Eclipse Java EE IDE
for Web Developers version Neon 4.6.1 using the Java JDK 1.8.0_112. The distribution
was customized in the sense it had two extended versions of the standard and the intel‐
ligent code assistants slightly modified to support event logging2. The events were
recorded in log files and they included how many times the code assistant was invoked,
how long it was active, the user input (if any) once the assistant was invoked and the
eventual user choice.

3.3 Programming Tasks

Three programming tasks were designed to observe how software developers use code
assistants. There was also a fourth task designed for practice purposes. All tasks consid‐
ered the fill-in-the-blanks approach illustrated in Fig. 3, in which software developers
should replace invalid or incomplete statements according to a set of given instructions.
The open-question programming task format was refused since it could (in theory)
maximize the overall task completion time for less experienced software developers.

Fig. 3. Illustration of a programming task fragment and the fill-in-the-blanks approach

Each programming task was represented as pair of Java classes: the main and the
unit tests class. The main class had a general goal, which could be found in the comments
section. The main class was incomplete as it presented at least two fill-in-blanks marks.
The unit tests class was designed to assert whether the task was indeed complete without
providing too detailed feedback as illustrated in Fig. 4.

2 Supporting material can be found at https://github.com/fvarrebola/fei.
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Fig. 4. Illustration of a programming task unit test and the feedback message

All programming tasks were designed to favor newly released APIs. The first task
was designed to explore file handling features of the java.nio API introduced in Java
1.7. The second and third task were designed to explore java.time and java.util
APIs and their date/time handling, streaming and functional programming features, all
of them introduced in Java 1.8.

3.4 Procedure

Our experiment comprised three steps. The first one was a questionnaire designed to
gather information on demographics and experience with the Java programming
language and the Eclipse IDE. The second one comprised the actual programming tasks
and it had an average duration of 90 min. The last one was a questionnaire designed to
gather subjective impressions about the experiment, the programming tasks and also
code assistants.

During the second step of the experiment participants were assigned at random to
each programming task and each code completion assistant, and thus there was no proper
balance. After disabling all remaining code assistants, a maximum adaptation period of
5 min was given so that the participant could read the instructions of the task at hand.
Software developers were instructed to complete the main class of each programming
task at their own pace using previous knowledge and also the features provided by the
IDE. Since the main goal was to collect and observe how software developers use code
assistants, participants were also instructed to avoid any form of external knowledge
like search engines, Q&A forums and online source code samples. Finally, overall task
completion time was recorded to facilitate data analysis.

3.5 Data Collection and Analysis

The second phase of the experiment resulted in 27 traces of interaction with code
completion assistants. Each trace contained a set of events that indicated how many
times the code assistant was invoked, how long it was active, the user input (if any) once
the assistant was invoked and the eventual user choice. Traces were then parsed and
grouped to provide insights about the average of displayed proposals per activation and
the ratio between applied proposals and proposals that actually contribute to task
completion.
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4 Results and Discussion

Table 1 summarizes the results of the interaction traces. Columns (1) and (2) display the
participant’s index and the reported programming expertise (U stands for unexperienced,
I for intermediate and E for experienced). Columns (3) and (4) display the task and its
overall duration in seconds. Columns (5) and (6) display the code assistant (STD stands
for standard and INT stands for intelligent) and how many times it was activated. Column
(7) refers to the average display time of each code assistant. Column (8) displays the
average number of proposals. Column (9) displays the ratio between applied proposals
and the number of activations. Finally, column (10) displays the ratio of applied
proposals that actually contribute to task completion.

Table 1. Summary of interaction traces.

(1)
Id

(2)
Expertise

(3) Task (4)
Duration

(5)
Assistant

(6)
Activations

(7)
Average
display
time

(8) Average
proposals

(9)
Applied
proposals
ratio

(10)
Contributing
proposals
ratio

1 E 1 3511 STD 101 20.91 35.21 52.48% 18.87%
2 2206 INT 40 30.73 37.38 45.00% 61.11%
3 914 INT 22 19.91 49.00 54.55% 58.33%

2 I 1 503 INT 16 24.81 47.31 62.50% 70.00%
2 691 INT 51 4.69 23.33 58.82% 63.33%
3 225 STD 10 54.50 23.70 50.00% 80.00%

3 E 1 1539 STD 34 30.41 135.41 47.06% 43.75%
2 2034 INT 57 14.98 59.05 45.61% 26.92%
3 589 INT 13 35.08 46.08 46.15% 83.33%

4 E 1 1879 STD 116 12.21 72.95 34.48% 17.50%
2 738 INT 51 9.71 70.96 43.14% 63.64%
3 611 INT 34 14.97 29.74 29.41% 40.00%

5 E 1 664 INT 14 25.71 144.29 57.14% 87.50%
2 2593 INT 86 20.30 52.01 51.16% 40.91%
3 869 STD 25 28.04 108.88 60.00% 60.00%

6 I 1 6144 INT 194 17.29 52.07 43.30% 21.43%
2 1930 STD 100 8.76 100.56 34.00% 38.24%
3 471 INT 20 25.25 36.30 45.00% 55.56%

7 I 1 3749 INT 202 11.36 35.00 51.49% 21.15%
2 1421 INT 66 7.85 40.41 56.06% 72.97%
3 373 INT 19 7.63 38.63 52.63% 30.00%

8 U 1 2859 INT 88 13.90 51.06 68.18% 20.00%
2 4066 INT 195 12.81 33.89 55.38% 44.44%
3 1388 STD 56 11.50 116.39 71.43% 32.50%

9 E 1 3257 INT 103 16.40 67.86 56.31% 22.41%
2 3232 STD 78 14.51 59.36 57.69% 48.89%
3 890 INT 23 18.48 43.22 56.52% 30.77%

AVERAGE 51.31% 46.43%
STDEV 9.76% 21.50%

Discussion starts by stating that the experiment has a few shortcomings. First, it was
designed to a single programming language and a single IDE. Second, it considered a
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very constrained scenario, in which participants were instructed to avoid any form of
external knowledge like search engines, Q&A forums and online source code samples.
Additionally, there is also the matter of the programming tasks, since they were not
properly grouped according to complexity and they all targeted newly released APIs. In
fact, during the third and final step of the experiment, 85.18% participants reported little
(22.22%) to very little (62.96%) familiarity with the APIs involved. All these restrictions
combined indicate that the scenario this experiment presents differs from ordinary activ‐
ities performed by software developers. Finally, since programming tasks and code
assistants were assigned at random, there was no proper balance between participants.

The high display time averages displayed on column (7) of Table 1 suggest that
software developers intentions in constrained environments such as this experiment
include exploration and documentation reading activities. The reason behind this obser‐
vation may relate to a number of factors that include the quality of the information code
assistants display, API usability characteristics as otherwise noted by [15], or simply
lack of familiarity with APIs involved. For that matter, it is worth to note that participants
reported subjective impressions that code assistants are not well suited for exploration
activities, and once they are presented an unfamiliar task the tool of choice tends to be
one of the many external forms of knowledge.

Discussion continues considering data displayed on columns (9) and (10). In this
experiment, the average ratio of applied proposals is 51.31% (±9.76%). This ratio indi‐
cates the relation between the number of applied proposals and the number of code
completion assistants activations. The average ratio of contributing proposals is a little
lower at 46.43% (±21.5%). These numbers suggest that almost half of interactions with
code assistants are either dismissed, interrupted or the proposals displayed have no direct
contribution to the completion of the task at hand. However, additional criticism about
this interpretation should also involve the actual user intentions behind each interaction,
as otherwise reported by [4] and as noted during the interpretation of the average display
time in column (7).

During the final questionnaire participants also reported overall satisfaction rates of
41.67% with respect to the standard assistant [5] and rates of 77.78% with respect to the
intelligent assistant [7]. The reason behind this observation is possibly related to the
subjective impressions of speed improvements as reported by [6], which are ultimately
backed up by the sorting features based on predefined statistical usage models the intel‐
ligent assistant provide. Finally, participants observed that code assistants failed to
provide adequate assistance for users that are unexperienced with the given program‐
ming language or that are unfamiliar with the task at hand or the APIs it involves.

5 Conclusion and Future Work

This paper presented the key characteristics and limitations of currently available code
assistants and the design of an experiment aiming to collect and interpret code assistant
completion usage data in three programming tasks. The experiment was conducted with
9 professional developers and the results indicate that half of interactions with code
assistants are either dismissed, interrupted or the completion proposals displayed have
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no direct contribution to the completion of the task at hand. Results also indicate that
among participates the intelligent code assistant [7] is the preferred choice over the
standard alternative [5]. Additional observations also suggest that code assistants still
have a long road to pursue. Since currently available alternatives use a definition of
context that is tightly and exclusively coupled to code structure, they fail to explore high
level qualities like the goals of the task hand, the end user role and his programming
preferences.

Future work includes the design of a code assistant alternative that is able to infer
the particular goals of the task at hand and to interact with end user to provide the most
suitable completion suggestions. Future work also includes the design and conduction
of longitudinal user studies that determine the actual influence code completion assis‐
tants play on task completion time. This type of study would likely require an alternative
way to assert programming expertise as proposed by [24]. It would also require that
tasks are grouped according to their complexity.
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