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Abstract. 3D shape reconstruction with multi-view stereo (MVS) relies
on a robust evaluation of photo consistencies across images. The robust-
ness is ensured by isolating surface albedo and scene illumination from
the shape recovery, i.e. shading and colour variation are regarded as a
nuisance in MVS. This yields a gap in the qualities between the recovered
shape and the images used. We present a method to address it by jointly
estimating detailed shape, illumination and albedo using the initial shape
robustly recovered by MVS. This is achieved by solving the multi-view
inverse rendering problem using the geometric and photometric smooth-
ness terms and the normalized spherical harmonics illumination model.
Our method allows spatially-varying albedo and per image illumination
without any prerequisites such as training data or image segmentation.
We demonstrate that our method can clearly improve the 3D shape and
recover illumination and albedo on real world scenes.
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1 Introduction

3D reconstruction from multiple images is becoming a basic tool in various
applications, e.g. CAD model creation [1] and 3D mapping [2] thanks to soft-
wares based on structure-from-motion (SfM) [3–5] followed by multi-view stereo
(MVS) [6–8]. 3D reconstruction typically begins with SfM from imagery. MVS
is then used to reconstruct surface while finding more correspondences via
pixel/feature matching. Since this is a non-trivial task as real images are taken
under a variety of conditions, photo consistencies among images are robustly
computed [9,10] in order to suppress the appearance changes among images.
Such matching schemes work well for recovering distinctive objects but often
fail with weakly textured objects.

In contrast to MVS, Shape from Shading (SfS) [11] recovers surface normals
from a single image by solving the inverse problem of image rendering formed as
a function of surface normal, albedo and shading. Since shading directly repre-
sents (high frequency) shape information under the smooth illumination, SfS can
extract fine and detailed surface normal from shading variation. Although SfS
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Fig. 1. Multi-view inverse rendering. We present a multi-view inverse rendering
method for joint estimating of complex shape, spatially-varying albedo and per image
illuminations.

Table 1. Comparison with closely related methods. Our method can recover
detailed shape from images taken with both spatially-varying albedo and per image
(temporally-varying) illumination without any prerequisite.

Method Albedo Illumination

Wu et al. [20] Uniform Constant among images

Shan et al. [21] Spatially varying Cloudy images (→ temporally-varying)

Zollhöfer et al. [22] Spatially varying Constant among images

Proposed Spatially varying Per image (temporally varying)

requires surface albedo and/or shading information, recent approach solves this
by using additional prerequisite [12] or multiple images captured under different
illuminations, i.e. Photometric Stereo (PS) [13,14].

For these reasons, MVS and SfS are complementary to each other and several
methods that fuse MVS and SfS have been proposed [15–19]. The main idea is to
use MVS (or RGBD images) as an initial shape (depth and normal) and refine it
by applying SfS techniques. Table 1 summarizes the relationships of the closely
related methods based on multiple-view images. Previous methods can estimate
albedo and illumination under limited conditions such as uniform albedo [20],
the existence of known illumination images [21] and constant illumination among
images [22].

Contribution. In this paper, we propose a method to reconstruct detailed shape
only from images via multi-view inverse rendering (MVIR). To achieve this,
we design cost function based on rendering term and regularization terms on
shape and albedo (Sect. 3). The cost function consists of the rendering term
that can handle temporally varying illumination, the geometric smoothness term
that refines shape while preserving sharp edges and the photometric smoothness
term (Sect. 3.2) that constrains albedo among multiple images. The proposed
method is able to jointly estimate shape, albedo and illumination without any
prerequisites and can be applied to images which capture complex objects under
different illumination conditions (such as day/night images).
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2 Related Work

In this section, we describe fundamental works on MVS, photometric methods
(SfS and PS) and their combinations.

Multi-view Stereo. MVS in principle recovers depth by robustly mea-
suring photo consistencies among images, e.g. SSD, NCC [9] and descrip-
tor distances [10]. The typical MVS approach recovers depth for reference
images [23,24] by optimizing the cost function that consists of a data term
(photo consistencies) and smoothness (regularization) terms [25,26]. The scene
is recovered by merging depth maps and determining surfaces that impact the
final quality of surface [27–30].

Other popular approaches directly reconstruct points or patches in 3D
space [7,31] by locally evaluating photo consistencies and conservatively expand-
ing the reconstruction. This approach is robust for recovering complex objects
as it suffers less from depth discontinuity or occlusions but will not work on
weakly-textured objects. Jancosek and Pajdla [8] improves on this by introduc-
ing a modified graph-cut based surface reconstruction. Bao et al. [32] on the
other hand solves this by fusing pre-trained semantic shape information. All-in-
one MVS softwares [7,8,33] were, indeed, a breakthrough as they can provide
3D models with impressive quality when many photographs are taken in good
conditions, e.g. using many images taken by DSLR cameras under a consistent
lighting [9,34].

Although up-to-date MVS methods are well-balanced in accuracy, robustness
and computational costs, the surface quality (accuracy and completeness) can
be further improved by taking into account illumination and albedo encoded in
the images.

Photometric Methods. Horn [11] introduced Shape from Shading that esti-
mates the surface normal by decomposing shading information encoded in the
image. This is achieved by solving the inverse rendering function formulated
in a simplified form. Since SfS is an ill-posed problem, early SfS algorithms
assume uniform albedo and known illumination [35,36]. Recently proposed meth-
ods loosen these conditions by extending the rendering model [37] and relaxing
the albedo restriction under general illumination [38].

Using multiple images taken under different lighting conditions can also relax
the conditions in SfS: Photometric Stereo (PS). Woodham [14] demonstrated that
surface normal can be recovered from images captured at a fixed viewpoint under
varying calibrated illuminations. Basri and Jacobs [39] extended this to more nat-
ural (uncalibrated) illumination by representing the illumination as low order
spherical harmonics. Hernandez et al. [40] further relaxed the fixed view point
condition by using visual hull information. This method used surface normals on
object silhouettes to estimate direction of illumination for multi-view images.

Combination. Photometric methods in general prefer less-textured surface cap-
tured under different illuminations whereas MVS requires well-textured surfaces.
Combining these two complementary approaches can produce higher quality 3D
shape.
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Wu et al. [20] presented a method to refine the initial shape obtained from
MVS while taking care of ambient occlusion artifacts. They achieved this by
modelling the inverse image rendering function using low order spherical har-
monics. As summarized in Table 1, this method requires uniform surface albedo
and constant (global) illumination among images in order to separate shading
and albedo.

Shan et al. [21] showed that cloudy images can be a clue to decompose
albedo and shading from images, i.e. using multiple cloudy images captured
under ambient illumination as the source of albedo. They used an initial shape
from MVS, decomposed surface albedo, and recovered other images with varying
illumination on top of the estimated albedo. Shi et al. [41] introduced a method
based on PS: it first recovers the initial shape by MVS, transfer images for
“a reference camera” and apply uncalibrated PS using internet photos. This
method refines shape and recovers temporally-varying illumination by altering
the estimation procedures from the reference view point.

With the advent of low cost RGB-D sensors, several photometric-based tech-
niques are introduced to fill the quality gap between the RGB image and depth
map [42–45]. Barron and Malik [42] showed that a single RGB-D image can be
used to compute a refined shape, albedo and scene illumination by using pre-
trained mixtures of gaussians. Other works refine the depth by assuming uniform
albedo [43,44] or multiple albedo (with image segmentation) [45] under a low
order spherical harmonics model.

Most recently, Zollhöfer et al. [22] proposed a novel shape refinement tech-
nique by formulating the inverse rendering function including color and surface
normals under the volumetric representation. In [22], surface refinement is per-
formed in a voxel space in the form of optimizing TSDF that has a significant
advantage on its memory efficiency and computational cost. Note that depths of
each view are mapped into the voxel space and color values are cast to the vox-
els. As each voxel can have only a single color value, the method [22] is (so-far)
incapable to deal with per-image illumination (Table 1).

Our Method. Our method jointly estimates the detailed shape, illumination
and albedo using multiple images with no additional requirement such as cloudy
images [21], pre-trained GM [42] or image segmentation [45]. Our formulation
also enables to estimate spatially-varying albedo and temporally-varying (per
image) illumination in contrast to [20,22]. The refined high quality shape, albedo
and illumination can be also used for various applications, e.g. visualization of
textured models and re-lighting images in high quality (Sect. 4).

3 MVIR Under Arbitrary Illumination and Albedo

In this section, we describe the proposed method for jointly estimating shape,
albedo and illumination. We describe the pre-processing steps (Sect. 3.1) fol-
lowed by our cost formulation of multi-view inverse rendering (Sect. 3.2) with
the details of each regularization term and conclude with discussions. Figure 1
shows an overview of our method.
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3.1 Pre-processing

Camera Poses and Initial Shape Estimation. The camera poses of input
images and initial shape were estimated using structure from motion and multi-
view stereo. In our experiment, we used VisualSFM [5,46] followed by CMP-
MVS [8] or MVE [6] but other methods can also be used, e.g. Theia [47].

Visibility Calculation. The visibility of every mesh vertex in the initial shape
is computed from ray-triangle intersections between the sight rays and all the
surface meshes. A sight ray is a ray that starts from a vertex to each camera.
If a vertex is located in the view frustum of a camera and its sight ray is not
occluded by any other mesh, we regard the camera as visible from the vertex.
We adopt octree space partitioning to reduce calculation cost [48].

Surface Subdivision. The surface mesh model must have sufficiently high
resolution in order to recover the fine and detailed shape. We subdivide the
surface meshes until the maximum size of each triangular face observed in the
visible images becomes smaller than a threshold (we set 2 for images of VGA
size, then proportionally increase to 9 for the images of 3072 × 2048 pixels). We
used the state-of-the-art adaptive subdivision method [49].

3.2 Joint Estimation of Surface, Illumination and Albedo

Using the pre-processed information described above, we build the cost function
for joint estimation of shape, albedo and scene illumination.

arg min
D,R,L

Eren(D,R,L) + αEgsm(D) + βEpsm(R) (1)

The following is a list of variables to be estimated:

– D ∈ R
n is the 3D vertex displacement where n is the total number of vertices.

To stabilize our optimization process, the displacement of each vertex i is
constrained to the initial normal direction, i.e. Di ∈ R

1.
– R ∈ R

n×3 is the vertex albedo. For each vertex, we express the components
in RGB color space (Ri ∈ R

3 = (RR, RG, RB)).
– L ∈ R

p×12 is the scene illumination matrix where p is the total number of
cameras. Lc ∈ R

12 = (L0, . . . , L8, LR, LG, LB) is the illumination basis of c-th
camera. To simplify the optimization process, we represent scene illumination
as a combination of a single spherical harmonics basis and RGB color scales.
L0, . . . , L8 are the coefficients of the 2nd-order spherical harmonics basis while
LR, LG and LB are the scales of red, green and blue channels (details are given
below).

We next describe the cost terms Eren, Egsm and Epsm.
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Rendering Term. The first term Eren is the rendering term that measures
image pixel errors between input and rendered images.

Eren(R,D,L) =
n∑

i

∑

c∈V (i)

‖Îi,c(D) − Ii,c(R,D,L)‖2
|V (i)| (2)

Îi,c ∈ R
3 is the RGB values of pixel i in the input image c and Ii,c ∈ R

3 is the
rendered values. V (i) indicates the visible camera set for i-th vertex which is pre-
computed in Sect. 3.1. The rendering function Ii,c is defined as multiplication
of albedo (RR, RG, RB) and shading S ∈ R

1 which is a function of the scene
illumination L and the vertex displacement D:

Ii,c(R,D,L) = (RRSLR, RGSLG, RBSLB) (3)

This rendering function assumes a simple Lambertian and ignore any other
complex reflection component. Similar assumptions were also made in other
works [20,22].

The shading S is computed by using spherical harmonics illumination
model [50],

S(N i(D), L0, . . . , L8) = L0 + L1Ny + L2Nz + L3Nx + L4NxNy + L5NyNz

+ L6(N2
z − 1

3
) + L7NxNz + L8(N2

x − N2
y ) (4)

where N i ∈ R
3 = (Nx, Ny, Nz) is the normal vector computed using D by

averaging normals of adjacent faces at the i-th vertex. The spherical harmonics
illumination model assumes that light sources are located at infinity (environ-
mental lights) [20]. This illumination model is particularly suitable for compactly
representing complex illumination and is commonly used in the state-of-the-art
shape refinement methods [12,17,22,42].

In order to suppress the number of parameters in the optimization, we assume
that illumination distribution is common among the RGB channels. This enables
us to estimate the spherical harmonics basis (L0, . . . , L8) and the relative scales
LR and LB only when setting LG = 1. We chose the green channel to be 1
because it is known as most sensitive in the RGB color representation [51,52].

Notice that our formulation allows the estimation of both per image illu-
mination and spatially varying albedo which clearly differs from [20,22]. The
limitation is that our rendering function does not model shadow, ambient occlu-
sion or other reflection components explicitly (see also Sect. 4). Their effects are
absorbed as albedo variation.

Geometric Smoothness Term. We apply the geometric smoothness term
Egsm:

Egsm(D) =
n∑

i

{K(Di, P i(D,w1))
li

}2 (5)
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This term computes an approximated local surface curvature at each vertex
using its neighboring vertices. In detail, li is the average edge length between
adjacent vertices and its centroid. K(Di, P i) is a distance between the vertex
and the local plane P computed by weighted least squares [53] using adjacent
vertices of the i-th vertex. The distance K is normalized with li so that this
smoothness cost is independent of the scene scale. The weight w1 for the local
plane P is computed from the pixel value differences:

w1 =

∑
j∈A(i)

∑
c∈V (i) e−k1‖Îi,c−Îj,c‖2

|V (i)| (6)

A(i) is a set of adjacent vertices of i-th vertex. This smoothness term with the
weighted plane fitting encourages the surface to be flat while preserving sharp
edges detected on images.

Photometric Smoothness Term. As our cost function allows for spatially-
varying albedo on the surface mesh vertices, there are ambiguities when sepa-
rating albedo from shading and illumination in the image rendering function,
i.e. R · SL. To regularize this ambiguity, we follow the approach often used in
intrinsic decomposition [42,54,55], i.e. vertices having similar albedo should have
similar color values in each input image. We establish the photometric smooth-
ness term Epsm on albedo as:

Epsm(R) =
n∑

i

∑

j∈A(i)

‖wi,j(Ri − Rj)‖2 (7)

wi,j is a weight controlling the balance between texture and shading:

wi,j =

∑
c∈V (i) min(w2, w3)

|V (i)| (8)

The weight w2 is computed using chromaticities between the input and rendered
images:

w2 = e
−k2(1− Îi,c

‖Îi,c‖ · Îi,c

‖Îi,c‖ ) (9)

We measure the differences by the angles of L2 normalized RGB vectors, sim-
ilar to [22,55]. However, using this weight alone cannot resolve non-chromatic
textures such as checker-board patterns. To suppress the effect of non-chromatic
textures, we use an additional weight w3 based on pixel intensities (L2 norm of
RGB vector):

w3 = e−k3(‖Îi,c‖−‖Îj,c‖)2 (10)

Setting a large value for k3 makes w3 sensitive to the non-chromatic (intensity)
changes. Since this prevents the refinement using shading information, we set
k3 to be smaller than k2 in the weight wi,j . The weight wi,j then effectively
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(a) Input (b) Chromaticity only (c) Proposed

Fig. 2. Effect of our photometric smoothness term. We render a typical CG
model that includes a few objects with both sharp and smooth albedo variations as a toy
example (a). (b) and (c) shows the weights as heat maps. The photometric smoothness
contributes for shape recovery (large weight, blue) and does not contribute (small
weight, red). The weight using chromaticity difference only (b) cannot detect non-
chromatic changes, e.g. checker board like patterns on the top-left cube and bottom-
right ball. Our weight using both chromaticity and intensity differences (c) successfully
detects those sharp albedo changes while recognizing the smooth variation as it is
induced by shading (change of surface normals). (Color figure online)

recognizes that the smooth variation is induced by shading (changes of sur-
face normals) on the same material and the photometric smoothness positively
contributes to recover it. In contrast, the sharp variation is detected as mate-
rial change and the photometric smoothness does not influence on the shape
recovery. It is important to note that the multi-view constraints appear on the
regularization terms (Eqs. 5 and 7) because their weights are computed using
the visible camera set V (i) (Eqs. 6 and 8). Figure 2 visualizes the effect of our
photometric smoothness term on a toy example.

Illumination Scale Ambiguity. MVIR has uncertainty to the illumination
scale ambiguity. This is a similar phenomenon to the scale ambiguity found in
SfM. To fix this in the optimization, we select a dominant camera which has the
largest view frustum and constrain its illumination basis Ld to ‖L0, . . . , L8‖ = 1
and LR = LB = 1. The resulted illuminations are relative to the illumination of
the dominant camera. Notice that the choice of the dominant camera does not
change property of cost function (the cost is simply biased) apart from numerical
computation issue (same as bundle adjustment).

3.3 Discussions

Why Can We Deal both Spatially-Varying Albedo and Per-Image Illu-
mination? It is interesting to note the following physical conditions that exist
in the MVIR problem. According to the per image illumination model, a surface
point (vertex) appears to have different RGB values on each image. However, the
shape and albedo at this surface point should be unique [56]. This phenomenon
is implemented in such a way that mesh vertices share variables for shape and
albedo among the multiple views in the rendering term (Eq. 2). Furthermore, the
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rendering term, indeed, contributes to decompose albedo and shading because
the wrong shape (shading) induces inconsistencies for the RGB values rendered
across multiple views and, accordingly, the cost (error) increases. Obviously, a
standard MVS does not take into account the smoothness constraint in this way.
Although our cost function is non-convex, our experience shows the optimiza-
tion is highly feasible thanks to stable initial shapes provided by recent SfM
and MVS.

Benefit of Combining SfS and MVS. MVIR naturally takes into account
photo consistencies among multiple views. It is beneficial, for example, to resolve
bas-relief ambiguity. Figure 3 shows a toy example of demonstrating it. Starting
from a uniform initial value, our MVIR without multi-view constraint which is
similar to a single-view SfS method fails to recover shape correctly due to the
bas-relief ambiguity (Fig. 3(a)). Our MVIR using only multi-view constraint (21
images) without photometric smoothness term which is close to MVS also fails
to recover the details because the surface texture is not distinctive (Fig. 3(a)).
Our MVIR recovers the shape successfully (Fig. 3(c)). This is a simple and classic
example but clearly shows advantage w.r.t. the single-view based technique [42]
and the per-view refinement [41].

(a) SfS (b) MVS (c) Proposed (d) Ground truth

Fig. 3. Benefit of combining SfS and MVS. This toy example shows that bas-
relief ambiguity is a nuisance in a single-view SfS but is not when combining with
multi-view stereo. A single-view SfS recovered the relief reversely (a) due to depth
uncertainty. MVS without the photometric smoothness recovered the distorted surface
(b) due to the lack of distinctive features. Thanks to the multiple-view constraint, our
MVIR using multiple images is able to recover the shape (c) similar to ground truth
shape (d).

4 Experiments

In this section, we first describe the implementation details and show experi-
ments on both synthetic and real-world datasets in comparison with baseline
approaches.
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4.1 Implementation Details

The proposed MVIR was implemented using C# with external dependencies:
Ceres Solver [57], OpenCV [58] and Armadillo [59]. We tested our method on
a standard Windows 10 desktop PC consisted of Intel i7 CPU and 64 GB of
memory. We conducted with no GPU optimization. Our software is online at [60].

Throughout the experiments, we used the same values for the parameters
β = 2, k1 = 10, k2 = 10 and k3 = 100. Only the geometric smoothness weight α
is modified.

When visualizing our estimated albedo, we re-compute their values that
firmly satisfy our rendering function (Eq. 3) and we take the median of re-
computed values when the vertex is seen from multiple images. This post-
processing results sharper albedo. Notice that this is necessary for visualization
and does not influence in the optimization process.

4.2 Qualitative and Quantitative Evaluation Using Synthetic
Dataset

To evaluate the performance of the proposed method numerically, we used a
publicly available CG model: The Joyful Yell (Fig. 4). As the original shape has
a constant albedo, we colored it by using the CG software [61]. To simulate
various illumination conditions, the illumination is generated such that each
image has a single color but randomly generated light sources. The object is
assumed to have complete Lambertian surface. We generated 37 input images of
2048 × 1536 pixels by using CG rendering software [61]. For this dataset, we set
α = 0.1.

Figures 5 and 6 show the results for qualitative evaluation. The resulted
shapes (Fig. 6(c) show that our method recovers both fine structures (hairs,
ears and clothes) and smooth bodies. In contrast, CMPMVS [8] (Fig. 6(b)) is
unsuccessful at especially recovering textureless parts (forehead and cheeks).

The resulted illumination map (Fig. 5(a)) shows that our method success-
fully recovered the relative color variation and distribution of scene illuminations
among the images. Furthermore, the albedo (Fig. 5(b)) is overall estimated suc-

(a) Shape (b) Albedo (c) Rendered

Fig. 4. The synthetic dataset: Joyful Yell.
As the original shape of CG data (a) has a con-
stant albedo, we colored (b) and rendered (c)
using the CG software [61].

Table 2. Quantitative evaluation on
the Joyful Yell

Method Depth Normal

(RMSE) (degree)

CMPMVS [8] 0.168 18.6

Proposed 0.153 14.1
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cessfully but not identical to the ground truth colors. This is because the ambient
occlusions and inter-reflections are represented as albedo variations [21,22].

Although the estimated albedo has some errors due to the simplified render-
ing function, the proposed joint estimation is beneficial for shape refinement.
This is demonstrated in the quantitative evaluation w.r.t. the ground truth val-
ues in Table 2. We evaluate the average of depth errors (RMSE) and the aver-
age of angular errors computed on every image. This evaluation shows a clear
improvement when compared with the input shape by CMPMVS [8].

Despite of feasible initial shape from MVS, our cost function may be failed
to converge to the global minimum because the cost function is non-convex. In
that case, we can re-compute surface mesh [33] with smoothing and then apply
our MVIR again. This simple method already gives additional improvement.

4.3 Evaluation on the Internet Photo Dataset

We demonstrated the performance of the proposed MVIR using internet photos
which have significantly different illuminations across images. We used the inter-
net photos1 at a specific landmark: Trevi Fountain [62]. We used the 57 images
of various sizes and set α = 0.3.

Figure 7 shows examples of input images, illuminations and albedo estimated
by our MVIR. Notice that the input images were taken under various illumi-
nation conditions and our formulation (which allows per image illumination)
successfully recovered relative illuminations and detailed shape (Fig. 8(c)) when
compared with CMPMVS (a) and MVE (b).

We also compared the proposed MVIR with the MVS method that uses many
images. We performed MVE using 414 images which are obtained by retrieving
similar images from Rome16K dataset [63] by matching compact image descrip-
tors [64]. The resulted shape by MVE using 414 images (Fig. 9(a)) gives some
improvement when compared to MVE with 57 images (Fig. 8(b)) but the pro-
posed MVIR using 57 images (Fig. 9(b)) is yet more detailed, e.g. arch, cornice.
Notice that our MVIR shines more when estimation of high quality shape is
required only using a limited number of images, e.g. photos from a place that
can be rarely visiting (e.g. Mars) or already lost by natural damages/desasters.

Using the results of MVIR, we generated synthesized images under arbi-
trary illuminations as an example of applications. The effect of the light
source/position change is clearly visible as shading (Fig. 10(b)), e.g. the half
dome behind the statue. As the synthesized images (Fig. 10(b and c)) are very
realistic, they can be potentially beneficial for machine learning approaches that
require many images, e.g. deep learning.

We also experimented on the Yorkminster in 1DSfM dataset [65]. In similar
manner as the DiTrevi experiments, using 9 images, we estimated initial mesh

1 The gamma calibration using a fixed value (2.2 as in [56]) on the internet photos gave
no additional improvement in our preliminary experiments. However, the calibration
of nonlinearity will be beneficial when it is performed precisely.
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by CMPMVS and performed the MVIR. Figure 11 shows the input images, illu-
minations and albedo estimated by the proposed MVIR. Figure 12 shows the
refined shape by the MVIR (c) in comparison with CMPMVS (a) and MVE (b).
Notice that the MVIR (c) recovers a flat facade without losing the fine and sharp
structures.

(a) Estimated illumination (b) Estimated albedo (c) Ground truth

Fig. 5. Examples of estimated illumination and albedo on the Joyful Yell.
(a) Each triplet shows the input image (left), ground-truth illumination (middle) and
the estimated illumination (right). We set the global scale of illumination to 0.4 for
visualizing the estimated illuminations. (b) Albedo estimated by the proposed method.
(c) Ground-truth albedo from the same viewpoint.

(a) Ground truth (CG) (b) CMPMVS [8] (c) Proposed

Fig. 6. Estimated shapes on the Joyful Yell. Our MVIR recovers fine details
(clothes and hairs) as well as smooth body (forehead and cheeks) (c) when compared
with CMPMVS [8] (b).

(a) Estimated illumination (b) Estimated albedo

Fig. 7. Examples of estimated illumination and albedo on the Trevi Fountain
dataset. (a) Each pair shows the input image (left) and the estimated illumination
(right). (b) Albedo estimated by the proposed method.
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(a) CMPMVS (b) MVE (c) Proposed

Fig. 8. Estimated shapes on the Trevi Fountain dataset. (a) CMPMVS [8].
(b) MVE [6]. (c) The proposed MVIR. All of shapes are estimated by using the same
57 images.

4.4 Computational Complexity

The variables in the cost function (Eq. 1) are aNv + bNc for Nv vertices and Nc

images. a is 4 (1 displacement and 3 albedo) and b is 11 (9 spherical harmonics
(SH) basis and 2 color scales). For example, in the DiTrevi experiment (Sect. 4),
the number of variables is 4, 130, 417. Total processing time of MVIR with 57
images is 12 h (Fig. 9(b)) and MVE with 414 images took 8 h (Fig. 9(a)). The
cost is optimized using a standard non-linear least squares minimizer [57]. Com-
putational efficiency can be improved by numerical approximation and hardware
acceleration [22].

4.5 Comparison with Other Methods

We compared with a state-of-the-art method for joint estimation of shape, albedo
and illumination using a single RGB-D image [42]. Although this method uses a
single view only and the comparison with multi-view setup is not quite fair, we
chose it because their code is the only one publicly available in this field of study.

desoporP)b(segami414htiw]6[EVM)a(

Fig. 9. Comparison with MVS using many images on the Trevi Fountain
dataset. (a) MVE [6] with 414 images. (b) The proposed MVIR using 57 images (same
with Fig. 8(c)).
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For producing the RGB-D input, we selected an image from the Trevi Fountain
dataset and computed its depth map using the initial shape of CMPMVS. Our
result (Fig. 13(b)) clearly shows the advantage of recovering with multiple-view
images when compared with (Fig. 13(b)).

We also compared our method with Wu et al. [20] which assumes a uniform
albedo using their dataset. Figure 13(c and d) shows the qualitative result of
shape refinement on the Angel dataset. Notice that our method (d) recovers
more detailed shape when compared with (c) [20].

(a) Original view (b) Re-lighting (c) Re-lighting (d) Reference view
using novel lighting using (d)

Fig. 10. Examples of re-lighting on the Trevi Fountain dataset. We generated
the synthesized image (b) at the target view point (a) by re-lighting using the estimated
albedo and synthesized illumination. We also re-light (c) by using the illumination
of reference view (d). Notice that our re-lighting can represent shading and shadow
variation by using estimated high quality shape and albedo information.

(a) Estimated illumination (b) Estimated albedo

Fig. 11. Examples of estimated illumination and albedo on the Yorkminster
dataset. (a) In each pair, the figures show the input image (left) and the estimated
illumination (right). (b) Albedo estimated by the proposed method.

(a) CMPMVS (b) MVE (c) Proposed

Fig. 12. Estimated shapes on the Yorkminster dataset. (a) CMPMVS [8].
(b) MVE [6]. (c) The proposed MVIR. All of shapes are estimated by using the same
9 images.
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(a) Barron and Malik [42] (b) Proposed (c) Wu et al. [20] (d) Proposed

Fig. 13. Qualitative evaluation with other methods. (a) and (b) The results
of the single-view refinement by Barron and Malik [42] and our MVIR, respectively.
(c) and (d) The results of Wu et al. [20] our MVIR, respectively.

4.6 Failure Cases

Our method cannot handle non-lambertian reflection and more complex illumi-
nation model. Figure 14 shows a typical failure case: the surface has a strong
specularity (Fig. 14(b)). Notice that the MVIR still works fairly well for the
other parts where the specularity is not too strong, thanks to the geometric
smoothness term.

(a) Input (b) Proposed

Fig. 14. Failure case. (a) Example of input images. (b) Our result (failed). The
estimated surface is corrupted due to high specularity on the marble stairs.

5 Conclusion

We have presented a multi-view inverse rendering method for joint estimation of
shape, albedo and illumination. We used the shape obtained from MVS as an ini-
tial input and incorporated shape-from-shading in our formulation. The detailed
shape, albedo and illumination can be obtained by solving multi-view inverse
rendering problem using the geometric and photometric smoothness terms and
normalized spherical harmonics illumination model. Experimental results show
that our method successfully recovers on not only the synthetic dataset but also
real-world dataset under various albedo and illumination conditions.

Acknowledgments. This work was partly supported by JSPS KAKENHI Grant
Number 25240025 and 15H05313.
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