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Abstract. We propose a highly accurate approach to remove artifacts of
JPEG-compressed images. Our approach jointly learns a very deep con-
volutional network in both DCT and pixel domains. The dual-domain
representation can make full use of DCT-domain prior knowledge of
JPEG compression, which is usually lacking in traditional network-based
approaches. At the same time, it can also benefit from the prowess and
the efficiency of the deep feed-forward architecture, in comparison to
capacity-limited sparse-coding-based approaches. Two simple strategies,
i.e., Adam and residual learning, are adopted to train the very deep
network and later proved to be a success. Extensive experiments demon-
strate the large improvements of our approach over the state of the arts.

Keywords: Compression artifacts reduction · Dual-domain representa-
tion · Very deep convolutional network

1 Introduction

Image restoration is a classical problem in computer vision. Among various
sources of image degradation, one of the most common causes is lossy image
compression (e.g., JPEG [34], WebP [10] and HEVC-MSP [32]). To date, as the
popularity of mobile photo apps like Instagram and rich media social networks
such as Facebook, the number of images spreading on the Internet increases
rapidly. Hence, lots of companies are forced to employ lossy compression for
saving bandwidth and storage space. Unfortunately, to meet the bit-budget con-
straint, lossy compression will inevitably introduce irreversible information loss,
resulting in unwanted image artifacts. Considering that performances of mis-
cellaneous visual tasks (e.g., image segmentation [27], image boundary detec-
tion [15], and image super-resolution [7]) greatly depend on the quality of inputs
images [9], how to reduce compression artifacts has attracted more and more
attentions.

Let us take JPEG as an example, as it is mostly used, to understand the com-
pression artifacts introduced by lossy compression. As the input to the JPEG
encoder, original uncompressed images are grouped into 8 × 8 coding blocks,
and each block is forwarded to take the discrete cosine transform (DCT) sep-
arately. After DCT, each of the 64 DCT coefficients is uniformly quantized in
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Fig. 1. (a) An uncompressed image; (b) The JPEG-compressed image of (a), where
we can see multiple compression artifacts, including ringing on the boundary between
the zebra and the background, blurring on the grass, and blockiness spreading on the
whole image; (c) The restored image of (b) by our approach, where lots of artifacts are
reduced and missing details are recovered.

conjunction with a 64-element quantization table. Note that it is this quanti-
zation step that causes a complicated combinations of numerous artifacts (see
Fig. 1 for an illustration): (1) blockiness due to the individual treatment of adja-
cent coding blocks; (2) ringing, expressed as contours spreading along image
edges, resulted from the coarse quantization of high-frequency components; and
(3) blurring owing to high-frequency information loss.

Since practical lossy compression standards are not information optimal the-
oretically, it is possible to improve a compressed image by leveraging knowledge
underused by the encoder. So far, many approaches have been proposed to deal
with compression artifacts. Early works [30] tried to manually design a compres-
sion artifacts reduction procedure. Among them, pixel-domain-based approaches
are rather popular. For example, Reeve and Lim [28] applied a Gaussian filter
to the pixels around coding block boundaries to smooth out blocking artifacts,
and Buades et al. [2] predicted pixel value by a weighted average of its surround
pixels, where the weights are determined by the similarity of the correspond-
ing image patches. Besides the pixel domain, for DCT-coded compressed images
(e.g., JPEG- or HEVC-MSP-compressed images), some works tackled the prob-
lem in the DCT domain. One instance is Chen et al. [3] who applied a low pass
filter to the DCT coefficients of adjacent coding blocks. Unfortunately, as afore-
mentioned, most compression artifacts are introduced by the highly non-linear
quantization step. Thus, such manually designed approaches are insufficient for
modeling compression degradations and have limited restoration performances.

Nowadays, learning-based approaches are widely applied in computer vision
and have achieved impressive results. The sparse coding (SC) and the convolu-
tional neural network (CNN) are two types of the representative approaches for
low-level vision tasks. For the former type [17,23,24,29], in general, input image
patches are first represented by a compressed-image dictionary, and then the
sparse representations (i.e., the coefficients) are passed into an uncompressed-
image dictionary for reconstruction. Prior information can be naturally plugged
in as constraints during the representation learning procedure. Recently, Liu
et al. [24] learned sparse representations within the dual DCT-pixel domain,
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and achieved very promising results. However, the limited number and size of
dictionaries have imposed restrictions on the capability of SC. Hence SC-based
approaches tend to be accompanied with noisy edges or over-smooth regions.
On the other hand, deep CNNs have been proved to possess great capability
for visual tasks owing to its deep multi-layer architecture [19,31]. In particu-
lar, the SRCNN proposed by Dong et al. [7] demonstrated the power of CNNs
in image restoration. Later this model was adapted to compression artifacts
reduction (named ARCNN) and achieved the state-of-the-art results [6]. Nev-
ertheless, currently CNN-based approaches just represent input images in pure
pixel domain and incorporate few task-specific priors, thus there is a lot of room
for improvement. Besides, as pointed out by Dong et al. [6,7], they met diffi-
culties in training a deeper network. Transfer learning was adopted to train the
four-layer ARCNN, but this technique complicates the training procedure and
only obtained marginal performance gains. How to effectively train a very deep
network remains to be an interesting problem.

Given the fact that JPEG images are extensive used across the world, in
this paper, we still target at JPEG compression artifacts reduction. Our work
tries to take advantages of both SC and CNN via a very deep architecture with
JPEG-specific priors. More precisely, we build representations for input images
by learning a very deep convolutional neural network in both the DCT domain
and the pixel domain, namely Deep Dual-domain Convolutional neural Network
(DDCN). The proposed DDCN has several appealing properties. First, learning
within the dual DCT-pixel domain enables us to leverage DCT-domain prior
information, so that more consistent results can be achieved, while at the same
time we can still enjoy the power of traditional pixel-domain CNNs. Second, the
DDCN is fully feed-forward and does not need to solve any optimization prob-
lem on usage, and hence can run much faster than most SC-based approaches
like [24]. Third, with careful control of gradient updates and residual learning,
the DDCN is successfully built on a much deeper architecture in comparison to
previous works [6,7,24], and extensive experiments prove its superior accuracy.

2 Related Works

Our work is mainly motivated by the two state of the arts, i.e., the Dual-domain
Sparse Coding (DSC) approach [24] and the ARCNN [6]. Therefore, we focus on
introducing these two approaches in the following.

2.1 Dual-Domain Sparse Coding

Up to now, previous compression artifacts reduction approaches usually work
either in the pixel domain [5,22,37,41,42] or in the DCT domain [8,21,39].
Unfortunately, when only operates in the pixel domain, the Inverse DCT (IDCT)
is required for decompression. As a result, an isolated quantization error con-
fined to a DCT coefficient will be propagated to all pixels of the corresponding
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DCT block. What’s worse, an aggressively quantized DCT coefficient can pro-
duce latent-signal-correlated structured errors in the pixel domain. Going the
other way, it is extremely difficult to restore high-frequency details in pure DCT
domain, since the quantization step would eliminate most high-frequency coef-
ficients. Liu et al. [24] proposed to combine these two domains. They directly
exploited residual redundancies in the DCT domain to prevent the spreading of
quantization errors into the pixel domain, while at the same time a pixel-domain
dictionary was learned on a large set of uncompressed images for high-frequency
information recovery. In this way, the advantages of the pixel domain and the
DCT domain can complement one the other. However, the DSC is overly simple
(can be viewed as a two-layer network), and does not employ end-to-end train-
ing. Hence, its performance is not satisfactory, and runs extremely slow. Our
work follows their dual-domain idea, but builds with a much more powerful and
faster model.

2.2 Convolutional Neural Network

CNNs date back decades [20] and have recently shown explosive successes in
both high-level [19,27,31] and low-level [6,7] vision tasks. Dong et al. [7] built
image representations for the task of super resolution via a three-layer CNN
(named SRCNN), and demonstrated impressive results. This model was further
adjusted as a four-layer CNN (named ARCNN) [6] and proved to be promising
in eliminating compression artifacts. However, both SRCNN and ARCNN were
learned only in the pixel domain, resulting in propagation of quantization errors
(as aforementioned). We will show that incorporating DCT-domain priors turns
out to have great positive effect. In addition, though “deeper is better” is widely
observed in high-level vision tasks, this phenomenon has not been seen in low-
level ones. SRCNN and ARCNN are networks of several layers only, and they
failed to obtain better performances with a deeper network. Nevertheless, we
find that this problem can be somewhat mitigated by two simple tricks, i.e.,
gradient update restriction and residual learning.

3 Deep Dual-Domain Convolutional Network

3.1 Formulation

Consider a JPEG-compressed image Y. Our goal is to recover from Y an artifact-
free image F (Y) which is as similar as possible to the original uncompressed
image X. As JPEG compression is not optimal, redundant information neglected
by the JPEG encoder can still be found within a compressed image. The key issue
is, how to build effective representations to automatically explore and utilize
such information, so that details eliminated in the non-linear quantization step
can be restored. To accomplish this task, in this paper, we develop a non-linear
F as a very deep convolutional network learned in dual DCT-pixel domain,
so called the Deep Dual-domain Convolutional neural Network (DDCN). Our
DDCN conceptually has the following three components:
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Fig. 2. An overview of the DDCN. A compressed input image is mapped to an artifact-
free image via multiple non-linear layers. The DCT-domain branch tries to recover the
DCT coefficients of the ground truth, while the pixel-domain branch aims to restore the
pixel values directly. The aggregation network combines these two branches to produce
the final output. To successfully learn a very deep model, the aggregation network
predicts a residual image indeed. It is the addition of the input and the residual forms
the final artifact-free output.

1. The DCT-domain branch: this component addresses the issue of digging
DCT-domain redundancies like inter-DCT-block correlations. At the same
time, DCT-domain priors such as the range of DCT coefficients are employed
to improve consistency.

2. The pixel-domain branch: this component targets at recovering high-
frequency details by leveraging spatial redundancies, e.g., similarity between
image patches.

3. The aggregation network: this component combines the DCT-domain
branch and the pixel-domain branch to generate the final artifact-free image.
The prediction is expected to be similar to the uncompressed image X.

An overview of the DDCN is depicted in Fig. 2. Without loss of generality, in the
following discussions, we assume the input image Y is a single-channel image,
i.e., a gray image. Next, we introduce each component of the DDCN in details.

3.2 The DCT-Domain Branch

To confine the quantization errors to individual DCT coefficients instead of prop-
agating them over a wide area of pixels, we learn a non-linear mapping in the
DCT domain to recover the DCT coefficients of the ground truth, namely, the
DCT-domain branch. More specifically, given a JPEG-compressed image Y, we
extract a set of overlapped patches and then perform transform on them to
get the corresponding DCT coefficients. Based on the resulting DCT coefficient
patches, non-linear mapping modeled as a deep CNN is built, so as to automat-
ically discover DCT-domain redundancies. This CNN is further constrained by
the range of ground-truth DCT coefficients. Finally, the output is converted back
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Fig. 3. A detailed illustration of the DCT-domain branch

to the pixel domain via IDCT. We detail the above operations in the following
sub-sections. Figure 3 provides a summary for the DCT-domain branch.

Patch Extraction and Discrete Cosine Transform. To explore DCT-
domain information of JPEG images, at first we need to extract 8 × 8 patches
and then represent them by a set of pre-defined DCT bases, following the JPEG
encoder. Both of these two operations can be implemented as convolution.

Formally, to extract patches of size
√

n×√
n (for JPEG,

√
n is set to 8), our

first layer is expressed as an operation E : E(Y) = WE ∗ Y, where ∗ denotes a
convolution operator and the weights WE contains n 2D filters of size

√
n × √

n.
Precisely, E convolves an image with n “one-hot” filters, so that each convolution
extracts one pixel of every

√
n × √

n patch. As an example, to extract the top-
left pixel of a patch, the corresponding filter can be designed as having 1 in its
bottom right corner while leaving all the other elements to be 0s. Since all these
filters are sparse, the operation E can run efficiently. Notice that although the
JPEG standard works on non-overlapping blocks, we extract patches at arbitrary
positions that misalign with DCT coding block boundaries. We emphasize that
overlapping sampling is very important for removing artificial structures of JPEG
compression, especially the notorious DCT blocking artifacts.

The output of E consists of n channels, where each patch is collapsed into
a n-dimensional vector. Next, each patch is transformed into the corresponding
DCT coefficient patch, by applying the n×n DCT matrix on it. This transform
operation, say D, can also be implemented as a convolutional layer D(Y) =
WD∗E(Y), where the weights WD contains n 3D filters of size n×1×1, initialized
by the DCT matrix. The output of D is again composed of n channels.

Exploiting DCT-Domain Redundancies. So far we have converted image
patches from the pixel domain to the DCT domain. To automatically discover
and utilize redundancies in the DCT domain, we then extract non-linear repre-
sentations from the output of D. This non-linear operation can be formulated
as a convolutional layer with a Parametric Rectified Linear Unit (PReLU) [12]
applied on the filter response of convolution. To increase non-linearity, we repeat
the above procedure. That is, to build layer i, we extract non-linear representa-
tions from the previous layer, and the output of layer i is further feed into the
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next layer to form another set of representations:

Hi(Y) = PReLU (WHi
∗ Hi−1(Y) + BHi

) , (1)

where WHi
and BHi

are the filters and biases of the i-th convolutional layer. By
stacking a large number of non-linear layers, the capability of the DCT-domain
branch can be significantly strengthen, so that more complicated redundancies
may be exploited.

Now we have built highly non-linear representations for DCT-domain
patches. To predict the ground-truth DCT coefficients, the final layer is imple-
mented as a convolutional layer to project patch representations back to the
DCT domain:

HL1(Y) = WHL1
∗ HL1−1(Y) + BHL1

. (2)

Here WHL1
contains n filters, and L1 is the number of convolutional layers in

the DCT-domain branch disregarding E , D, and D−1 (introduced below).

Applying the Coefficient Range Constraint. The JPEG standard is com-
posed of various pre-defined parameters. By wisely leveraging these parameters,
pieces of side information can be sniffed out from the DCT coefficients of the
compressed input image. As a result, JPEG-specific priors can be inferred and
then applied to boost performance.

More specifically, the JPEG encoder performs quantization on a given uncom-
pressed image as division of each DCT coefficient by its quantizer step size,
followed by rounding to the nearest integer. The DCT coefficients of the corre-
sponding compressed image are obtained by multiplying back the step size:

Y(u, v) = ROUND(X(u, v)/Q(u, v)) · Q(u, v). (3)

where X and Y are the DCT coefficients of the uncompressed image X and the
compressed image Y, respectively, u and v are indices in the DCT domain, and
Q is the quantization table. Hence, given Y, the range of X is deterministic:

Y(u, v) − Q(u, v)/2 ≤ X(u, v) ≤ Y(u, v) + Q(u, v)/2. (4)

For simplicity of notation, following we denote the lower and the upper bound
specified in Eq. (4) as low(·) and up(·), separately.

As discussed earlier, the DCT-domain branch tries to predict the ground-
truth DCT coefficients, so the output of HL1(Y) should not exceed the corre-
sponding DCT coefficient range. To apply this constraint, a naive thought is to
add one more layer for clipping:

H′(Y)i =

⎧
⎪⎨

⎪⎩

low(HL1(Y)i), HL1(Y)i < low(HL1(Y)i)
HL1(Y)i, otherwise
up(HL1(Y)i), HL1(Y)i > up(HL1(Y)i)

. (5)

Here HL1(Y)i stands for the i-th patch in HL1(Y) (note that HL1(Y) is a set
of vectors where each position is a “flattened” patch in the DCT domain), so
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does H′(Y )i. The additional layer confines the solution space and can improve
the consistency and accuracy of restoration.

However, in practice the above definition of H′ will not work. The issue, is
similar to the known drawback of sigmoid in a neural network, i.e., it would make
the gradients of the network become zero at almost everywhere. To overcome
the vanishing gradients problem, inspired by the leaky ReLU [26], we introduce
a small slope in the parts where HL1(Y) exceeds its range. As a result, Eq. (5)
is rewritten as:

H′(Y)i =

⎧
⎪⎨

⎪⎩

(1 − α) · low(HL1(Y)i) + α · HL1(Y)i, HL1(Y)i < low(HL1(Y)i)

HL1(Y)i, otherwise

(1 − α) · up(HL1(Y)i) + α · HL1(Y)i, HL1(Y)i > up(HL1(Y)i)

(6)

with α ∈ (0, 1]n being a trainable parameter like the PReLU.

Back to the Pixel Domain. To further exploit pixel-domain redundancies,
the DCT-domain reconstruction, i.e., the output of H′, need to be transformed
back to the pixel domain. Hence we define another one layer D−1 on top of H′.
Intuitively, D−1 is the inverse operation of D, which performs IDCT on each
(flatten) patch. As expected, D−1 can be also implemented as a convolutional
layer, whose weights are initialized by the IDCT matrix.

3.3 The Pixel-Domain Branch

The DCT coefficients mainly contain global information of an image. That is,
they do not respect the spatial continuity property of normal images. Local
spatial information is tangled together in the DCT coefficients. Hence, exploiting
spatial redundancies and fully recovering compressed images only in the DCT
domain is not an easy task. We avoid this weakness by introducing a network
directly learned in the pixel domain.

Our pixel-domain branch is straight-forward. Similar to the DCT-domain
branch, at first we extract image patches using the E layer. After that, to auto-
matically leverage pixel-domain redundancies, the resulting patches are directly
feed into a deep CNN for non-linear representation extraction. Each layer in
this CNN is of the same type: a non-linear convolutional layer decorated by the
PReLU. We denote these layers as G1,G2, . . . ,GL2 , where L2 is the layer number.

3.4 The Aggregation Network

The pixel-domain branch runs in parallel with the DCT-domain branch. To
better combine their capability, we concatenate their outputs and then built a
non-linear aggregation network to finetune the restoration results. Within the
aggregation network, the predictions coming from the DCT-domain branch and
the pixel-domain branch can cross validate each other, enhancing the reconstruc-
tion quality. The aggregation network is also a deep CNN, with each layer except
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the last containing a convolution operation followed by a PReLU nonlinearity.
These layers are named as J1,J2, . . . ,JL3 with L3 being the layer number.

The last layer, denoted as E−1, operates as the inverse of the patch extraction
layer E . It puts all recovered patches back to the corresponding positions in the
image. This is realized via a convolutional layer, as well.

3.5 Building Very Deep Architecture

Deep learning, as indicated by its name, uses deeper architecture to achieve
higher non-linearity. The increasing non-linearity enables a network to better
represent input data, resulting in higher performances. However, an opposite
opinion, “deeper is not better”, has been pointed out recently in certain low-
level vision works [6,7].

We found that, one of the core problems is still due to exploding gradients. In
high-level vision task, this problem has been largely addressed by intermediate
normalization like the Batch Normalization [14]. However, such solutions are not
suitable for compression artifacts reduction. As a simple example, in high-level
visual task such as recognition, image contrast doesn’t play a significant role, so
normalization is welcomed, whereas keeping the actual contrast of an input image
is very important in compression artifacts reduction and thus normalization
would ruin the result. As a consequence, both [7] and [6] use an extremely small
learning rate for training to avoid gradient explosion. Unluckily, in this way a
deeper network is difficult to train since it will require impractically long time
for convergence.

We mitigate this problem by Adam [18], a newly proposed optimization
technique. This technique updates model parameters Θ as Θt = Θt−1 − l ·
M̂t/(

√
V̂t + ε), where M̂ and V̂ are the bias-corrected first/second moment

estimates of gradient, respectively, and l is the step size. As can be seen, Adam
approximately restricts gradient updates by its step size hyper-parameter, so
gradient explosion can be avoided in general.

Another issue is the loss function. Given a set of m uncompressed images
{X(i)} and their corresponding compressed images {Y(i)}, the Mean Squared
Error (MSE) is usually adopted to learn {X(i)} directly [6,7]:

Loss(Θ) =
1
m

m∑

i=1

‖F (Y(i);Θ) − X(i)‖22. (7)

However, it can be seen that direct learning requires all information within Y
being carried through the whole model F , though what we really care about
is the difference between X and Y. From another perspective, with the above
loss function, F needs to have long-term memory for the input, which will easily
lead to vanishing/exploding gradients, as pointed out by the famous LSTM [13].
Inspired by [11], we change the loss function to learn the residuals:

Loss(Θ) =
1
m

m∑

i=1

‖F (Y(i);Θ) − (X(i) − Y(i))‖22. (8)
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It turns out that Eq. (8) results in faster convergence and higher accuracy (see
Sect. 4.2). Note that, in residual learning, the DCT-domain branch is re-designed
to learn the DCT coefficients of the residual image. Hence the lower bound and
upper bound of HL1 are updated to −Q/2 and Q/2, respectively.

4 Experiments

In this section, experimental results are presented to demonstrate the superior
performance of the proposed DDCN for restoring JPEG-compressed images.

In all experiments, we use the training set (200 images) of the BSDS500 data-
base [1] for training, and its validation set (100 images) for validation. Quantita-
tive evaluations are conducted on its test set (200 images). Different from [6], all
images are not down-scaled, as in this paper we don’t evaluate the RTF [16] which
has been beaten by the ARCNN [6]. In addition, for perceptual comparisons, we
also perform qualitative evaluations on the Set14 [40] database. Following the
protocol of other compression artifacts reduction approaches: (1) To generate
JPEG-compressed images of different quality, the MATLAB JPEG encoder is
applied with its “Quality” parameter set accordingly; (2) When reporting the
restoration results, only the luminance channel (in YCbCr color space) is consid-
ered. Nevertheless, our approach is robust to JPEG encoders. A DDCN trained
on MATLAB-encoded images still works well on images encoded by other JPEG
encoders (e.g., the Python Image Library), with a negligible performance loss.
Besides, our approach is not limited to single-channel inputs. RGB images can
be easily handled by regarding each channel as a gray image.

4.1 Implementation Details

Preparing the Training Set. In the training phase, the training image pairs
{Y,X} are prepared as 55 × 55-pixel sub-images uniformly sampled from the
training images with a stride of 21. We have attempted smaller strides but did
not observe significant performance improvement. For a patch misaligned with
DCT coding block boundaries, the DCT coefficient range of its most similar
coding block is used. It should be emphasized again that overlapped sampling is
important for destroying blocking artifacts.

Since the training set is small, to train the DDCN which has numerous layers,
we consider augmenting the training data. More precisely, sub-images are also
extracted from the randomly rotated and flipped version of the training images.

Network Settings. As specified in Sect. 3.2, n is set to 64 for JPEG compres-
sion artifacts reduction. Thus the patch extraction layer E contains 64 filters
of size 8 × 8, and the transform layer D contains 64 filters of size 64 × 1 × 1.
Weights in these two layers are also initialized according to the discussions in
Sect. 3.2. The settings of the inverse layers, E−1 and D−1, are similar to E and
D respectively. These four layers are fixed during training.
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The other layers are all composed of filters of the size 64 × 3 × 3, i.e., each
filter operators on 3 × 3 spatial regions across 64 channels. Every layer among
H1,H2, . . . ,HL1 , G1,G2, . . . ,GL2 , and J2,J3, . . . ,JL3 has 64 filters, while J1

contains 128 filters. If not specified, L1, L2, and L3 are set to 10. Zero-padding
is used before each of these convolutional layer to keep their output sizes equal.
Filters are initialized using the He initializer [12] with values sampled from the
Uniform distribution. The components of α in Eq. (6) are set to 0.1 initially.

To train the DDCN, we begin with a step size 0.001 and then decrease it by
a factor of 10 when the validation error stops improving. The step size of Adam
is reduced two times prior to termination. For the other hyper-parameters of
Adam, we set the exponential decay rates for the first/second moment estimate
to 0.9 and 0.999, respectively. We train a specific network with batch size 64
for each JPEG quality. During testing, the DDCN runs as a fully convolutional
network [25] to generate full-image predictions.

4.2 Quantitative Evaluation on BSDS500

We examine our DDCN on the BSDS500 database, in comparison to the
two aforementioned state-of-the-art approaches, i.e., the DSC [24] and the
ARCNN [6]. We also include the latest generic image restoration framework,
i.e., the Trainable Nonlinear Reaction Diffusion (TNRD) [4] for comparison. To
have a comprehensive quantitative evaluation, experiments are conducted under
three objective fidelity metrics: the PSNR (dB), the SSIM [35], and the PSNR-B
(dB) [38]. Four JPEG quality settings are evaluated: 10, 20, 30, and 40.

The quantitative results are shown in Table 1. On the whole, our proposed
DDCN outperforms all the state of the arts on all JPEG qualities and evaluation
metrics by a large margin. Specifically, for the PSNR, we have achieved a gain of

Table 1. Comparisons with the State of the Arts on the BSDS500 Database.

Quality Evaluation JPEG DSC ARCNN TNRD DDCN DDCN(-DCT)

10 PSNR 27.80 28.79 29.10 29.16 29.59 29.26

SSIM 0.7875 0.8124 0.8198 0.8225 0.8381 0.8267

PSNR-B 25.10 28.45 28.73 28.81 29.18 28.89

20 PSNR 30.05 30.97 31.28 31.41 31.88 31.55

SSIM 0.8671 0.8804 0.8854 0.8889 0.8996 0.8923

PSNR-B 27.22 30.57 30.55 30.83 31.10 30.84

30 PSNR 31.37 32.29 32.67 32.77 33.26 32.92

SSIM 0.8994 0.9093 0.9152 0.9166 0.9248 0.9193

PSNR-B 28.53 31.84 31.94 31.99 32.31 32.01

40 PSNR 32.30 33.23 33.55 33.73 34.27 33.87

SSIM 0.9171 0.9253 0.9296 0.9316 0.9389 0.9336

PSNR-B 29.49 32.71 32.78 32.79 33.15 32.86
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more than 0.9 dB in average compared with the DSC, and have outperformed the
ARCNN by about 0.6 dB in average. The TNRD was beaten by approximately
0.5 dB in average, as well. These results demonstrate the effectiveness of our task-
specific dual-domain design, and the great power of the very deep architecture.
Furthermore, our DDCN also produces promising results on the PSNR-B. This
metric is designed specifically to measure the degree of blockiness of a given
image, and thus is more sensitive to JPEG blocking artifacts. It means our DDCN
is especially suitable for improving the quality of JPEG-compressed images.

Besides, our DDCN runs much faster than the DSC, thanks to the fully feed-
forward computation. For the DSC, it needs more than ten minutes to process a
512 × 512 image on a 6-core Xeon CPU, while the DDCN only requires several
seconds. In addition, when GPUs are available, our DDCN takes less than 0.3s to
generate the prediction on a GeForce GTX TITAN X, whereas the DSC employs
a complicated optimization procedure and is not easy to be migrated to a GPU.

Analysis on Dual-Domain Learning. To investigate the importance of dual-
domain learning, we develop a variant of the DDCN which is learned in the pixel
domain only (i.e., the DCT-domain branch is dropped). Table 1 also provides
experimental results for this variant (denoted as “DDCN(-DCT)”). It is clear
that the PSNR values are decreased, with a loss of more than 0.3 dB in average, in
comparison to the DDCN. This experiment verifies the effectiveness of leveraging
DCT-domain prior information. Note that the difference in performance between
the DDCN and the DDCN(-DCT) is not due to their different network sizes.
We have attempted to enlarge the spatial support of all trainable filters in the
DDCT(-DCT) from 3×3 to 5×5, but only observe negligible improvements (less
than 0.1 dB). We have also tried to increase the depth of the DDCT(-DCT), yet
turn out to be unlucky. We point out that using Eq. (5) instead of Eq. (6) made
the DDCN perform almost the same as the DDCN(-DCT). Thus, it is rather
significant to introduce a non-zero α for avoiding the zero gradients problem.

(a) (b)

Fig. 4. (a) Average PSNR (dB) on the test set for various depths; (b) Average MSE on
the training/validation set for residual learning and direct learning. Both experiments
were conducted on BSDS500 with JPEG quality 20.
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Analysis on Depth. We conduct another experiment to test the network sen-
sitivity to different depths. For simplification, we keep layer numbers in the
DCT-domain branch, the pixel-domain branch and the aggregation network to
be the same value L, i.e., L1 = L2 = L3 = L. Note that both two branches
run in parallel, so the effective number of trainable layers in the DDCN is
MAX(L1, L2)+L3 = 2 ·L. We evaluate the DDCN under various L ranging from
2 to 10. The average PSNR values on the test set are shown in Fig. 4(a). We can
see that the performance grows as the depth increases in general. Figure 4(a) also
displays the performance of the DDCN(-DCT). It can be seen that, without the
help of the DCT-domain branch, the DDCN(-DCT) was always inferior to the
DDCN under the same layer number, and its accuracy saturated earlier. These
results proved the importance of the proposed dual-domain learning again.

Original / PSNR JPEG / 30.78 DSC / 32.27 ARCNN / 32.34 DDCN / 33.18

Original / PSNR JPEG / 30.12 DSC / 32.29 ARCNN / 32.88 DDCN / 33.85

Original / PSNR JPEG / 30.85 DSC / 32.71 ARCNN / 32.59 DDCN / 33.60

Original / PSNR JPEG / 28.74 DSC / 30.89 ARCNN / 31.11 DDCN / 32.87

Fig. 5. Qualitative comparison of various approaches under the JPEG quality 10. The
corresponding PSNR values (in dB) are also shown.
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Analysis on Residual Learning. Figure 4(b) illustrates the performances of
residual learning and direct learning on a 20-trainable-layer DDCN (i.e., L = 10).
The initial step size of direct learning is selected according to the best validation
loss at termination. It can be observed that, in a very deep network, learning
the residuals converges much faster and obtains better performance. In addition
to this, we point out that Adam is indispensable. Even given 5x training time,
neither residual learning nor direct learning seemed to converge without Adam.

4.3 Qualitative Evaluation on Set14

The Set14 [40] database consist of 14 widely used test images in the litera-
ture of image processing. Here we present some restored images of different
approaches on this database. As can be seen in Fig. 5, the results of the DDCN
are rather visually appealing. Our approach produces much sharper edges than
other approaches, without any obvious blocking or ringing artifacts across the
image. This experiment demonstrates that our approach is not only superior in
objective fidelity metric, but also achieves better perceptual quality.

5 Conclusions and Future Work

In this paper, we systematically studied how to build effective representations
for JPEG compression artifacts reduction. Based on understanding of the JPEG
compression standard, we presented a very deep convolutional network learned in
both the DCT domain and the pixel domain. The dual-domain learning enabled
us to incorporate DCT-domain priors naturally, while we could still benefit from
the great capability of traditional pixel-domain convolutional networks. Besides,
we successfully built a very deep network by two simple strategies, i.e., Adam and
residual learning, and observed significant performance gain with the increasing
depth. Experimental results demonstrated the promise of the proposed approach.

Our DDCN is not restricted to JPEG compression. It is worth exploring
whether the DDCN is able to reduce artifacts of remaining DCT-based com-
pression standards, such as H.264/AVC [36] and HEVC-MSP [32]. In addition,
by learning in other appropriate dual-domains, e.g., wavelet-pixel domain for
JPEG2000 [33], the DDCN may be even extended to remove most transform-
based compression artifacts. We will leave them to future work.

One limitation of our DDCN is the scalability to various JPEG qualities.
Currently we need to train a separative model for each JPEG quality, which
may limit its practical usage. This restriction also exists in most state of the
arts, like the ARCNN. We hope to address this issue in future.
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