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Abstract. The estimation of probability density functions (pdf) from
unlabeled data samples is a relevant (and, still open) issue in pattern
recognition and machine learning. Statistical parametric and nonpara-
metric approaches present severe drawbacks. Only a few instances of
neural networks for pdf estimation are found in the literature, due to the
intrinsic difficulty of unsupervised learning under the necessary integral-
equals-one constraint. In turn, also such neural networks do suffer from
serious limitations. The paper introduces a soft-constrained algorithm
for training a multilayer perceptron (MLP) to estimate pdfs empiri-
cally. A variant of the Metropolis-Hastings algorithm (exploiting the
very probabilistic nature of the MLP) is used to satisfy numerically the
constraint on the integral of the function learned by the MLP. The pre-
liminary outcomes of a simulation on data drawn from a mixture of
Fisher-Tippett pdfs are reported on, and compared graphically with the
estimates yielded by statistical techniques, showing the viability of the
approach.

Keywords: Density estimation · Nonparametric estimation · Unsuper-
vised learning · Constrained learning · Multilayer perceptron

1 Introduction

The estimation of probability density functions (pdf) has long been a relevant
issue in pattern classification [3], data compression and model selection [5], cod-
ing [2], genomic analysis [4] and bioinformatics in general [15]. There are intrinsic
difficulties to pdf estimation, to the point that Vladimir Vapnik stated that it
is inherently a “hard (...) computational problem” where “one cannot guarantee
a good approximation using a limited number of observations” [14]. Albeit pop-
ular, statistical parametric techniques (e.g. maximum-likelihood for Gaussian
mixture models) rely on an arbitrary and unrealistic assumption on the form
of the underlying, unknown distribution. This holds true also for radial basis
functions networks, which realize mixture densities of fixed forms (say, again,
Gaussian). On the other hand, nonparametric techniques like the Parzen Win-
dow (PW) and the kn-nearest neighbors (kn-NN) [3] drop this assumption, and
attempt a direct estimation of the pdf from a data sample. Still, they suffer from
several limitations, including the following:
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1. in PW and kn-NN there is no actual learning (thus, no generalization). The
models are “memory based”, thence (by definition) they are prone to overfit-
ting;

2. the local nature of the quantities used to express the estimates (either the
window functions in PW, or the hyper-spheres used in kn-NN, both centered
at the individual locations of the specific data at hand) tend to yield a frag-
mented, unsmooth model;

3. the whole training set has to be kept always in memory in order to compute
the estimate of the pdf over any new input pattern. This may result in a
dramatic computational burden (in both space and time) of the estimation
process during the test.

In order to overcome these limitations, multilayer perceptrons (MLP) can be
regarded as a promising alternative family of nonparametric estimators, at least
in principle. Given their “universal approximation” property, they might be a
suitable model for any given (continuous) form of the pdf underlying the data.
Unfortunately, MLPs have been scarcely exploited for pdf estimation so far.
This is mostly due to the difficulty of the present unsupervised learning task
and by the requirement that, at least numerically, the integral of the function
learned by the MLP over its definition domain equals 1. Some exceptions are
represented by the hybrid model presented in [13], where the MLP is trained via
maximum-likelihood (ML) in order to estimate the emission pdfs of a hidden
Markov model (although the algorithm is strictly HMM-specific, and it gives
no guarantee on the integral of the MLP), and by the MLP-based ML density
estimator discussed in [7], which faces theoretically the integral-equals-one issue
but without offering focused solutions to the resultant numerical integration
problems. Besides, the nature of the activation function required in the output
layer of such estimator entails pdf estimates that belong to the exponential
family [7], which can be seen as a step back to parametric estimation. In [6]
the focus is shifted from the direct estimation of the pdf to the (much simpler)
estimation of the corresponding cumulative distribution function (cdf). After
properly training the MLP model φ(.) of the cdf, the pdf can be recovered by
applying differentiation to φ(.). Unfortunately, a good approximation of the cdf
does not necessarily translate into a similarly good estimate of its derivative. In
fact, a small squared error between φ(.) and the true cdf does not entail that
φ(.) is free from steep fluctuation that imply huge, rapidly changing values of
the derivative. Negative values of ∂φ(x)

∂x may even occur, violating the definition
of pdf, and the integral-equals-one constraint is not accounted for.

In [12] we proposed a simple technique for training MLPs for pdf estimation
relying on PW-generated target outputs. Albeit this technique results in much
smoother results than the PW, it does not yield pdf models that satisfy the
integral-equals-one constraint (actually, the corresponding integral is not even
bounded). Besides, the technique is sensitive to the form and bandwidth of the
window functions used (albeit less sensitive than the bare PW is). In this paper
we propose a more general and sounder algorithm, which relies on an empir-
ical estimate of the unknown pdf which does not involve any specific window
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functions. The optimization technique enforces the numerical satisfaction of the
soft-constraint on the integral of the estimated function, by means of a variant
of the Markov chain Monte Carlo method that exploits the very probabilistic
nature of the resulting MLP. The algorithm is presented in the next section, while
Sect. 3 reports on a graphical comparative simulation involving data drawn from
a mixture density, showing the viability of the approach. Preliminary conclusions
and on-going research activities are handed out in Sect. 4.

2 The Algorithm

Let T = {x1, . . . ,xn} be an unlabeled dataset of n independent observations col-
lected in the field. The observations are assumed to be represented as random vec-
tors in a d-dimensional feature space, say R

d, and to be identically distributed
according to the unknown pdf p(x). A MLP having d input units, an output unit,
and at least one hidden layer is used to estimate p(x) from T . An activation func-
tion fi(ai) is associated with the generic unit i in the MLP, where the activation ai

is given by summing over all theweighted contributions to i from the previous layer,
say ai =

∑
j wijfj(aj) where wij ∈ W is the connection weight between units j

and i, as usual, and W is the set of all the parameters in the MLP (i.e., weights
and bias values). For the input units only, the activation function reduces to the
identity map over current input x = (x1, . . . , xd), such that fi(ai) = fi(xi) = xi.
While the usual logistic sigmoid is used in the hidden layers, the activation function
associated with the output unit shall have a counterdomain that fits the definition
of pdf, that is the range [0,+∞). This may be granted in several different ways,
for instance by setting fi(ai) = exp(ai) (resulting in a pdf model belonging to
the broad exponential family). In this paper we resort to a logistic sigmoid with
adaptive amplitude λ ∈ R

+, that is fi(ai) = λ/(1 + exp(−ai)) as described in
[11]. In so doing, the MLP can stretch its output over any required interval [0, λ),
which is not bounded a priori but is learned (along with the other parameters of
the MLP) in order to fit the nature of the specific pdf at hand. Moreover, having
sigmoids in both the output and the hidden layers eases the training process via
backpropagation from a numerical viewpoint, as well. Other advantages entailed
by adaptive amplitudes are pointed out in [11]. Eventually, the MLP realizes a
function ϕ(x,W ) of its input x. In the following, without loss of generality for all
the present intents and purposes, we assume that the observations of interest are
limited to a compact S ⊂ R

d (in practice, any data normalization technique may
be used in order to ensure satisfaction of this requirement) such that, in turn, S
can be treated as the domain of ϕ(x,W ). The goal of the training algorithm is
a proper modification of the MLP parameters W given the unlabeled sample T
such that p(x) can be properly estimated relying on ϕ(x,W ). This requires pur-
suing two purposes: (1) exploiting the information encapsulated in the unlabeled
data T to approximate the unknown pdf; (2) preventing the MLP from developing
spurious solutions, i.e. enforcing the constraint

∫
S

ϕ(x,W )dx = 1. To these ends,
we first let the estimated pdf model be defined as p̃(x,W ) = ϕ(x,W )∫

S
ϕ(x,W )dx

for all x
in S. Afterwards, given a generic observation x̂ in T , an empirical estimate of p(x̂)
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is achieved as follows (see [3]). Consider a d-ball B(x̂, T ) centered in x̂ and having
the minimum radius r(x̂, T ) such that |B(x̂, T ) ∩ T | = kn + 1 where kn = �k√

n�
and k ∈ N is a hyper-parameter. The requirement that kn + 1 observations lie
within the ball is due to the constatation that x̂ is in B(x̂, T ) ∩ T by construction
but it shall not be involved in the subsequent estimation of the pdf over x̂ itself,
in order to prevent the very estimate from being biased. The probability P that a
random vector drawn from p(x) lies within B(x̂, T ) is P =

∫
B(x̂,T )

p(x)dx. Since P

can be estimated via the usual frequentist approach as P 	 kn/n and the integral
can be approximated geometrically as

∫
B(x̂,T )

p(x)dx 	 p(x̂)V (B(x̂, T )) where
V (.) represents the hyper-volume of its argument, we can write [3] p(x̂) 	

kn/n
V (B(x̂,T )) . Therefore, the proposed training algorithm stems from the minimiza-
tion of the (on-line) criterion function

C(T ,W, x̂) =
1
2

(
kn/n

V (B(x̂, T ))
− p̃(x̂,W )

)2

+
ρ

2

(

1 −
∫

S

ϕ(x,W )dx
)2

(1)

with respect to the MLP parameters W , in an incremental fashion upon pre-
sentation of the next training vector, say x̂. The first term in the criterion aims
at normalized MLP outputs that approximate the empirical estimate of the
unknown pdf, while the second term is a “soft” constraint that enforces a unit
integral of p̃(x,W ) over S. The hyper-parameter ρ ∈ R

+ controls the importance
of the constraint, and it can be used to tackle numerical issues in practical appli-
cations. A gradient descent learning rule for the generic MLP parameter w can
be devised as usual, prescribing a weight update Δw defined as Δw = −η ∂C(.)

∂w ,
where η ∈ R

+ is the learning rate. Taking the partial derivative of C(T ,W, x̂)
with respect to w requires calculating the derivatives of the first and the second
term in the right-hand side of Eq. (1). For the first term we have:

∂

∂w

{
1
2

(
kn/n

V (B(x̂, T ))
− ϕ(x̂,W )

∫
S

ϕ(x,W )dx

)2
}

= (2)

= −
(

kn/n

V (B(x̂, T ))
− ϕ(x̂,W )

∫
S

ϕ(x,W )dx

)
∂

∂w

{
ϕ(x̂,W )

∫
S

ϕ(x,W )dx

}

= −
(

kn/n

V (B(x̂, T ))
− ϕ(x̂,W )

∫
S

ϕ(x,W )dx

)

·

·
{

1
∫

S
ϕ(x,W )dx

∂ϕ(x̂,W )
∂w

− p̃(x̂,W )
∫

S
ϕ(x,W )dx

∂

∂w

∫

S

ϕ(x,W )dx
}

= − 1
∫

S
ϕ(x,W )dx

(
kn/n

V (B(x̂, T ))
− ϕ(x̂,W )

∫
S

ϕ(x,W )dx

)

·

·
{

∂ϕ(x̂,W )
∂w

− ϕ(x̂,W )
∫

S
ϕ(x,W )dx

∫

S

∂ϕ(x,W )
∂w

dx
}
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where Leibniz rule was applied in the last step of the calculations, and is applied
again in the calculation of the derivative of the second term as follows:

∂

∂w

{
ρ

2

(

1 −
∫

S

ϕ(x,W )dx
)2

}

= (3)

= −ρ

(

1 −
∫

S

ϕ(x,W )dx
)

∂

∂w

∫

S

ϕ(x,W )dx

= −ρ

(

1 −
∫

S

ϕ(x,W )dx
) ∫

S

∂ϕ(x,W )
∂w

dx.

Therefore, in order to compute the right-hand side of Eqs. (2) and (3), algorithms
for the computation of ∂ϕ(x,W )

∂w ,
∫

S
ϕ(x,W )dx, and

∫
S

∂
∂wϕ(x,W )dx are needed.

The quantity ∂ϕ(x,W )
∂w is the usual partial derivative of the output of a MLP with

respect to a generic parameter of the network, and is readily computed via plain
backpropagation. If w = wij , that is the connection weight between the j-th
unit in any hidden layer (or, in the input layer) and the i-th unit in the upper
layer, then ∂ϕ(x,W )

∂w = δifj(aj) where δi = f ′
i(ai) if i represents the output unit,

or δi = (
∑

u wuiδu)f ′
i(ai) otherwise, where the sum is extended to all units u

in the upper layer once the corresponding deltas have been properly computed
according to the usual top-down order. As for the integrals, in principle any
plain, deterministic numerical quadrature integration technique may do, e.g.,
Simpson’s method, trapezoidal rule, etc. While such methods are viable if d = 1,
they do not scale up computationally to higher dimensions (d ≥ 2) of the feature
space (especially in the light of the fact that

∫
S

∂
∂wϕ(x,W )dx has to be computed

individually for each parameter of the MLP). Besides, they do not exploit the
very nature of the specific function to be integrated, that is expected to be
closely related to the pdf p(x) that explains the distribution of the specific data
at hand. Accounting for the pdf of the data is expected to drive the integration
algorithm towards integration points that cover “interesting” (i.e., having high
likelihood) regions of the domain of the integrand. For these reasons, we propose
a non-deterministic, multi-dimensional integration technique which accounts for
the pdf underlying the data.

The technique is an instance of Markov chain Monte Carlo [1]. Let φ(x)
denote the integrand of interest (either ϕ(x,W ) or ∂ϕ(x,W )

∂w ). The integral of
φ(x) over S is approximated via Monte Carlo with importance sampling [10] as

∫

S

φ(x)dx 	 V (S)
m

m∑

�=1

φ(ẋ�) (4)

relying on m properly sampled integration points ẋ1, . . . , ẋm. Sampling occurs
by drawing ẋ� at random (for 
 = 1, . . . ,m) from the mixture density pu(x)
defined as

pu(x) = α(t)u(x) + (1 − α(t))p̃(x) (5)

where u(x) is the uniform distribution over S, and α : N → (0, 1) is a decaying
function of the number of the MLP training epochs t = 1, . . . , T (a training
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epoch is a completed re-iteration of Eqs. (2) and (3) over all the observations in
T ), such that α(1) 	 1.0 and α(T ) 	 0.0. In this paper we let

α(t) =
1

1 + e
t/T −1/2

θ

(6)

and a value θ = 0.07 is used in the experiments. The rationale behind Eq. (5)
is twofold. On the one hand, the importance sampling mechanism entailed by
Eq. (5) accounts for the (estimated) pdf p̃(x) of the data, respecting their nat-
ural distribution and focusing integration on the relevant integration points. On
the other hand, the estimates of the pdf are too noisy and unreliable during
the early stage of the MLP training process, such that sampling from a uni-
form distribution (like in the plain Monte Carlo algorithm) is sounder at the
beginning. Trust in the MLP estimates keeps growing as training proceeds, such
that sampling from p̃(x) progressively replaces sampling from u(x), ending up
in pure non-uniform importance sampling. The form of the credit-assignment
function α(t) described by Eq. (6), shown in Fig. 1 (basically, the reflection of a
sigmoid), is such that the algorithm sticks with the uniform sampling for quite
some time before (rather abruptly) beginning crediting the estimated pdf, but
it ends up giving most of the credit to the MLP throughout the last period
of training. Noteworthily, for t → T the sampling substantially occurs from
|ϕ(x,W )| /

∫
S

|ϕ(x,W )| dx (this is an implicit consequence of ϕ(x,W ) being non-
negative by construction) which forms a sufficient condition for granting that,
like in the VEGAS algorithm, the variance of the estimated integral vanishes
and the corresponding error goes to zero [9].

Fig. 1. An instance of the function α(.) defined by Eq. (6) with θ = 0.07, plotted over
the domain [0, 1].

It is seen that sampling from pu(x) requires the application of a method for
sampling from the MLP output. To this end, we resort to a specific instance
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of Markov chain Monte Carlo, namely the Metropolis-Hastings (M-H) algo-
rithm [8]. The latter results in a sampling that is robust to the fact that
ϕ(x,W )/

∫
S

ϕ(x,W )dx may not be properly normalized during the training
(in fact, the estimate p̃(x) does not necessarily respect the axioms of proba-
bility), since ϕ(x,W ) is proportional (by construction) to the corresponding
properly normalized pdf estimate [8]. Due to its ease and efficiency of sampling,
the proposal pdf q(x′|x) required by M-H to generate the next candidate sample
x′ = (x′

1, . . . , x
′
d) from current sample x = (x1, . . . , xd) is defined as a multivari-

ate logistic pdf with radial basis, having location x and scale σ, that is

q(x′|x, σ) =
d∏

i=1

e(x
′
i−xi)/σ

σ(1 + e(x
′
i−xi)/σ)2

(7)

which is readily sampled via the inverse transform sampling method. Both σ and
the burn-in period for M-H are hyper-parameters to be fixed empirically via any
model selection technique.

3 Demonstration

A qualitative demonstration of the viability of the technique is given as follows.
A dataset consisting of 200 samples was randomly drawn from a mixture of 3
Fisher-Tippett distributions, namely

p(x) =
3∑

i=1

Πi

βi
exp

(

−x − μi

βi

)

exp
{

− exp
(

−x − μi

βi

)}

(8)
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Fig. 2. The mixture of Fisher-Tippett pdfs used in the simulation.
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where Π1 = 0.3, Π2 = 0.45, and Π3 = 0.25 are the mixing parameters, and
the component densities are identified by the locations μ1 = −0.3, μ2 = 0.0,
μ3 = 0.35, and by the scales β1 = 0.06, β2 = 0.07, β3 = 0.05, respectively.
The mixture density is shown in Fig. 2, illustrating the asymmetry typical of
the Fisher-Tippett pdf (a consequence of its positive skewness), which may raise
some fitting issues when applying estimators based on symmetric kernels (e.g.,
Gaussian).

 0

 0.5

 1

 1.5

 2

 2.5

 3

 3.5

-0.4 -0.2  0  0.2  0.4  0.6

E
s
ti
m

a
te

d
 p

d
f

x

"Kn-NN estimate"

 0

 0.5

 1

 1.5

 2

 2.5

 3

-0.4 -0.2  0  0.2  0.4  0.6

E
s
ti
m

a
te

d
 p

d
f

x

"Parzen-window estimate"

Fig. 3. Statistical estimates of the pdf: kn-NN (top) and PW (bottom).

Figure 3 shows the estimates of the pdf obtained form the data sample using
two major statistical nonparametric density estimation techniques, namely the
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kn-NN (top) and the PW (bottom), respectively. The kn-NN density estimator
[3] relied on the usual value of kn defined as kn = k1

√
n (to ensure unbiased

estimation [3]) where n = 200 is the sample size, and where we let k1 = 2 (the
same value that we used in this simulation for computing Eq. (2) during the MLP
training). As expected, the kn-NN results in a peaky estimate which is formally
not a pdf (not only the integral is larger than 1, but it is also unbounded). To
the contrary, the PW yields a proper pdf but it eventually misses the detailed
shape of the original pdf (in particular, the skewness of its component densities).
Standard Gaussian kernels with an unbiased bandwidth hn = 1/

√
n [3] were

adopted in the PW.
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Fig. 4. Estimated pdf via MLP.

The estimate obtained via MLP trained with the proposed algorithm is shown
in Fig. 4. It is seen that the estimator results in a much more accurate fit to
the true Fisher-Tippett mixture than the PW and the kn-NN estimates do.
Besides being smooth, the function learned by the MLP follows the form of
the underlying pdf (including the skewness of the first two components), and its
integral over S (where S = (−0.5, 0.7)) is numerically close to satisfy the required
constraint (its value turns out to be 1.07). The MLP has 12 logistic hidden units
(with smoothness 0.1) and it was trained for 6 × 104 epochs, keeping a fixed
learning rate η = 1.25 × 10−4 with a value of ρ = 0.01 for the soft constraint
in C(T ,W, x̂), starting from parameters W (weights and biases of the sigmoids)
initialized at random uniformly over the (−0.5, 0.5) interval. The sampling of
m = 200 integration points occurred at the beginning of each training epoch,
using a scale σ = 9 for the logistic proposal pdf in M-H. The burn-in period of
the Markov chain in M-H was stretched over the first 500 states.
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Fig. 5. Learning curve, i.e. avg. value of C(T , W, x) (top), and numerical integral of
ϕ(.) (bottom) as functions of the number of training epochs.

It is interesting to observe the learning curve of the MLP during the training
process, shown in Fig. 5 (top). At each epoch, its value is computed by aver-
aging the value of Eq. (1), i.e. the criterion function C(T ,W, x), over the data
in T . The curve is substantially different from the usual learning curves we are
acquainted with in regular MLP training via plain least-squares minimization,
although the overall trend is still the progressive reduction of the criterion func-
tion. While it is not surprising that, due to the on-line nature of the training
algorithm, there may be occasional increases in the average value of C(T ,W, x),
the irregular behavior of the curve in the first stage of the process is mostly due
to two problem-specific causes. The former is in the numerical integration error
occurring at each new sampling (i.e., at each iteration), since integrals computed
from different random samples of integration points generally differ from each
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other (significantly, at times). The latter cause is in the initial difficulty of find-
ing a balance between the minimization of the first term and that of the second
term in Eq. (1), namely the loss (with respect to the empirical estimate) and the
constraint on the integral, which are likely to drive the parameters W towards
possibly different initial directions in the parameter space. Both phenomena are
progressively mitigated as learning proceeds towards better solutions and as the
sampling of the integration points from ϕ(.) gradually kicks in. This is seen
clearly from Fig. 5 (bottom), where the evolution in time of the numerical inte-
gral of ϕ(.) is shown. Starting from an initial value of 0.53, the approximated
integral is quickly increased, lying mostly within the 1.0± 0.25 range for he first
half of the training process. It stabilizes markedly in the second half, reaching a
substantial equilibrium (with very slow decrease) close to 1.0 in the last period
of training.

Fig. 6. Estimated pdf via MLP with n = 1000.

Finally, Fig. 6 plots the Fisher-Tippett mixture against the estimated pdf
yielded by the MLP trained via the proposed algorithm on a larger data sample
(n = 1000). The MLP architecture and the hyper-parameters for its training were
unchanged with respect to the previous simulation. It is seen that the algorithm
results in accurate estimates, as long as the training set is large enough (i.e.,
statistically representative of the data distribution under investigation).

4 Preliminary Conclusions and On-Going Research

The demonstration confirms that the proposed algorithm may be a viable tool for
practitioners interested in the application of pdf estimation methods. In spite of
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the relative simplicity of the data used, it is seen that statistical approaches yield
unnatural estimates, while the MLP may result in a much better and smoother
fit to the pdf underlying the unlabeled dataset at hand. At the time being, we
are in the early stages of investigating the behavior of the technique over multi-
dimensional data. Several variants of the algorithm are under investigation, as
well, mostly revolving around different choices for the function α(t) and for the
proposal function to be used within the M-H sampling.
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