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Abstract. Learning in the space of Echo State Network (ESN) output
weights, i.e. model space, has achieved excellent results in time series clas-
sification, visualization and modelling. This work presents a systematic
comparison of time series classification in the model space and the clas-
sical, discriminative approach with ESNs. We evaluate the approaches
on 43 univariate and 18 multivariate time series. It turns out that clas-
sification in the model space achieves often better classification rates,
especially for high-dimensional motion datasets.
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1 Introduction

The idea of learning in the model space [6] is to train models on parts of the
data and then use the model parameters for further processing. Recently, this
approach was applied to learn parameterized skills in robotics [16,19,20], to
model parameterized processes [2] and to classify [7,8] and to visualize [12,14]
time series.

While the idea to use parameters of linear models for time series classification
appeared as early as in 1997 [10], only the more recent usage of non-linear,
reservoir-based models allowed the method to achieve results similar or better
as state-of-the-art methods [1,7,8]. The models used in the latter publications
are variants of Echo State Networks (ESN, [13]). For each time series, an ESN-
model is trained and the model parameters are used as features in a consecutive
classification stage [8]. Typically, the models are trained to minimize the one-
step-ahead prediction error on the time series. The number of model parameters
is independent of the length of the time series, which allows for the deployment
of any feature-based classifier in the model space.

Time series classification in the model space of ESNs was evaluated on a
smaller number of datasets in [7,8], however, a systematic comparison to the
classical, discriminative approach to time series classification with ESNs [15] is
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missing. Our contribution is the evaluation of a large number of datasets and the
comparison of the classification performance in the model space with that of two
discriminative ESN architectures. The results show that model space learning
(MSL) is often superior to discriminative ESN training and on par with other
state-of-the-art methods.

The remainder of this paper is structured as follows. In Sect. 2, work related to
learning in the model space is presented. In the following three sections, feature
based time series classification is defined and the reservoir- and model-based
feature creation presented. Section 6 describes the datasets and our approach to
parameter search and evaluation. Finally, the results are presented and discussed.

2 Related Work

While the idea of time series classification in the model space of reservoir net-
works was first explicitly formulated in [6,8], its roots reach far back. For exam-
ple, the mapping of a time series with the Fourier transform into the frequency
spectrum can be seen as the most rudimentary form of a model space trans-
formation. To our knowledge, the first approach to use a predictive model was
employed in [10], where for each time series an Autoregressive Moving Aver-
age model was fitted and the estimated parameters were used for classification.
The models can also be domain-specific as was shown in [5], where fMRI mea-
surements were represented by parameters of biophysically motivated, genera-
tive models. Other types of models include frequencies of local polynomials [5],
covariance matrices [3] and Hidden Markov Models [11].

Time series classification in the model space of reservoir networks was first
introduced in [8]. The authors used a cycle reservoir with regular jumps (CRJ,
[17]). The classification was carried out via kernels: The input sequences were
transformed into models and three different kernels, each defined by a differ-
ent model distance measure, were evaluated. One of the kernels, ‘RV’, used
an adapted Euclidean distance between the readout weights. Another kernel
(‘Sampling RV’) compared the models via their prediction error. An evaluation
of these and other kernels on nine univariate and three multivariate datasets
showed that Sampling RV outperformed the other kernels. The parameters of
the CRJ-reservoir were determined via cross-validation. In [7] another approach
was taken: The reservoir parameters and the readout weights were learned simul-
taneously to minimize the prediction error, the distance between models of the
same class and to maximize the distance between models of different classes. The
authors named this approach Model Metric Co-Learning (MMCL). The evalua-
tion of MMCL on ten datasets (subset of those from [8]) showed, that MMCL
had lower error rates than RV on most of the datasets, but was also slower.

In our work we classify directly in the model space using a linear classifier,
which decreases the complexity of the approach and increases it’s speed. This is
a form of feature-based time series classification, which is formally introduced
in the next section.
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3 Feature-Based Time Series Classification with a Linear
Classifier

Let a dataset consist of S time series ui, i = 1, . . . , S with varying lengths Ki:
ui(1), . . . ,ui(Ki). K is the total number of time steps: K =

∑S
i=1 Ki. The

goal of time series classification is to assign to each time series a class label
c ∈ {1, . . . , C}. In feature-based time series classification, each sequence is trans-
formed into a feature vector and then classified [22]. Alternatively, the features
can be computed and classified stepwise, resulting in sequences of features and
class predictions, respectively. Then, the class predictions have to be combined
to have a prediction per sequence.

For classification we use a linear classifier: y = Wh, where y is the pre-
diction, W the classifier weights and h the features. The classifier weights are
efficiently learned with ridge regression: W = (HTH + αI)−1HTT , where H
are the features, collected either per sequence or per step, T are the target val-
ues, α is the regularization strength and I is the identity matrix. The target
values are the class labels encoded in the so-called 1-of-K scheme and have the
dimensionality C.

If the features are collected per sequence, the class of a sequence is decided
via winner-takes-all: ĉi = arg maxc(yi,c), where yi,c is the prediction for the class
c of the i-th sequence. If the features and predictions are computed step-wise, the
step-wise class predictions are averaged over the length of the time series, before
winner-takes-all is applied: ĉi = arg maxc(1/Ki ∗ ∑Ki

j=1 yi,c(j)), where yi,c(j) is
the prediction for the class c of the j-th step in the i-th sequence.

4 Classification in the Space of Reservoir Activations

An ESN consists of two parts: A reservoir of recurrently connected neurons and a
linear readout. The reservoir provides a non-linear fading memory of the inputs.
The reservoir states x and the readouts y are updated according to

x(k) = (1 − λ)x(k−1) + λf(W recx(k−1) + W inu(k)) (1)

y(k) = W outx(k), (2)

where λ is the leak rate, f the activation function, e.g. tanh, Wrec the recurrent
weight matrix, Win the weight matrix from the inputs to the reservoir neurons
and Wout the weight matrix from the reservoir neurons to the readouts y. Win

and Wrec are initialized randomly, scaled and remain fixed. Wrec is scaled to
fulfill the Echo State Property (ESP, [13]). The necessary condition for the ESP is
typically achieved by scaling the spectral radius of Wrec to be smaller than one.
The scaling of Win is task-dependent and has strong influence on the network
performance [15].

The input time series are fed into the reservoir and the readout is typically
trained to predict the class label for each step of the time series. The readout
weights are then: W out = (HTH + αI)−1HTT , where H ∈ R

K×N is the



200 W. Aswolinskiy et al.

matrix of the row-wise collected N reservoir neuron activations for all input
time steps x(k), k = 1, . . . , K. During testing, the step-wise class predictions are
averaged over the length of the time series and the class is decided via winner-
takes-all (see Sect. 3).

Alternatively, during training and testing, the reservoir states can be aver-
aged over parts of the time series [15]. We consider here the case, where the
reservoir activations are averaged over the complete length of the time series
and only then are fitted to the class labels. Each sequence will be represented by
a single, averaged reservoir activations vector independent of the length of the
sequence. The readout weights are then: W out = (H̄T H̄ + αI)−1H̄TT , where
the i-th row of H̄ ∈ R

S×N is hi = 1/Ki

∑Ki

j=1 xi(j) and represents the i-th
sequence.

We explore these two discriminative ESN architectures for time series classi-
fication using the following notation:

– “ESN”: Reservoir activations for all time steps of the input sequence are used
to learn the class labels.

– “ESN”: The averaged reservoir activations per input sequence are used to
learn the class labels.

5 Classification in the Model Space

To enable learning in the model space, the ESNs are an intermediate step to
create a time-independent representation of the time series. For each time series
ui, an ESN is trained to predict from the previous step ui(k) the next step
ui(k+1) in the time series. The ESNs are trained independently, but share the
same reservoir parameters Win and Wrec in order to create a coherent model
space. Thus, for each ui a W out

i is trained by minimizing the one-step-ahead
prediction error

E(W out
i ) =

1
Ki−1

Ki∑

k=2

(ui(k) − W out
i xi(k−1))2 + α‖W out

i ‖2, (3)

W out
i = (XT

i Xi + αI)−1XT
i Ui, (4)

where Xi ∈ R
(Ki−1)·N are the row-wise collected reservoir activations for the

input i and α is the regularization strength. This results in S readout weight
matrices W out

i . The classifier weights are then: W clf = (ΩTΩ + γI)−1ΩTT ,
where the i-th row of Ω ∈ R

S×(D·N) is ωi, the vectorized version of W out
i . The

dimensionality of this model space for signals with D dimensions is D · N , or
D · (N + 1) if a regression intercept is used. γ is a regularization parameter.

We denote this approach as model space learning (MSL). The idea of MSL is
sketched in Fig. 1. The example in Fig. 1 shows the classification of noisy sums
of sine waves. In the example, the time series and hence the reservoir activations
are 100 steps long. For comparison, in the lower part of Fig. 1, each time series
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Fig. 1. Learning in the Model Space of ESNs. In the upper part of the diagram, noisy
sums of sine waves are shown. The goal is to classify the time series as indicated by the
colors. For this purpose, the time series are fed into the reservoir. For each time series a
readout is trained to predict the next input. In the lower part of the diagram, the time
series, the reservoir activations and the readout weights are visualized with matching
colors. The signal, reservoir activation and readout weight matrices were projected to
a plane using PCA. (Color figure online)

is represented as a point in signal space, reservoir space (the space of reservoir
neuron activations) and model space. For visualization purposes, the data was
projected to two dimensions via principal component analysis. In this example,
time series from different classes can be easily separated in the model space.

6 Evaluation

6.1 Datasets and Other State-of-the-Art Approaches

We evaluated ESN, ESN and MSL on 43 univariate datasets from the UCR
archive [9], 13 multivariate datasets gathered in [4] and five Kinect skeleton
datasets from [21]. The Tables 1, 2 and 3 provide information on the datasets.
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Table 1. Univariate datasets from UCR [9]. Properties and classification error rates.
The lowest error rate for a task is marked bold.

Task Classes Train Test Length ESN ESN MSL LPS

50words 50 450 455 270 0.244 0.2 0.2725 0.213

Adiac 37 390 391 176 0.3478 0.3248 0.335 0.211

Beef 5 30 30 470 0.4667 0.5 0.1333 0.367

CBF 3 30 900 128 0.04 0.0022 0.14 0.002

ChlorineConc. 3 467 3840 166 0.4674 0.1549 0.1589 0.352

CinC ECG torso 4 40 1380 1639 0.5123 0.4746 0.2942 0.064

Coffee 2 28 28 286 0.1786 0.1429 0.2143 0.071

Cricket X 12 390 390 300 0.4513 0.2256 0.2718 0.282

Cricket Y 12 390 390 300 0.1795 0.2051 0.1846 0.208

Cricket Z 12 390 390 300 0.1744 0.2231 0.2026 0.305

DiatomSizeRed. 4 16 306 345 0.3072 0.2222 0.0948 0.049

ECG200 2 100 100 96 0.13 0.11 0.11 0.061

ECGFiveDays 2 23 861 136 0.0 0.0046 0.0488 0.155

FaceAll 14 560 1690 131 0.1592 0.1018 0.1314 0.242

FaceFour 4 24 88 350 0.0455 0.1591 0.1818 0.04

FacesUCR 14 200 2050 131 0.0405 0.0517 0.0561 0.098

Fish 7 175 175 463 0.04 0.0686 0.04 0.094

Gun Point 2 50 150 150 0.02 0.02 0.0867 0.0

Haptics 5 155 308 1092 0.737 0.5649 0.5422 0.562

InlineSkate 7 100 550 1882 0.7727 0.6636 0.5473 0.494

ItalyPowerDemand 2 67 1029 24 0.0525 0.0292 0.0534 0.053

Lighting2 2 60 61 637 0.459 0.3607 0.2459 0.197

Lighting7 7 70 73 319 0.3288 0.3425 0.274 0.411

MALLAT 8 55 2345 1024 0.1706 0.0631 0.0627 0.093

MedicalImages 10 381 760 99 0.3961 0.2461 0.2605 0.297

MoteStrain 2 20 1252 84 0.1893 0.1589 0.2939 0.114

OSULeaf 6 200 242 427 0.1736 0.1901 0.1446 0.134

OliveOil 4 30 30 570 0.6 0.1333 0.1 0.133

SonyAIBORobot 2 20 601 70 0.1531 0.3311 0.3494 0.225

SonyAIBORobot II 2 27 953 65 0.0661 0.0766 0.1312 0.123

StarLightCurves 3 1000 8236 1024 0.1663 0.1463 0.0389 0.033

SwedishLeaf 15 500 625 128 0.1248 0.0896 0.1248 0.072

Symbols 6 25 995 398 0.1658 0.1206 0.0533 0.03

Synthetic Control 6 300 300 60 0.0233 0.0067 0.03 0.027

Trace 4 100 100 275 0.02 0.0 0.0 0.02

TwoLeadECG 2 23 1139 82 0.0123 0.0483 0.0018 0.061

Two Patterns 4 1000 4000 128 0.0053 0.001 0.0015 0.014

Wafer 2 1000 6164 152 0.1079 0.0045 0.012 0.001

WordsSynonyms 25 267 638 270 0.3339 0.326 0.4169 0.27

Yoga 2 300 3000 426 0.2687 0.2347 0.2177 0.136

uWaveGestureX 8 896 3582 315 0.2596 0.1812 0.2192 0.189

uWaveGestureY 8 896 3582 315 0.3364 0.2901 0.3199 0.263

uWaveGestureZ 8 896 3582 315 0.3063 0.2543 0.2775 0.253



Time Series Classification in Reservoir- and Model-Space 203

Table 2. Multivariate datasets from [4]. Properties and classification error rates. The
lowest error rate for a task is marked bold.

Task Classes Dim Train Test Length ESN ESN MSL LPS

AUSLAN* 95 22 1140 1425 45–136 0.047 0.0533 0.0253 0.246

ArabicDigits 10 13 6600 2200 4–93 0.0132 0.0077 0.0055 0.029

CMUsubject16* 2 62 29 29 127–580 0.0 0.069 0.0 0.0

CharacterTraj.* 20 3 300 2558 109–205 0.0117 0.009 0.0141 0.035

ECG 2 2 100 100 39–152 0.17 0.11 0.16 0.18

JapaneseVowels 9 12 270 370 7–29 0.0189 0.0054 0.0081 0.049

KickvsPunch* 2 62 16 10 274–841 0.1 0.4 0.0 0.1

Libras* 15 2 180 180 45 0.1667 0.1556 0.0944 0.097

NetFlow 2 4 803 534 50–997 0.0899 0.0562 0.0749 0.032

PEMS 7 165 267 173 144 0.2948 0.3121 0.2775 0.156

UWave* 8 3 200 4278 315 0.0657 0.0683 0.0736 0.02

Wafer 2 6 298 896 104–198 0.0179 0.0134 0.01 0.038

WalkvsRun* 2 62 28 16 128–1918 0.0 0.0 0.0 0.0

*Motion datasets

Table 3. Kinect skeleton datasets from [21]. Properties and classification error rates.
The lowest error rate for a task is marked bold.

Task Classes Dim Samples Length ESN ESN MSL PLG

Florence3d 9 42 215 35 0.1455 0.1727 0.1213 0.0912

MSR-Action3d AS1 8 57 219 76 0.2188 0.2868 0.0191 0.0471

MSR-Action3d AS2 8 57 228 76 0.3673 0.2888 0.0731 0.1613

MSR-Action3d AS3 8 57 222 76 0.0383 0.0375 0.0124 0.0178

UTKinect 10 57 199 74 0.1066 0.1275 0.0845 0.0292

The datasets in these collections have predefined training and test splits
which allows to compare the reservoir approaches additionally to the methods
in [4,21], respectively. In Learned Pattern Similarity (LPS, [4]) each time series
is represented as a matrix of segments and a tree-based learning strategy is used
to learn the dependency structure of the segments. Classification utilizes a simi-
larity measure based on this representation. In [21], a representation of skeleton
motions as points in a Lie group (here abbreviated as PLG) was proposed. Clas-
sification is carried out on the covariance matrices for skeleton joint locations
over time.

6.2 Parameter Search

ESNs have several parameters with strong influence on performance: The num-
ber of neurons, the scaling of the input and recurrent weights, the regularization
strength and others. An exhaustive grid search of the high-dimensional para-
meter space is not possible - it would be necessary to evaluate between 2.000
and 100.000 combinations or more, depending on the level of detail. Instead we
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employed a heuristic, iterative approach resembling hill climbing: From a starting
parameter combination, neighbor combinations are evaluated and the combina-
tion with the lowest error is selected as the next starting point. Thus, the error
decreases until a local minimum is reached or the allotted computation time is
exceeded. Since the number of neighboring points in a high-dimensional space is
large, we optimize only one parameter at a time. When the parameter change
(increase or decrease) does not lead to a better performance, the next parameter
is selected. The order of the parameters was: input weight scaling, regularization
factor(s), leak rate, recurrent weight scaling, bias scaling and number of neurons.

The parameter search was performed on training data only - the test data
was used only for testing. For the Kinect datasets, ten train/test splits were
provided. The first split was used for parameter search.

The parameter search was run approximately for five hours on a standard
workstation with four cores. The maximal number of neurons was restricted
to 1000 for the ESN-Architectures and to 500 for MSL. Since the input and
recurrent ESN weight matrices are random, the best error rate over five network
initializations is reported.

6.3 Data Preprocessing and Evaluation

In order to evaluate the classification approaches and not the preprocessing meth-
ods, only scaling was applied. All datasets were scaled to the range [−1/d, 1/d],
where d is the number of dimensions in the dataset. This makes the scaling of
the input weights independent of the dimension of the dataset, which allows
identical initial conditions for the parameter search and eases manual experi-
mentation. During testing, the scaling factors computed from the training data
were applied, hereby allowing the test data to exceed the range.

The 963-dimensional PEMS dataset was reduced to 165 dimensions via PCA
to reduce the amount of computation time.

7 Classification Errors

The classification test error rates for ESN, ESN, MSL and either LPS [4] or
PLG [21] are listed in the Tables 1, 2 and 3. The lowest error rate for a task
is marked bold. The average error rates with standard deviations are shown in
Fig. 2. For univariate and multivariate datasets together, the difference between
the approaches is small. The comparison on the multivariate and especially the
multivariate motion datasets reveals a stronger difference in the achieved clas-
sification error rates. MSL reduces the test classification rate roughly by half
compared to the ESN-Architectures. In five of the seven motion datasets in
Table 2 MSL performs on par or better than the other approaches. For the five
Kinect datasets in Table 3, MSL was far better than ESN and ESN in all tasks
and better than PLG in three tasks. Notably, PLG [21] was specifically devel-
oped for Kinect skeleton motion classification, while MSL has remarkably good
results in other areas as well, e.g. the ArabicDigits speech recognition task.



Time Series Classification in Reservoir- and Model-Space 205

Fig. 2. Average test error rates for different selections of the datasets. From the left:
43 univariate and 13 multivariate without Kinect, 13 multivariate without Kinect,
18 multivariate datasets including Kinect and 12 motion datasets (7 multivariate + 5
Kinect). Error bars indicate standard deviation.

To test the significance of the results we performed a Friedman+Nemenyi test
with [18]. Over all datasets, MSL is significantly different from ESN (p = 0.01),
but not from ESN. The ranking is: MSL: 1.81, ESN: 1.84, ESN: 2.34. The differ-
ence between MSL and ESN is only significant over the 18 multivariate datasets
(Friedman Aligned Ranks p = 0.0025) with the ranking MSL: 16.3, ESN: 32.3.8,
ESN: 33.9. There is no significant difference between MSL and LPS and between
MSL and PLG for the Kinect datasets.

8 Classification in Model Space Invariant Against
‘Standstills’ in the AUSLAN Data

The Australian Sign Language Signs (AUSLAN) dataset consists of 2565 sam-
ples (27 repetitions × 95 signs), recorded from a native signer using hand posi-
tion trackers. The sequences are between 45 and 136 steps long and have 22
input dimensions. MSL achieves an error rate approximately half as large as
the ESN-Architectures. The investigation of the dataset structure revealed a
factor responsible for the difference in performance. Figure 3 shows three ran-
domly selected samples from different classes. The first half of the time series

Fig. 3. Heatmaps of three samples from different classes in the AUSLAN dataset.
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Fig. 4. AUSLAN test classification performance in dependence to the percentage of the
sequences relative to the original sequence length. The sequences were either shortened
or lengthened by padding with the last value.

contains the information necessary to differentiate the samples. The second half
is comparatively constant and not distinctive.

We investigated, how these ‘standstills’ affect classification performance in
the AUSLAN dataset. To that effect we varied the length of the sequences by
either shortening or padding them with their last step. Figure 4 shows the test
classification error rates of MSL and ESN in dependence to the percentage of
the sequence relative to their original length.

ESN and ESN achieve their lowest classification error rate at the 30 % and
35 % mark, respectively. Then, the error increases with the sequence length. In
contrast, after the 50 % mark MSL maintains throughout a low classification
error. Thus, time series classification by MSL appears to be invariant against
the addition of sequence segments with constant feature values.

9 Discussion

In our work we use standard, random reservoirs as basis for the predictive models.
Reservoir networks are especially suited for model space learning, since the read-
out weights are trained with ridge regression, which has an unique solution. This
reduces the probability that two similar sequences have very different models.

The evaluation showed that MSL achieves on average lower classification
error rates than the ESN approaches and is comparable to state-of-the-art
methods. Significant, however, is only the difference on the multivariate motion
datasets. Especially noteworthy is the high accuracy in the high-dimensional
motion datasets, like the Kinect datasets. We attribute the good performance
on the motion datasets to the kind of information that MSL extracts from the
data: The training of prediction models makes the spatio-temporal relationships,
which are prevalent in motion data, explicit. On the other hand, in the ESN
architectures, the classificator operates on the reservoir activations, which reflect
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spatio-temporal relations without explicitly integrating the predictive aspect of
the data. For the motion data, learning predictors results in a well-separable
models. For time series with less spatio-temporal coherence, the learning of pre-
dictors might be less meaningful and results in less separable models.

10 Conclusion

In this paper we presented a comparison between time series classification in
reservoir space and model space. In the classical, discriminative classification
with ESNs, the reservoir activations are mapped directly to the class labels. In
model space learning, for each time series, an ESN is trained to predict the next
step in the time series. This step yields a time series specific readout weight
matrix, which represents the spatio-temporal structure of the time series. This
representation is then mapped to class labels in a second step. The evaluation
on numerous datasets showed that learning in the model space outperforms on
average the ESN-approaches and is on par with other state-of-the-art methods.

The datasets used here are preprocessed and contain a collection of sequences
with the implication that each sequence belongs only to one class and does not
contain (parts of) patterns from other classes. In real-world applications, the
classification will probably be carried out on streams of data, which makes it
necessary to either pre-segment the incoming data and classify the segments or
apply the classification step by step. Learning in the model space offers structural
benefits for such applications, e.g. for time series clustering and segmentation,
which are investigated in future work.
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