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Abstract. Cloud services are changing the software development context and
are expected to increase dramatically in the forthcoming years. Within the cloud
context, platform-as-a-service tools emerge as an important segment with an
expected yearly growth between 25 to 50 % in the next decade. These tools
enable businesses to design and deploy new applications easily, thereby
reducing operational expenses and time to market. This is increasingly important
due to the lack of professional developers and it also raises a long standing issue
in computer-aided software engineering: the need for easy to learn
(low-threshold), functional (high-ceiling) tools enabling non-experts to create
and adapt new cloud services. Despite their importance and impact, no research
to date addressed the measurement of tools’ ceiling and threshold. In this paper
we describe a first attempt to advance the state of the art in this area through an
in-depth usability study of platform-as-a-service tools in terms of their threshold
(learnability) and ceiling (functionality). The measured learnability issues evi-
denced a strong positive correlation with usability defects and a weaker corre-
lation with performance. Remarkably, the fastest and easiest to use and learn
tool falls into the low-threshold/low-ceiling pattern.
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1 Introduction

Within the next 30 years the demand for software applications will grow exponen-
tially1. Yet, our capability to increase the number of professional software developers
and/or their productivity will at best stabilize or grow linearly. Bezivin call it the
impossible equation (see Fig. 1) stating that “How, with the same amount of people
(code producer and managers, about 1 % of the total population), to produce an order
of magnitude more of software applications than now?”2.

1 http://semat.org.
2 https://modelseverywhere.wordpress.com/2013/02/15/one-percent-software-professionals-in-
advanced-countries/.
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This equation seems impossible to solve because, on one hand it is not practical to
educate a larger percentage of the world population to develop professional software.
On the other hand, lessons from the past show that whatever progress we may achieve
in software tools, the productivity of software professionals will not improve by a
major factor. As stressed by Bezivin, the key to solving these problems probably lies in
the collaboration between professional developers and end-users.

This is a long-standing challenge in engineering interactive systems. In order to
enable end-users to contribute to software development, we need to provide new
languages and development environments that effectively suite their needs and are easy
to learn and operate. These tools are known after the seminal paper about “the past,
present and future of user interface software tools” [1] as low-threshold and high
ceiling tools. In fact, a major trait in tools’ acceptance is the role of threshold and
ceiling (the threshold is how difficult it is to learn how to use a tool and the ceiling is
how much can be done using the tool). Successful tools in the past 25 years are claimed
to either be low-threshold/low-ceiling, or high-threshold/high-ceiling [1]. Despite all
efforts we struggle to find tools that enable low-threshold and high-ceiling.

Currently, one major trend lies in what is usually known as cloud infrastructure,
involving platforms and solution stacks as a service model of computing. These involve
software-as-a-service (SaaS), infrastructure-as-a-service (IaaS) and platform-as-a-service
(PaaS). The focus of this paper is the PaaS model in which the end-user controls software
deployment and configuration settings, while the vendor provides everything required to
host the application [2]. PaaS are characterized by providing low initial cost, incremental
growing, self-service, resource sharing, automated deployment, management services,
lifecycle management and reuse [3].

In this paper we attempt to advance the state of the art by increasing our under-
standing about what these concepts mean and how they can be effectively measured. We
do this through: (1) a methodological approach to assess the usability and functionality
of PaaS tools, (2) the results from a comparative study of three PaaS tools with 22
subjects and (3) statistical analysis looking for correlations between dimensions such as
learnability issues, usability defects and performance. Lastly, in the discussion section,
we contrast our findings with the prevailing literature and then present our conclusions.

Fig. 1. The impossible equation (from http://modelseverywhere.wordpress.com)
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1.1 State of the Art

Both software engineers and designers often complain that their tools are unsupportive
and unusable [1]. While many studies have analyzed and tried to better support general
software development practices [4, 5], qualitative studies on user interface related
practices, in software development, are relatively rare. Furthermore, the work of Seffah
and Kline, showed a gap between how tools represent and manipulate programs and the
actual experience of the developer [5]. However, ceiling and threshold related issues
were not specifically addressed.

Among the distinct sets of existing development tools, there is a group of literature
on computer-aided software engineering (CASE) tools [1, 4, 6, 7], which we think
worth assessing if the findings related to these tools prevail in the scope of this work.
This prior research suggests that: (1) few organizations use CASE tools; (2) many
organizations abandon the use of the tools; and (3) countless developers, working for
organizations that own CASE tools, do not actually use them. Moreover, Jarzabek and
Huang argued that CASE tools should be more user-oriented and use rigorous mod-
eling, in order to better blend into the software development practice [7]. Yet, figures
on the adoption of these tools seem to contradict the goals driving their development.
Though, a new breed of tools has emerged, in particular Platform-as-a-Service (PaaS),
which claim to bridge previous gaps and promise easier and faster development, even
for non-experts. Intrigued by these apparently conflicting forces, we found room to
contribute by researching the role of learnability in tools adoption.

2 Research Question

Since practitioners often complain about the suitability of tools for their work, we realized
that threshold and ceiling are claimed as attributes that play amajor role in tools adoption.
Moreover, successful tools are said to either be low-threshold/low-ceiling or high-
threshold/high-ceiling. The issue is that we lack knowledge on how to measure these
concepts. Thus, we hypothesized that the threshold is associated with tool’s adoption. So,
if a tool is hard to learn then it’s adoption is more likely to be low, since people will seek
out easier solutions. Thework presented here is part of amajor project, which in the future
will help us shed some light on tools adoption andwe focus on how to define andmeasure
the core concepts of the framework for tools’ threshold and ceiling measurement.

In this paper we measure the initial learnability of tools and assess the relationships
between the learnability issues and the usability defects, as well as eventual impacts on
subjects’ performance. Additionally, recognizing that the terminology is not consistent
and before jumping into the details, we would like to clarify the core concepts used in
this paper. For instance, learnability is the attribute of a system, which allows users to
rapidly begin working with it [8]. In this paper a learnability issue is any problem
preventing users from quickly understand how to use the system to do a task. A defect
is a breakdown in usability, an obstacle to perform a desired task or a problem in the
smooth functioning of the system. A usability defect is generally a mismatch between
what the user wants, needs or expects and what the system provides. Finally, perfor-
mance is the time a participant took to do a task.
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3 Study

The research study described here was conducted over a period of six months
(September 2013–February 2014) and expands the sample of the study described in a
previous publication [9]. Participants were asked to play the role of a small shop owner
willing to replace his spreadsheet to manage products with a web application. For that
purpose, this owner is giving a try to PaaS tools and will try three tools (Knack [10],
Mendix Business Modeler 4.7.0 [11] and OutSystems Studio 8.0 [12]).

PaaS is a growing and highly competitive sector with more than 70 vendors,
making it hard to select which PaaS tools to test. We surveyed the web for comparisons
and picked two tools that are popular and comparable to the tool proposed by the
vendor that asked us to evaluate their tool. Additionally, prior to deployment, we
performed three pilots to improve the test instructions, assess the duration, complete-
ness and suitability of proposed tasks. Furthermore, we faced two major challenges to
run this study: (1) how to record subjects’ actions so that they did not felt observed and
(2) the test duration. To address both, upon subjects’ informed consent, we recorded
video and audio and captured screen actions using 15” laptop built-in features. Having
no extra hardware helped subjects perceive it naturally. Additionally, the amount of
tools tested was constrained by the fact that subjects will do the same set of tasks on
each tool. As such, it proved unfeasible to add more tools (due to subjects’ engagement
and motivation) since the test duration roughly spanned from 2.5 h to 3 h per subject.
Because of this plus the fact that we required participants to be completely new (initial
learnability) to all tested tools, volunteers were scarce.

3.1 Sample

We used a sample of 22 subjects from both genders, divided into two even groups:
(G1) comprised people who run small businesses and (G2) IT experts. The rationale for
choosing these groups was to contrast their results and assess if PaaS is ready for
non-IT experts, as claimed by some vendors. On average, subjects were 30 years old
(minimum 22 and maximum 43). Circa 30 % had worked for less than one year and
40 % had between four and nine years of experience, while 20 % had already worked
for more than ten years. The vast majority (60 %) holds a bachelor degree and 35 %
hold a master’s degree. Additionally, none of the G1 subjects had any experience
building web applications or had ever used the tools of the trade, whereas all, but one,
G2 subjects were experienced in building web apps. Among the G2 subjects, IDEs
were popular tools used to create web apps (50 % uses Netbeans, 40 % Dreamweaver)
but no one had used or even knew of PaaS tools.

3.2 Methodology

As previously stated, this paper expands (from ten to 22 subjects) and builds on top of a
previous publication [9]. A detailed explanation of the methodology used was already
provided in the methodology section of [9], please refer to this reference for further
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detail on the methodology used. Here we focus on the results and provide a statistical
analysis of the results to complement the claims and findings stated in [9].

4 Results

Three dependent variables were measured in this study, specifically (i) learnability
issues, (ii) usability defects, and (iii) performance. Additionally, based on subjects’
level of success to complete each task, learnability scores were computed also.

4.1 Learnability Issues

Grossman’s et al. classified learnability issues into five categories: (i) awareness,
(ii) locating, (iii) transition, (iv) task-flow and (v) understanding. For detailed expla-
nation on each category please refer to [16]. Table 1 summarizes each category
measured weight. The most frequent categories are highlighted in bold and account for
50 % + of issues per group/tool. The transition category is the less frequent, except for
G1 in Knack. We used the transition category to compute a ratio between all categories
and transition, to learn what categories hinders users the most. Table 2 stresses the
proportionality among categories and we found evidence that understanding and
task-flow issues hinder users the most, being three times more prevalent than transition
issues. In brief, these figures provide empirical evidence that Knack was easier to learn
than Mendix and Outsystems. Moreover, all tested tools seem to have a lot of tech-
nicalities since all fail to make it easier for non-technical users to quickly learn how to
use the tool, risking their putative success in this niche.

4.2 Usability Defects

The usability defects were categorized according to their relation to the interface. The
icons/graphics category are related to a graphical design issue (similar icons). The
bars/windows category is directly related to using bars or high level commands.When the
defect was related to buttons or input fields then it was categorized as menus/commands,
whereas defects classified as interaction are, for instance, double clicking creates

Table 1. Learnability issues weight per tool.
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somethingwithout questioning the user). Finally, the text/feedback category are issues on
the textual terminology and text feedback on the interface.

Table 3 summarizes the weight of each usability defect category, per tool and
group. In the same table we have highlighted, in bold, the top two categories per group
and tool, which account for more than 50 % of all defects. Similarly to learnability
issues, we have also computed a ratio between all categories and bars/windows, to
grasp an idea of what categories have a stronger impact on subjects Table 4. In brief,
the trend found on learnability issues is also true here and provides empirical evidence
that Knack was easier to use than Mendix and Outsystems. Moreover, all tools seem to
suffer from usability defects and fail to make it fully usable for non-technical users,
which PaaS vendors claim to be their target.

4.3 Performance

Table 5 shows the performance, in hours, per group/tool. Curiously, the tasks that took
longer in each tool, took longer for both groups. Additionally, we found that the
amount of time spent in each task ranged a lot per tool, although the tasks were the

Table 2. Relative impact of each learnability issue category.

Table 3. Usability defects weight per tool.

Table 4. Relative impact of each usability defect category.
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same for all tools tested. For instance, while in Knack the T4 and T5 were the tasks that
took more time to do, in Outsystems these two tasks were the quickest ones. These
differences could evidence the intrinsic difficulty to accomplish a task in one tool,
which in turn could be associated with high, or low frequency of learnability issues,
thus impacting tools’ threshold. In brief, our results provide evidence that the longer it
takes to finish the task, the harder it is to learn how to do it. Performance figures follow
the trend found in Sects. 4.1 and 4.2, providing empirical evidence that Knack is faster
to use than Mendix and Outsystems.

4.4 Statistical Analysis

The results highlighted a difference between tools where Knack (classified as
low-threshold/low-ceiling) was the fastest, easiest to learn and use tool being tested,
whereas the other two tools produced similar performance results. In this section we
investigated if there is statistical evidence, which could ground the previous claims.
The tools used in this study were encoded in one independent variable and we mea-
sured the differences for each dependent variable (learnability issues, usability defects
and performance). Additionally, we also sought for possible correlations.

Differences. We have used a repeated measure analysis of variance (ANOVA) to test
if there are differences between conditions (Knack, Mendix and Outsystems), where the
same participants are being measured on the same variable (learnability issues, usability
defects or performance). The groups are related because they contain the same cases
(the subjects) and each group is a repeated measurement on a dependent variable. This
led us to the null hypothesis: H0: all related group means are equal. The alternative
hypothesis is Ha: at least one related group mean is different, which would provide
evidence on statistical differences between tools, if verified. We verified all the
assumptions and found no outliers, in learnability issues, by inspecting the boxplots for
values greater than 1.5 box-lengths from the edge (dark grey boxplots on Fig. 2). Data
is normally distributed in all three conditions, as assessed by Shapiro-Wilk’s test
(p > 0.05) and Mauchly’s Test of Sphericity indicated that the sphericity assumption
has not been violated, v2 (2) = 1.048, p = 0.592. Having satisfied all assumptions, we
computed the repeated measures ANOVA, which yielded statistically significant
changes in the amount of learnability issues found per tool, F(2, 42) = 8.868,

Table 5. Performance (aggregated time spent) in hours.
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p < 0.001, partial η2 = 0.297. Although this result rejects the null hypothesis and
retains the alternative hypothesis, we cannot directly determine where exactly the
differences between groups lie. To clarify this uncertainty, a post hoc analysis with a
Bonferroni adjustment revealed that the amount of learnability issues significantly
decreased from Outsystems to Knack (1.68 (95 % CI, 0.25 to 3.12) issues per subject,
p < 0.05) and from Mendix to Knack (2.64 (95 % CI, 0.97 to 3.76) issues, p < 0.01),
but not from Mendix to Outsystems (0.68 (95 % CI, −0.98 to 2.34) issues, p = 0.895).
As such, these results provide statistical evidence that Knack offers less learnability
issues for first time users than the other tested tools.

The same procedure was applied to usability defects and we found no outliers (light
grey boxplots on Fig. 2). Yet, we realized that Knack data was not normally distributed
(p = 0.041), although it is normally distributed for Mendix and Outsystems, p > 0.05.
Nevertheless, we run the test because the repeated measures ANOVA is fairly robust to
deviations from normality. Mauchly’s Test of Sphericity indicated that the assumption
of sphericity was met (v2 (2) = 2.46, p = 0.292) and the repeated measures ANOVA
test elicited a statistically significant change in the amount of usability defects per tool,
F(2, 42) = 12.519, p < 0.0005, partialη2 = 0.373. A post hoc analysis with Bonfer-
roni’s adjustment revealed that the amount of usability defects significantly decreased
from Mendix to Knack (2.091 (95 % CI, 0.01 to 4.2) defects per subject, p < 0.05) and
from Outsystems to Knack (3.455 (95 % CI, 1.7 to 5.2) defects per subject,
p < 0.0005), but not from Mendix to Outsystems (1.364 (95 % CI, 0.2 to 2.93) defects
per subject, p = 0.102). Given these results, there is statistical evidence that Knack has
less usability defects than the other tested tools.

In what concerns performance, the first assumption was violated since there are
outliers in Knack and Mendix datasets. Moreover, although the Shapiro-Wilk’s test
yielded p > 0.05 for Knack and Outsystems, the normality test returned a negative
result for Mendix (p = 0.038). Thus, contrarily to what happened with learnability
issues and usability defects, we cannot make any statement about statistical evidence
on performance differences between the three tools by using this test.

Fig. 2. Learnability issues and usability defects
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To sum up, we found statistical evidence that (1) Knack was easier to learn (for first
time users) than Mendix and Outsystems, (2) Knack was easier to use than Mendix and
Outsystems. These findings are in line with the results section. However, we found no
statistical evidence that subjects were faster in Knack than in Mendix or Outsystems,
although the figures in the results section point towards that direction.

Correlations. There is no statistical test to determine the association between three
continuous variables, which is our case and Pearson’s correlation was not suitable since
there was no linear relationship between variables, as assess by inspecting a scatterplot.
As such, we opted for Spearman’s correlation. Thus, the null hypothesis is H0: there is
no association between the variables and the alternative hypothesis is Ha: there is an
association between the variables. Two of the three assumptions of the Spearman’s
correlation relate to the study design, which we met both (to have two continuous or
ordinal variables and the two variables represent paired observations). The third
assumption requires to determine whether there is a monotonic relationship between
two variables. A monotonic relationship does one of the following: (i) as the value of
one variable increases, so does the value of the other variable or (ii) as the value of one
variable increases, the other variable value decreases. The Spearman’s correlation test
unveiled that there was a strong positive correlation between the amount of identified
learnability issues and usability defects, rs(20) = 0.724, p < 0.01. Preliminary analysis
showed the relationship to be monotonic, as assessed by visual inspection of a scat-
terplot. In the other two cases, although the monotonic relationship was not fully clear,
there was a remarkably positive correlation between the amount of learnability issues
and subjects’ performance (rs(20) = 0.466, p < 0.01) and a moderately positive cor-
relation between the amount of usability defects found and subjects’ performance, rs
(20) = 0.352, p < 0.01.

5 Threshold and Ceiling

As successful tools are said to either be low-threshold/low-ceiling, or high-threshold/
high-ceiling, we plotted the tested tools within this framework [1]. We achieved the
threshold by measuring the learnability of tools. As aforementioned, Knack is easy to
learn whereas Mendix and Outsystems scored as regular. Yet, the other attribute i.e.
ceiling, was missing. Since ceiling shows how much can be done using the system,
there are two major approaches one can take to assess it: (1) compare tools usage over
time or (2) compare the features each tool offers [1]. The first option, which could yield
results based on empirical data and could be grounded on actual tool usage, proved
impractical due to time constraints and lack of actual users to whom we could refer.
Thus, we selected the second option and measured each tool ceiling by comparing the
features offered by the tool. To do this we identified another tool (www.force.com),
which is supposedly one of the most complete in the PaaS context, and compared it to
the tested tools feature set. This approach yielded that from a total of 31 features,
Knack matches with seven, Mendix matches 29 features and Outsystems 31 features.
Therefore, the computed ceiling was 23 % for Knack, 94 % for Mendix and 100 % for
Outsystems.
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Additionally, we ranked it according to this ceiling scale: (i) very low [0 to 19 %],
(ii) low [20 to 39 %], (iii) regular [40 to 59 %], (iv) high [60 to 79 %] and (v) very high
[80 to 100 %]. This means that according to our measure Knack is low ceiling and
Mendix and Outsystems are both very high ceiling. Table 6 summarizes the threshold
and ceiling classification based on aggregated data (for initial learnability). Threshold is
a measure for how difficult it is to learn a tool and is obtained by inverting the
learnability scores. Upon surveying the literature, we found several learnability metrics
from which we selected two: (M1) the percentage of users who complete a task without
any help and (M2) the percentage of users who complete a task optimally [16]. In M1
users could not ask task-flow related questions. In M2 users must complete the task
without help [17]. The aggregated results based on all 330 tasks (22 subjects did five
tasks each in three distinct tools) performed, provide empirical evidence that Knack is
the easiest tool tested, which reached the easy to learn score with 63 %, followed by
Outsystems with a score of regular (53 %) and Mendix ranked last with 46 %. This
means that if a tool is easy to learn then the threshold is low or if a tool is very difficult
to learn then the threshold is very high. Inversely, the ceiling is determined directly
(100 % matching of features is very high ceiling). As such, only one tool (Knack)
matches the low-threshold/low-ceiling or high-threshold/high-ceiling pattern identified
in [1]. The other tools do not match this pattern. The difference in Outsystems was only
7 %, which made us wonder if a bigger sample would make a difference or if it will
make the gap between tools even bigger.

6 Discussion

The work presented here is part of a major project addressing other tools and devel-
opment environments, here we focused only on the building blocks of the framework
for tools’ threshold and ceiling measurement, because they were reported as key
attributes in tools adoption [1]. As such, we measured the learnability issues and
usability defects found per subject and tool, as well as subject performance.

With regard to the learnability issues, the Grossman et al. classification [16] was
helpful for clustering issues. The raw data and the statistical analysis provided evidence
that Knack was easier to learn than Mendix and Outsystems. This is arguably of little
interest for generalization purposes. Yet, the fact that, in general, task-flow and
understanding related issues are three times more prevalent than transition issues,

Table 6. Overall threshold and ceiling classification.
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presents a clear hint for aspects that vendors need to observe in order to increase their
tools learnability. This previous claim is moderately in line with the findings from [9]
where understanding and task-flow related issues hinders users the most, although with
distinct proportionality. One fact that could justify this difference is the sample size
which comprised ten subjects in [9] and 22 here.

Regarding the usability defects, which were reported as a major issue preventing
adoption [18], we found statistical evidence that Knack was easier to use than Mendix
and Outsystems. Additionally, the differences between categories of defects was not as
evident as the learnability issues, yet, defects related to interaction, menus/commands
and text/feedback happen twice as often as defects related to bars and windows. Again,
tools creators should take this evidence into account so that they can diminish the
existing usability barriers and make these tools fully usable for non-technical users,
which some PaaS vendors target for. Moreover, the performance data shows that Knack
was quicker to use than Mendix and Outsystems, although no statistical evidence was
found (not all needed assumptions to run the repeated measures ANOVA test were met).

Remarkably, the correlation tests revealed a strong positive correlation between the
number of learnability issues and the usability defects, which stresses the visceral
relationship between these two attributes. Noteworthy is also the positive correlation
between the number of learnability issues and performance issues (this result hints that
the more learnability issues, the longer it takes to do the task) yet, correlation is not an
implication. Lastly, a moderately positive correlation between usability defects and
performance should also be highlighted.

Additionally, regarding the ceiling/threshold, our findings are in line with Myers
et al., who claim that successful tools are either low-threshold/low-ceiling or high-
threshold/high-ceiling [1]. The fact is that the fastest, easiest to learn and use tool was
the only low-threshold/low-ceiling tool tested (Knack). Yet, the success and adoption
of tools is far more complex than simply measuring a tool’s threshold and ceiling
(social and motivational factors, for instance, are claimed to play a major role). As
such, since our sample comprises only three tools we cannot make any claim based on
this finding. Having said that, we came to realize that both academia and industry are
still failing, to build tools that allow us to create sophisticated systems easily
(low-threshold and high ceiling) [19], and that this is a demanding challenge which
requires further research to address it.

Jeng claims that learnability is inferred from the amount of time required to achieve
user performance standards [20]. Yet, in our study, we had no access to real users’
performance figures. To do that we would need to perform an extended test with more
tools and users. Nevertheless, our goal in this phase was to measure initial learnability,
and was not intended to be a longitudinal study.

A note of caution when interpreting these results should be observed due to the
intrinsic subjectivity of these evaluations. The fact that all measures were obtained
from analyzing video and audio recordings is prone to subjective interpretation. For
instance, when identifying learnability issues, one researcher can consider a fact as an
issue whereas another person could skip it. However, if there is no perfect way to do
this, it does not mean that we should give up. Instead, to know and understand the
underlying facts that impact tool adoption is an objective worth pursuing, and one
which could benefit the entire community. As such, we suggest that a pool of analysts
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should review the recordings and doubtful cases should be pair reviewed to reduce bias.
Another hypothetical weakness of this work is the sample size, which is arguably
small. However, we cannot ignore how complex this kind of study is. Knowing that
(1) subjects should have no experience at all in all three tools, and that (2) each subject
spent roughly 2.5 to 3 h using these tools and got no incentives to do so, we can easily
understand why did it took us half a year to reach 22 subjects, which heavily limited
our efforts to have a bigger sample, with a larger set of tools.

7 Conclusion

The cloud infrastructure is pushing the requirements of development tools in the face of
the increasing needs of software and the growing importance of cloud infrastructure.
PaaS is becoming an important because it facilitates the deployment of applications or
services reducing cost and complexity. PaaS are required to handle tasks from editing
code to debugging, deployment, runtime, and management. The prevailing literature on
development tools hints at several factors contributing to PaaS adoption: (1) software
engineers and designers often complain that their tools are unsupportive and unusable
[1], (2) there is a demand for tools more user-oriented tools, which better blend into the
software development practice [7] and (3) a gap between how tools manipulate pro-
grams and the developers’ actual experiences [1].

Since tools ceiling and threshold are among the key factors impacting tools
adoption [2] and, due to the lack of existing knowledge on how to measure these
attributes, we researched how to measure the threshold by assessing tools initial
learnability. For that purpose, we have used a hybrid protocol by making use of
think-aloud and question-asking. In brief, all tested tools seem to fail to make it easy to
learn, use and perform for non-technical users, which some PaaS vendors claim to be
their major target market. Additionally, although threshold and ceiling measurement
proved to be challenging and the findings must be thoughtfully analyzed (for instance,
high learnability may be necessary for a low threshold, but high learnability may not
guarantee a low threshold), we think this is an effort worth pursuing, in light of
contributing to our understanding on how to design the tools of the future.

The authors would like to thank Claudio Teixeira, Amanda Marinho and Monica
Nascimento for their help to conduct the study described in this paper.
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