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Abstract. Consider the following scheduling problem: a set of jobs is to
be processed without preemption on m identical machines. The jobs are
partitioned into classes. Before jobs from a class can be processed on a
machine, a setup is required, whose duration depends on the class. The
objective is to schedule all jobs while minimizing the completion time of
the last job, also known as the makespan.

We present and analyze three polynomial algorithms for this prob-
lem. The first algorithm follows a next-fit strategy and has approximation
ratio 3. The second is a very efficient algorithm with approximation ratio
arbitrarily close to 2. The last algorithm is a polynomial time approxima-
tion scheme.

Keywords: Scheduling · Setup times · Makespan minimization ·
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1 Introduction

Consider the following scheduling problem: we are given a set J of n jobs. Each
job j ∈ J has processing time t(j) ∈ IN. In addition, J is partitioned into c
classes C1, . . . , Cc. Whenever a machine is scheduled to process a job from class k
at the beginning of the schedule or after it processed a job from another class k′ �=
k, a setup of sk time units is required. The goal is to find a non-preemptive
schedule on m identical machines, such that the makespan (the completion time
of the latest job) is minimized. Note that we can group the jobs on each machine
by class without increasing the makespan, and usually assume that schedules
are of this form.

This model is applicable in several contexts, e.g. (1) when machines have to
be configured for each class of produced items, or (2) in cloud computing, when
a significant amount of data that is common for all jobs in a class needs to be
transferred before starting the computation [7].
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Related Work. The considered problem is a generalization of the scheduling
problem on identical machines, where no setup times are present. It is NP-hard,
so we cannot hope for an exact polynomial time algorithm [4]. A c-approximate
algorithm produces, for each input instance I, a solution with makespan at
most cOPT(I), where OPT(I) denotes the optimum (minimum) makespan.
Scheduling on identical machines is well understood in terms approximability:
it admits a polynomial time approximation scheme (PTAS) [5], i.e. a familiy
{Aε | ε > 0} of algorithms such that Aε is a polynomial time (1+ε)-approximate
algorithm for each ε > 0.

Scheduling with setup times also has been extensively studied for different
machine models and objective functions [1,2]. However, as far we are aware,
the exact problem we consider here is not covered by previous research. We
discuss some results about similar models. Perhaps the closest related work is
due to Mäcker et al. [7]. In their model, all classes have the same setup time, so
our algorithms apply to their model as well. They gave a simple 2-approximate
algorithm, and a (32 + ε)-approximation for arbitrarily small ε > 0. The latter
algorithm further requires that the total processing time of each class is bounded
by γOPT for some constant γ. Monma and Potts [8] consider a model with
class-dependent setup times and preemptions. They designed two algorithms.
The first one has approximation factor 3

2 − 1
4m−4 if m ≤ 4 and 5

3 − 1
n when

m > 3 is a multiple of 3, and requires that the total processing time of each class
including setup is bounded by OPT. Later, Chen [3] presented an algorithm with
improved approximation guarantee 3

2 for this model. Without restrictions on the
value of m, Monma and Potts gave a

(
2 − 1

�m/2�+1

)
-approximation. Schuurman

and Woeginger [9] studied the setting where each class contains exactly one
preemptable job, and developed both a (43 + ε)-approximation, and a PTAS for
the case that all setup times are equal.

Our Contribution. We present three algorithms for our model. The first one is
a simple heuristic that employs a next-fit strategy followed by a repair step. It
has approximation ratio 3 and running time O(n). The second algorithm follows
the dual approximation paradigm and is more careful with the placement of jobs
or setups that are larger than 1

2OPT. It achieves an approximation guarantee
of 2 + ε for arbitrarily small ε > 0 in time O(n log 1

ε ). The final algorithm is a
PTAS, improving and generalizing the result by Mäcker et al. [7]. It distinguishes
between large jobs and small jobs. The large jobs are scheduled near-optimally
using a dynamic program. For the small jobs, we distinguish whether the setup
time is large or small compared to the optimum for each class. Small jobs in
classes with small setup time are removed from the instance and are later re-
added using a next-fit algorithm. In classes with large setup time, the small jobs
are glued together such that they become large, and the glued jobs are placed
by the dynamic program as well.

Notation. We consistently use j to denote jobs, i to denote machines, and k to
denote class indices. For a set J ′ ⊆ J , we abbreviate t(J ′) =

∑
j∈J ′ t(j). For

� ∈ IN we denote [�] = {1, . . . , �}.
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2 A Linear 3-Approximation

In this section we present a simple heuristic that produces a 3-approximate
solution, i.e. a solution with makespan A(I) such that A(I) ≤ 3OPT(I) for each
instance I.

Theorem 1. There is an algorithm that finds a 3-approximate solution for non-
preemptive scheduling with setup times in time O(n).

First, we need lower bounds on the optimum makespan OPT = OPT(I).
Define the values tmax = max{t(j) | j ∈ J}, smax = max{sk | k ∈ [g]}, and
T =

( ∑
j∈J t(j) +

∑c
k=1 sk

)
/m. Obviously we have tmax, smax, T ≤ OPT.

Now, we group the jobs by classes. Let Ck = {jk
1 , . . . , jk

nk
}. Then, beginning

at machine 1, add for each group one setup and then all jobs to the sched-
ule. Whenever the load of the current machine exceeds T , keep the last placed
setup/job and proceed to the next machine. In other words, we add the items

s1, j
1
1 , . . . , j1n1

, s2, j
2
1 , . . . , j2n2

, . . . , sc, j
c
1, . . . , j

c
nc

(1)

using a next-fit strategy with threshold T , see also Fig. 1.

0

T

m

s1

s2

s3

s4

s5

Fig. 1. Example for a next-fit schedule with five classes. The schedule is infeasible
until we insert some required setups in the next step of the algorithm.

Assume that we could not add all jobs and setups in this manner. Then there
is at least the job jc

nc
left unplaced when the last machine’s load exceeds T , and

the total load on all machines it greater than mT . On the other hand, the load
we have to place is exactly

∑
j∈J t(j) +

∑g
k=1 sk = mT , and we have not even

placed all of that, a contradiction.
In the next step, we discard setups that were placed last on a machine.

The makespan of the resulting schedule then is at most T + tmax, but not all
required setups are present. To repair the schedule, we have to add a setup at
the beginning of each machine (unless it already started with a setup). This
increases the makespan to at most T + tmax + smax ≤ 3OPT.

This algorithm can be implemented to run in linear time O(n).
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3 A 2-Dual Approximation

The algorithm described in this section is a 2-dual approximation algorithm. The
principle of dual approximation algorithms was introduced by Hochbaum and
Shmoys [5]: a c-dual approximation algorithm accepts a number d in addition to
the instance as input. It will output a solution with makespan cd, provided that
a solution with makespan d exists. Otherwise, it may reject the instance.

This can be turned into a (c + ε)-approximate algorithm for an arbitrary
small ε > 0 as follows: First, we obtain a 3-approximation of the optimal
makespan OPT using our algorithm from Sect. 2, i.e. we find a schedule of
makespan d′ ≥ OPT such that d′ ≤ 3OPT, or equivalently, d′/3 ≤ OPT ≤ d′.
Then use binary search on the interval [d′/3, d′] to find a value d such that the
algorithm is successful for d, but rejects for d/(1+ ε

c ) in O(log c
ε ) iterations. Note

that we must have d/(1+ ε
c ) ≤ OPT, because the algorithm cannot reject for val-

ues larger than OPT, so d ≤ (1+ ε
c )OPT. The solution the algorithm produced for

target makespan d then has makespan at most cd ≤ c(1+ ε
c )OPT = (c+ε)OPT,

meeting the claimed approximation guarantee.
In this section, we have c = 2, so we need at most O(log 1

ε ) iterations of our
algorithm to obtain a 2 + ε-approximate schedule:

Theorem 2. There is an algorithm that finds a 2 + ε-approximate solution for
non-preemptive scheduling with setup times in time O(n log 1

ε ), where ε > 0 is
arbitrarily small.

For notational convenience, we scale the instance such that d = 1 in each
iteration and reorder the classes such that s1 ≤ · · · ≤ sc. Also, for a schedule σ,
we denote by σ(j) the machine on which the job j is scheduled, and by extension
σ(J ′) = {σ(j) | j ∈ J ′} for a set J ′ ⊆ J of jobs.

We first consider the jobs J l = {j ∈ J | t(j) > 1
2} that have processing

time greater than 1
2 . Similarly, let k0 ∈ {1, . . . , c + 1} be the index such that

sk0 > 1
2 ≥ sk0−1, and let s0 = 1 and sc+1 = 0 for the soundness of this definition,

i.e. the classes Ck0 , . . . , Cc have setup times larger than 1
2 . Assume that there is

a feasible schedule with makespan 1 and fix any such schedule σ∗. For k ≥ k0
define mk = |σ∗(Ck)|. The schedule σ∗ has some basic properties:

Lemma 3. (i) The feasible schedule σ∗ schedules Ck on at least |J l ∩
Ck| machines, i.e. |σ∗(Ck)| ≥ |Ck ∩ J l|, for k ∈ [c].

(ii) We have
∑c

k=k0
mk + |J l| ≤ m.

Proof. (i) Assume that |σ∗(Ck)| < |J l ∩ Ck|, then there must be two different
jobs j, j′ ∈ J l ∩ Ck such that σ∗(j) = σ∗(j′). This machine then has load
greater than 1, a contradiction.

(ii) Again, σ∗ cannot assign two items (jobs or setups) with processing time
larger than 1

2 to one machine, so the sets σ∗(Ck), k ≥ k0, and σ∗({j}),
j ∈ J l, are all pairwise disjoint. This implies

c∑

k=k0

mk + |J l| =
c∑

k=k0

|σ∗(Ck)| +
∑

j∈J l

|σ∗({j})| ≤ m. (2)

�	
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The Algorithm. Consider the following procedure to stepwise construct a sched-
ule σ:

(1) If t(j) + sk > 1 for some k ∈ [c] and j ∈ Ck, report that no schedule with
makespan 1 exists.

(2) For k ≥ k0, schedule all jobs in Ck by using a next-fit strategy with thresh-
old 1 and adding setups as required. If we cannot schedule all jobs on
m machines, report that there is no schedule with makespan 1.

(3) Schedule all remaining jobs in J l on different, unused machines with corre-
sponding setups. Again, report that no schedule with makespan 1 exists if
we fail to place all jobs.

(4) For each class Ck, fill the machines σ(Ck ∩ J l) with jobs from Ck using
next-fit with threshold 1.

(5) Group the remaining jobs by class and, akin to the 3-approximation, schedule
one setup per class and the jobs with next-fit and threshold 1. If this fails
to schedule all jobs, report that no schedule with makespan 1 exists.

(6) Add a setup at the beginning of each machine if required.

Theorem 4. Above algorithm either yields a feasible schedule σ of makespan 2,
or correctly reports that no schedule with makespan 1 exists in time O(n).

In order to prove Theorem 4, assume that a schedule σ∗ with makespan 1
exists, and define mk for k ≥ k0 as before. For simplicity, we also assume that
the algorithm ignores the available number m of machines. We will later show
that, if it requires more than m machines, there is no schedule of makespan 1.
Note that in steps (2) to (5), we report that no schedule of makespan 1 exists
only when the number of machines is insufficient, making this a correct decision.

We first argue that step (1) is also correct: take any job j ∈ Ck. Then σ∗ must
schedule both j and a setup of length sk on one machine, and σ∗ has makespan
at most 1. This also implies that t(j) ≤ 1

2 for j ∈ ⋃c
k=k0

Ck.
Now consider the schedule after step (2).

Claim. Fix one class Ck, k ≥ k0. Step (2) uses at most mk machines to sched-
ule Ck, and the load of these machines is at most 3

2 .

Note that we do not compute the value of mk in step (2) of the algorithm.

Proof. We have t(Ck) ≤ mk(1 − sk), because the schedule σ∗ uses mk machines
with load at most 1 to schedule Ck. Let � be the number of machines the next-
fit procedure in step (2) used to place the jobs Ck. Assume for the sake of
contradiction that � > mk. Then we have � − 1 ≥ mk machines with load at
least 1, of which 1 − sk is due to jobs and sk due to setup. Since we also used
the �-th machine, we have t(Ck) > mk(1 − sk), a contradiction.

Furthermore, step (1) ensured that t(j) ≤ 1
2 for j ∈ Ck, so the load of these

machines is bounded by 3
2 . �	

After step (3), our schedule σ therefore uses at most
∑c

k=k0
mk + |J l| machines.

If this is larger than m, there is no feasible schedule with makespan 1 according to
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Lemma 3 (ii). In addition, the machines we used to schedule J l have load at most 1,
so the makespan of σ is still bounded by 3

2 .
We now bound the total load of our schedule σ after performing step (5).

Note that the load of two schedules may differ due to a different amount of
setups the schedule requires.

Claim. The total load of σ is at most as large as the total load of σ∗.

Proof. Fix one class Ck and let � and �∗ be the number of setups σ and σ∗

scheduled for Ck, respectively. It is sufficient to show � ≤ �∗.
Case 1: sk > 1

2 , i.e. k ≥ k0 We already proved that we used at most mk = �∗

machines to schedule Ck.
Case 2: sk ≤ 1

2 and Ck ∩ J l = ∅ We place jobs from Ck only in step (5), along
with one setup. Remember that additional required setups are added in the next
step, and should not considered here. Therefore � = 1 ≤ �∗.
Case 3: sk ≤ 1

2 and Ck ∩ J l �= ∅ We either have � = |Ck ∩ J l|, i.e. all jobs
from Ck were placed in step (4). In this case, according to Lemma 3 (i), we have
� = |Ck ∩ J l| ≤ |σ∗(Ck)| = �∗. Otherwise we have � > |Ck ∩ J l|, and we filled
� − 1 machines with jobs from Ck, with a total load of at least (� − 1)(1 − sk).
Therefore (� − 1)(1 − sk) < t(Ck). But σ∗ can only schedule jobs from Ck with
load 1−sk on each machine, so t(Ck) ≤ �∗(1−sk). It follows that (�−1)(1−sk) <
t(Ck) ≤ �∗(1 − sk), which implies � ≤ �∗. �	

If we required more than m machines in step (4) or (5), σ would use at least
m machines of load 1 and at least one additional machine. Thus the total load
of σ would be strictly larger than m, but the total load of σ∗ is at most m, a
contradiction.

Finally, we add at most one setup of length at most 1
2 to each machine in

step (6), increasing the makespan to at most 2.
The running time of each step is again linear in the number of jobs. The

full algorithm, including the computation of the 3-approximate solution and the
binary search requires O(n log 1

ε ) operations.

4 A Polynomial Time Approximation Scheme

Our proposed algorithm is a 5ε-dual approximation algorithm. As described in
Sect. 3, we need at most O(log 1

ε ) iterations of our algorithm to obtain a 1 + 6ε-
approximate schedule.

Theorem 5. There is a PTAS for non-preemptive scheduling with setup times.

We assume that ε ≤ 1
2 , and further require that 1

ε is integral. Otherwise,
one can e.g. choose the unique value of the form 1

2i in the interval (ε/2, ε) as
new ε. For notational convenience, we scale the instance such that d = 1 and
reorder the classes such that s1 ≤ · · · ≤ sc. Let k0 ∈ {0, . . . , c} be the index such
that sk0 ≤ ε3 < sk0+1, and let s0 = 0 and sc+1 = 2 for the soundness of this
definition.
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Our algorithm distinguishes between small and large jobs, which are defined
differently for classes whose setup times are small compared to the target
makespan 1 and classes with larger setup times. We will first describe how to
handle the small jobs for both types of classes in Sects. 4.1 and 4.2. In Sect. 4.3
we then show how the large jobs can be scheduled near-optimally.

4.1 Removing Small Jobs of Classes with sk ≤ ε3

Let J1 =
⋃k0

k=1 Ck be the set of jobs in all classes with sk ≤ ε3. We consider a
job j in J1 small if t(j) ≤ ε and large if t(j) > ε. Let J s

1 = {j ∈ J1 | t(j) ≤ ε}
be the set of all small jobs in J1 and define

Ls =
∑

j∈Js
1

t(j) +
∑

k∈[k0]
Ck⊆Js

1

sk. (3)

Ls is the load of all small jobs plus one setup for each class that contains only
small jobs.

Lemma 6. If there is a schedule for J with makespan at most 1, then there is
a schedule for J \ J s

1 with makespan at most 1 and total load at most m − Ls.

Proof. The schedule for J with makespan 1 has total load at most m. Now
simply remove the jobs in J s

1 from the schedule, and afterwards all setups that
are no longer required. If a class Ck satisfies Ck ⊆ J s

1, all jobs of this class were
removed, and subsequently all setups for this class become superfluous. Because
we assume that classes are nonempty, there has to be at least one setup for
each class. Thus we removed setups of total length at least

∑
k∈[k0]
Ck⊆Js

1

sk, and the
resulting schedule has the desired properties. �	

We will not be able to find a schedule with makespan 1 and total load at
most m − Ls, but in Sects. 4.2 and 4.3 we will show how to find a schedule with
only slightly higher makespan and load. We then can re-add the removed jobs.

Lemma 7. If we have a schedule for J \ J s
1 with makespan at most M ≥ 1 and

total load at most (M − ε − 2ε3)m − Ls, we can compute a schedule for J with
makespan M(1 + ε) in linear time.

Proof. We group the jobs in J s
1 by class, i.e. define Cs

k = Ck ∩ J s
1 for each

k ∈ {1, . . . , k0}. For groups with t(Cs
k) ≤ ε2, we add them all to one arbitrary

machine that already is scheduled to process a large job from the class Ck, if
such a large job exists. Since on each machine there are at most M

ε many large
jobs scheduled, this increases the makespan by at most M

ε ε2 = Mε.
After this step, we consider the other jobs. For each group Cs

k with t(Cs
k) ≤ ε2

and Cs
k = Ck, i.e. for which no large jobs exists, we instead create a con-

tainer job jck containing Ck and one setup. The container job has processing
time t(jck) =

∑
j∈Ck

t(j) + sk. Because ε ≤ 1
2 , we have t(jck) ≤ ε2 + ε3 ≤ ε, so

the container jobs are small.
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Now we add all container jobs and the remaining jobs from the groups Cs
k

with t(Cs
k) > ε2 in a next-fit manner such that each machine has at least

load M − ε − 2ε3 (and at most M − 2ε3, since all added jobs are small) until we
run out of jobs. The total load of the jobs we added in the first step and this
step is exactly Ls.

Note that we will be able to place all jobs in this way. Assume that there
is a job j we cannot place, then all machines have load at least M − ε − 2ε3,
i.e. the total load is at least (M − ε − 2ε3)m. The original schedule had load at
most (M −ε−2ε3)m−Ls, and the jobs we added caused an additional load of at
most Ls − t(j), making the total load in the schedule less than (M − ε − 2ε3)m.

To get a feasible schedule, we may have to add setups for the jobs from the
classes Ck with t(Cs

k) > ε2 to some machines. Note that these machines have
load at most M − 2ε3. Since we grouped the jobs by class and used a next-fit
strategy, there are jobs from at most 1

ε2 + 2 of these classes on each machine
( 1

ε2 classes with load greater ε2 and two classes with partial load at most ε2).
Therefore the setup times generate an additional load of at most ε+2ε3 on each
machine. Since the load was bounded by M −2ε3 before this step, the makespan
of the final schedule will not exceed M + ε ≤ M(1 + ε). �	

4.2 Gluing Small Jobs of Classes with sk > ε3

In this section, we preprocess the jobs from J2 =
⋃c

k=k0+1 Ck = J \ J1. For jobs
in J2, the threshold between large and small will be δ = ε4. Define the set of all
small jobs in J2 as J s

2 = {j ∈ J2 | t(j) ≤ δ}. Again let Cs
k = Ck ∩ J s

2 be the
small jobs of each class Ck, k ∈ {k0 + 1, . . . , c}.

We now greedily glue small jobs in Cs
k together until their total length is at

least δ (and less than 2δ). If some jobs with total length rk < δ remain, we glue
them together anyway and increase the length of the resulting job to δ. Call the
resulting sets of jobs Cg

k . Now define C ′
k = (Ck \ Cs

k) ∪ Cg
k , J ′

2 =
⋃c

k=k0+1 C ′
k,

and J ′ = (J1 \ J s
1) ∪ J ′

2. We now prove that scheduling the glued jobs instead
of the original jobs will not increase the optimum makespan or total work too
much.

Lemma 8. If there is a schedule for the original jobs J with makespan 1 and
total load L, then there is a schedule for the jobs J ′ that has makespan less
than 1 + 2ε and total load L +

∑c
k=k0+1(δ − rk).

Proof. Consider the schedule for the original jobs J and fix one class k > k0.
For each machine i, denote by hi,k the total load the small jobs Cs

k induce on
machine i without setup times and remove these jobs from the schedule.

Now add jobs from Cg
k greedily to each machine i until they exceed the

load hi,k (by at most 2δ). Note that we can always schedule all jobs from Cg
k by

this procedure: if a job cannot be added, the total load of the previously added
jobs must exceed

∑m
i=1 hi,k =

∑
j∈Cs

k
t(j). On the other hand, the total load of

the previously placed jobs must be less than
∑

j∈Cs
k
t(j), provided that we add

the single job whose length was increased last.
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Now consider the load of a fixed machine i after jobs from all classes have
been glued and inserted. Since we considered only jobs from classes with setup
times larger than ε3, jobs from at most 1

ε3 classes are scheduled on i. The greedy
procedure exceeded the load hi,k for each of these classes by less than 2δ, which
increases the makespan by less than 1

ε3 2δ = 2ε by the definition of δ.
Finally note that total load increases by exactly

∑c
k=k0+1(δ − rk), because

we increased the size of the last glued job of each class k by δ − rk. �	

4.3 Finding a Schedule for Large Jobs

The set J ′ contains only jobs larger than δ = ε4. We now round the length
of these jobs and the setup times down to the next multiple of U = δ ε

1+2ε , i.e.

t̃(j) = � t(j)
U U and s̃k = � sk

U U . Using rounded times does not hurt us too much:

Lemma 9. (i) If a schedule for J ′ has makespan less than 1 + 2ε and total
load L with the original processing times and setup times, then it has
makespan less than 1 + 2ε and total load at most L − ∑

j∈J ′(t(j) − t̃(j))
with the rounded times.

(ii) If a schedule for J ′
1 has makespan less than 1 + 2ε and total load L with

the rounded times, then this schedule has makespan less than 1 + 3ε + 2ε2

and total load at most L +
∑

j∈J ′(t(j) − t̃(j)) + m(ε2 + ε4) with the original
times.

Proof. (i) This is obvious, because we rounded all times down.
(ii) Since 1

ε is integral, δ = 1+2ε
ε U = (1ε + 2)U is a multiple of U . Also each

job j has t(j) > δ, and because we round down do the next multiple of δ,
we have t̃(j) ≥ δ. Fix any job j, then the realtive increase of its processing
time when undoing the rounding is

t(j) − t̃(j)
t̃(j)

<
U

δ
=

ε

1 + 2ε
< ε. (4)

For any class k we can bound

s̃k > sk − U > ε3 − U = δ

(
1
ε

− ε

1 + 2ε

)
. (5)

Since ε ≤ 1
2 , this is further bounded by

δ

(
1
ε

− ε

1 + 2ε

)
> δ(

1
ε

− ε) ≥ 3
4
ε3 > ε4 = δ, (6)

so the setup times increase by a factor of at most 1+ ε as well. The load of each
machine therefore is less than (1 + 2ε)(1 + ε) = 1 + 3ε + 2ε2.

Now consider the load due to setups. Using (5), we can bound the number
of setups on each machine. Thus, the load on each machine increases by at most

1 + 2ε

δ
(

1
ε − ε

1+2ε

) × U = ε2 +
ε4

1 + 2ε − ε2
≤ ε2 + ε4. (7)
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Finally, the total load due to jobs increases by exactly
∑

j∈J ′(t(j) − t̃(j)). �	
Finally, we solve the instance with jobs J ′ and rounded times exactly. For this,

we apply dynamic programming over the jobs. Conceptually, we have a set of
feasible schedules for the previously considered jobs, and extend these schedules
by adding the current job j (and its groups setup if necessary) on all machines
where this does not exceed the target makespan. The key observation is, that, in
order to determine where j can be scheduled, we do not need complete knowledge
of the schedule. We only need to know the load of each machine, and whether
it already has the setup for j’s class scheduled. In fact, since machines of the
same load then are indistinguishable, we only need to know how many machines
of each load the schedule has, i.e. we consider two schedules equivalent if the
number of machines for each load is equal. Our dynamic program only considers
the equivalence classes of feasible schedules we are able to construct. Also, the
load of each machine is a multiple of U and less than 1 + 2ε, and thus takes one
of the values 0, U, 2U, . . . ,

⌊
1+2ε

U

⌋
U , i.e. B =

⌊
1+2ε

U

⌋
+1 = O( 1

ε5 ) possible values.

Lemma 10. We can find all feasible schedules (up to equivalence) of J ′ with
rounded times and makespan less than 1 + 2ε in time O(nm2/ε5+2).

Proof. Formally, the state of our dynamic program is a set S of vectors. Each
vector v = (m−

0 ,m+
0 , . . . ,m−

B−1,m
+
B−1) ∈ {0, . . . , m}2B represents one class of

feasible schedules we were able to construct. The components m+
� (m−

� ) give the
number of machines with load �U that already have (do not have) the setup for
the current job’s class scheduled. Note that we can have at most m2B + 2B =
O(m2B) vectors in S: the vectors from the set {0, . . . , m−1}2B and the 2B vectors
of the form (0, . . . , 0,m, 0, . . . , 0).

The state is initialized with only the class of the empty schedule, i.e. S =
{(m, 0, . . . , 0)}. To correctly keep track of which machines have which setups, we
order the jobs by class. For the first job of each class, we reset the components
of each vector before placing the job, i.e. we set m−

� ← m−
� + m+

� and m+
� = 0.

This requires time O(cm2B).
For each job j from class Ck, we create a new, initially empty set S′, which

will later hold the vectors corresponding to feasible schedules for all jobs up to
and including j. For this, consider all vectors from S and all of the 2B machine
types to add j to: let v = (m−

0 ,m+
0 , . . . ,m−

B−1,m
+
B−1) ∈ S, � ∈ {0, . . . , B − 1},

and ◦ ∈ {+,−}. Let

�′ =

{
� + t̃(j)

U if ◦ = +
� + t̃(j)+s̃k

U if ◦ = −.
(8)

When �′ < B, adding j to a machine with load �U and with/without setup for Ck

(depending on ◦) leads to a feasible schedule. In this case, we add the vector v̂ =
(m̂−

0 , m̂+
0 , . . . , m̂−

B−1, m̂
+
B−1) to S′ that has m̂◦

� = m◦
� − 1, m̂+

�′ = m+
�′ + 1, and

is identical to v in every other component. After computing all vectors vor the
job j, we replace S by S′ before proceeding to the next job. This step requires
O(2Bm2B) steps for each job.
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For all groups and jobs, our dynamic program requires O(cm2B+n2Bm2B) =
O(nm2B) operations, using that ε is a constant.

4.4 Putting it Together

We can start putting everything together for our algorithm.

Lemma 11. If there is a schedule for J with makespan at most 1, then there is
a schedule for J ′ that has makespan at most 1 + 2ε, total load at most

L∗ = m − Ls +
c∑

k=k0+1

(δ − rk) −
∑

j∈J ′
(t(j) − t̃(j)) (9)

with the rounded times.

Proof. According to Lemma 6, there is a schedule for J \ Js
1 with makespan at

most 1 and total load at most m−Ls. Lemma 8 states that there is a schedule for
J ′ with makespan at most 1+2ε and total load at most m−Ls+

∑g
k=k0+1(δ−rk).

The latter schedule has makespan at most 1 + 2ε and total load at most L∗ by
Lemma 9 (i) with the rounded times.

Note that the load of different feasible schedules do not need to be equal,
because different distributions of classes to machines may require more or less
setup time.

The Algorithm.

(1) Remove the jobs J s
1 from the instance.

(2) Glue the items in J s
2 together and obtain J ′.

(3) Round the processing and setup times for jobs in J ′.
(4) Using our dynamic program, find the schedule for J ′ with makespan at

most 1 + 2ε that has the lowest total load. If no such schedule exists or
its load is greater than L∗, report that no schedule for J with makespan 1
exists.

(5) Undo the rounding and replace the glued jobs with the original jobs.
(6) Add the jobs J s

1 using Lemma 7.

Theorem 12. Above procedure either finds a schedule of makespan 1 + 4ε +
5ε2 + 2ε3 or correctly decides that no schedule of makespan 1 exists.

Proof. The decision to report that no schedule with makespan 1 exists is correct
by Lemma 11. If we found a schedule that has makespan at most 1 + 2ε and
total load at most L∗ with the rounded times, then, according to Lemma 9 (ii),
this schedule has makespan at most M = 1 + 3ε + 2ε2 and total load at most

L∗ +
∑

j∈J ′
(t(j)− t̃(j))+m(ε2 + ε4) = m−Ls +

c∑

k=k0+1

(δ − rk)+m(ε2 + ε4) (10)
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with the original times. Replacing the glued jobs by the original small jobs
reduces the load by

∑c
k=k0+1(δ−rk) to (1+ε2+ε4)m−Ls ≤ (M −ε−2ε3)m−Ls.

Therefore, Lemma 7 allows us to add all the removed jobs J s
1, and the makespan

increases by most εM to 1 + 4ε + 5ε2 + 2ε3. �	
The running time of our algorithm is dominated by the dynamic program

with O(nm2/ε5+2) steps. Every other step can be performed in linear time O(n).

5 Conclusion

We presented three algorithms for non-preemptive scheduling with setup costs
on identical machines. The first two algorithms are simple to implement and
extremely fast, and have approximation ratio 3 and 2 + ε, respectively. We also
presented a polynomial time approximation scheme, thus we can approximate
the problem arbitrarily good.

This raises some questions: is there an efficient algorithm with approximation
ratio less than 2? Can we design a faster PTAS, preferably an EPTAS? An
EPTAS has a running time f( 1ε ) × poly(n), thus avoiding large exponents.

Further research could also consider the model of uniformly related machines,
where machines can have different speeds that affect the processing times.
Note that, without setup times, scheduling on identical and uniformly related
machines admits an EPTAS [6].
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