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Abstract. The Satisfiability Modulo Theory (SMT) problem over
floating-point arithmetic is a major hurdle in applying SMT techniques
to real-world floating-point code. Solving floating-point constraints is
challenging in part because floating-point semantics is difficult to specify
or abstract. State-of-the-art SMT solvers still often run into difficulties
when solving complex, non-linear floating-point constraints.

This paper proposes a new approach to SMT solving that does not
need to directly reason about the floating-point semantics. Our insight
is to establish the equivalence between floating-point satisfiability and
a class of mathematical optimization (MO) problems known as uncon-
strained MO. Our approach (1) systematically reduces floating-point sat-
isfiability to MO, and (2) solves the latter via the Monte Carlo Markov
Chain (MCMC) method.

We have compared our implementation, XSat, with MathSat, Z3
and Coral, state-of-the-art solvers that support floating-point arithmetic.
Evaluated on 34 representative benchmarks from the SMT-Competition
2015, XSat significantly outperforms these solvers. In particular, it pro-
vides both 100 % consistent satisfiability results as MathSat and Z3, and
an average speedup of more than 700X over MathSat and Z3, while Coral
provides inconsistent results on 16 of the benchmarks.

1 Introduction

Floating-point constraint solving has received much recent attention to sup-
port the testing and verification of programs that involve floating-point com-
putation. Existing decision procedures, or Satisfiability Modulo Theory (SMT)
solvers, are usually based on the DPLL(T) framework [19,33], which combines a
Boolean satisfiability solver (SAT) for the propositional structure of constraints
and a specialized theory solver. These decision procedures can cope with logical
constraints over many theories, but since they are bit-level satisfiability solvers
(SAT), their theory-specific SMT components can run into difficulties when deal-
ing with complex, non-linear floating-point constraints.

This work proposes a new approach for solving floating-point satisfiability.
Our approach does not need to directly reason about floating-point semantics.
Instead, it transforms a floating-point constraint to a floating-point function that
represents the models of the constraint as its minimum points. This “represent-
ing function” is similar to fitness functions used in search-based testing in the
sense both reduce a search problem to a function minimization problem [30].
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However, unlike search-based testing, which uses fitness functions as heuristics,
our approach uses the representing function as an essential element in developing
precise, systematic methods for solving floating-point satisfiability.

Representing Function. Let π be a floating-point constraint, and dom(π) be
the value domain of its variables. Our insight is to derive from π a floating-point
program R that represents how far a value x ∈ dom(π) is from being a model of
π. As illustrated in Fig. 1, we can imagine R as a distance from x ∈ dom(π) to the
models of π: It is non-negative everywhere, becomes smaller when x goes closer
to the set of π’s models, and vanishes when x goes inside (i.e., when x becomes a
model of π). Thus, such a function R allows us to view the SMT constraint π as
function minimization problem of function R. We call R a representing function.1

Fig. 1. Illustration of the representing function R for a floating-point constraint π.

It is a common need to minimize/maximize scalar functions in science and
engineering. The research field dedicated to the subject is known as mathemat-
ical optimization (MO) [17]. MO works by iteratively evaluating its objective
function, i.e., the function that MO attempts to minimize. In other words, the
representing function allows the transformation of an SMT problem to an MO
problem, which enables floating-point constraint solving by only executing its
representing function, without the need to directly reason about floating-point
semantics—a key benefit of such an SMT-MO problem reduction.

Note, however, that an MO formulation of the SMT problem does not, by
itself, provide a panacea to SMT solving, since many MO problems are them-
selves intractable. However, efficient algorithms have been successfully applied to
difficult MO problems. A classic example is the traveling salesman problem. The
problem is NP-hard, but has been nicely handled by simulated annealing [26],
a stochastic MO technique. Another example is the Monte Carlo Markov Chain
method (MCMC) [9], which has been successfully applied in testing and verifi-
cation [12,18,38].

The insight of this work is that, if we carefully design the representing func-
tions so that certain rules are respected, we can reduce floating-point constraint

1 The term “representing function” in English should first appear in Kleene’s book [27],
where the author used it to define recursive functions. “Representing function” is
also called “characteristic function” or “indicator function” in the literature.
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solving to a category of MO problems known as unconstrained MO that can be
efficiently solved. Thus, our high-level approach is: (1) systematically transform
a floating-point constraint in conjunctive normal format (CNF) to its represent-
ing function, and (2) adapt MCMC to minimize the representing function to
output a model of the constraint or report unsat.

We have compared our implementation, XSat, with Z3 [16], MathSat [14],
and Coral [39], three solvers that can handle floating-point arithmetic. Our eval-
uation results on 34 representative benchmarks from the SMT-Competition 2015
show that XSat significantly outperforms these solvers in both correctness and
efficiency. In particular, XSat provides 100 % consistent satisfiability results as
MathSat and Z3, and an average speedup of more than 700X over MathSat and
Z3, while Coral provides inconsistent results on 16 of the 34 benchmarks.

Contributions. We introduce a new SMT solver for the floating-point satisfi-
ability problem. Our main contributions follow:

– We show, via the use of representing functions, how to systematically reduce
floating-point constraint solving to a class of MO problems known as uncon-
strained MO;

– We establish a theoretical guarantee for the equivalence between the original
floating-point satisfiability problem and the class of MO problems.

– We realize our approach in the XSat solver and show empirically that XSat
significantly outperforms the state-of-the-art solvers.

The rest of the paper is organized as follows. Section 2 gives an overview of our
approach, and Sect. 3 presents its theoretical underpinning. Section 4 presents
the algorithm design of the XSat solver, while Sect. 5 describes its overall imple-
mentation and our evaluation of XSat. Finally, Sect. 6 surveys related work, and
Sect. 7 concludes.

2 Approach Overview

This section presents a high-level overview of our approach. Its main goal is to
illustrate, via examples, that (1) it is possible to reduce a floating-point satisfia-
bility problem to a class of mathematical optimization (MO) problems, and (2)
efficient solutions exist for solving those MO problems.

2.1 Preliminaries on Mathematical Optimization

A general Mathematical Optimization (MO) problem can be written as follows:

minimize f(x)
subject to x ∈ S

(1)

where f is called the objective function, and S the search space [17].
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MO techniques can be divided into two categories. One focuses on how func-
tions are shaped at local regions and where a local minimum can be found near
the given inputs. This local optimization is classic, involving techniques dated
back to the 17th century (e.g., Newton’s approach or gradient-based search).
Local optimization not only provides the minimum value of a function within
a neighborhood of the given input points, but also aids global optimization,
another, more active body of research, which determines the minimum value
of a function over an entire search space.

Let f be a function over a metric space with d as its distance. We call x∗ a local
minimum point if there exists a neighborhood of x∗, namely {x | d(x, x∗) < δ}
for some δ > 0, so that all x in the neighborhood satisfy f(x) ≥ f(x∗). The
value of f(x∗) is called the local minimum of the function f . If f(x∗) ≤ f(x) for
all x ∈ S, we call f(x∗) the global minimum of the function f , and x∗ a global
minimum point.

In this presentation, if we say minimum (resp. minimum point), we mean
global minimum (resp. global minimum point). It should be clear that a function
may have more than one minimum point but only one minimum.

2.2 From SMT to Unconstrained Mathematical Optimization

Suppose we want to solve the simple floating-point constraint

x ≤ 1.5 (2)

Here, we aim to illustrate the feasibility of reducing an SMT problem to an MO
problem. In fact, each model of x ≤ 1.5 is a global minimum point of the formula

f1(x) =

{
0 if x ≤ 1.5
(x − 1.5)2 otherwise

(3)

and conversely, each global minimum point of f1 is also a model of x ≤ 1.5,
since f1(x) ≥ 0 and f1(x) = 0 iff x ≤ 1.5 (see Sect. 3 for a formalization). In
the MO literature, the kind of problem of minimizing f1 is called unconstrained
MO, meaning that its search space is the whole domain of the objective func-
tion. Unconstrained MO problems are generally regarded easier to solve than
constrained MO2 since they can be efficiently solved if the objective function f1
is smooth to some degree [34]. Figure 2 shows the curve of f1 and a common
local optimization method, which uses tangents of the curve to quickly converge
to the minimum point. The smoothness makes it possible to deduce information
about the function’s behavior at points of the neighborhood of a particular point
x by using objective and constraint information at x.

2 For example, it is common practice to transform a constrained MO problem by
replacing its constraints with penalized terms in the objective function and to solve
the problem as an unconstrained MO [34].
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(a) (b)

Fig. 2. (a) The curve of f1 (Eq. 3) and (b) illustration of a classic local optimization
method for finding a minimum point of f1. The method uses tangents of the curve to
quickly converge to a minimum point. (Color figure online)

2.3 Efficiently Solve MO Problems via MCMC

Suppose we slightly complicate constraint (2) by adding a non-linear conjunct:

x ≤ 1.5 ∧ (x − 1)2 = 4. (4)

This SMT problem can still be reduced to an unconstrained MO problem, with
objective function

f2(x) = f1(x) + ((x − 1)2 − 4)2 (5)

where f1 is as in Eq. (3). The equivalence of the two problems follows from the
fact that f2(x) = 0 if and only if f1(x) = 0 and ((x − 1)2 − 4)2 = 0. The curve
of f2 is shown in Fig. 3(a), which has local minimum points at both x = −1
and x = 3, and only x = −1 is the global minimum point. It is more difficult
to locate the global minimum point of this function, because local optimization
methods such as the one illustrated in the previous example can be trapped in
local minimum points, e.g., terminating and returning x = 3 in Fig. 3.

In this paper, we use a Monte Carlo Markov Chain (MCMC) method [9]
as a general approach for unconstrained MO problems. MCMC is a random
sampling technique used to simulate a target distribution. Consider, for example,
the target distribution of coin tossing, with 0.5 probability for having the head
or tail. An MCMC sampling is a sequence of random variables x1,. . . , xn, such
that the probability of xn being “head”, denoted by Pn, converges to 0.5, i.e.,
limn→∞ Pn = 0.5. The fundamental fact regarding MCMC sampling can be
summarized as the lemma below [9]. For simplicity, we only show the result with
discrete-valued probabilities here.

Lemma 1. Let x be a random variable, A be an enumerable set of the possible
values of x. Let f be a target distribution function for each a ∈ A. Then, for
an MCMC sampling sequence x1, . . . , xn . . . and a probability density function
P (xi = a) for each xi, we have:

P (xn = a) → f(a). (6)
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In short, the MCMC sampling follows the target distribution asymptotically.

Why do we adopt MCMC? There are multiple advantages. First, the search
space in our problem setting involves floating-point values. Even in the one-
dimensional case, a very small interval contains a large number of floating-
point numbers. MCMC is known as an effective technique to deal with large
search spaces. Because MCMC samples follow the distribution asymptotically,
it can be configured so that the sampling process has more chance to attain the
minimum points than the others (by sampling for a target distribution based
on λx : exp−f(x) for example, where f is the function to minimize). Second,
MCMC has many mature techniques and implementations that integrate well
with classic local search techniques. These implementations have proven efficient
for real-world problems with a large number of local minimum points, and can
even handle functions beyond classic MO, e.g., discontinuous objective func-
tions. Other MO techniques, e.g., genetic programming, may also be used for
our problem setting, which we leave for future investigation.

Figure 3(b) illustrates the iteration of MCMC sampling combined with a local
optimization. As in the previous example, the local optimization can quickly
converge (shown as steps p0 → p1 and p2 → p3 in the figure). The MCMC step,
shown as the p1 → p2 step, allows the search to escape from being trapped in
local minimum points. This MCMC step is random, but follows a probability
model which we will explain in Sect. 4.

(a) (b)

Fig. 3. (a) The curve of f2 (Eq. 5); (b) Illustration of how MCMC can be combined
with local optimization for locating the global minimum point x = −1. MCMC starts
from p0, converges to local minimum p1, then performs a random move to p2 (called a
Monte-Carlo step, see Sect. 4) and converges to p3, which is the global minimum point.

3 Technical Formulation

This section presents the theoretical underpinning of our approach. We write F
for the set of floating-point numbers. Given a function f , we call x a zero of f if
f(x) = 0.
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Language. The language of interest is modeled as the set of quantifier-free
floating-point constraints. Each constraint π is a conjunction or disjunction of
arithmetic comparisons.

Constraints of FP π := π1 ∧ π2 | π1 ∨ π2 | e1 �� e2

Arithmetic expressions e := c | X | foo(e1, · · · en) | e1 ⊕ e2

where ��∈ {≤, <,≥, >,==, 	=}, ⊕ ∈ {+,−, ∗, /}, c is a floating-point numeral,
X is a floating-point variable, and foo is an interpreted floating-point function,
which can be a library function, e.g., trigonometric, logarithmic or user-defined
ones. We denote the language by FP.

Let π ∈ FP be a constraint with variables X1, · · · ,XN . We write dom(π)
for the value domain of its variables. Usually, dom(π) = FN . We say a vector of
floating-point numbers (x1, · · · , xN ) is a model of π, denoted by (x1, · · · , xN ) |=
π, if π becomes a tautology by substituting Xi with the corresponding xi for
all i ∈ [1, N ]. In the following, we shall use a meta-variable x for a vector of
floating-point numbers (x1, · · · , xN ).

As mentioned in Sect. 1, our idea is to derive from π a floating-point program
that represents how far a floating-point input, i.e., (x1, · · · , xN ), is from being
a model of π. We specify this program as below:

Definition 1. Given a floating-point constraint π, a floating-point program R of
type dom(π) → F is called a representing function of π if the following properties
hold:

R1. R(x) ≥ 0 for all x ∈ dom(π),
R2. Every zero of R is a model of π: ∀x ∈ dom(π), R(x) = 0 =⇒ x |= π, and
R3. The zeros of R include all models of π: ∀x ∈ dom(π), x |= π =⇒ R(x) = 0.

The concept of representing functions allows us to establish an equivalence
between the floating-point satisfiability problem and an MO problem. This is
shown in the theorem below:

Theorem 1. Let π be a floating-point constraint, and R be its representing func-
tion. Let x∗ be a global minimum point of R. Then we have

π is satisfiable ⇔ R(x∗) = 0. (7)

Proof. Let x∗ be an arbitrary global minimum point of R. If π is satisfiable with
x being one of its models, then we have R(x) = 0 by R3. By R1, x is also a global
minimum point of R. Thus R(x∗) = R(x) = 0 since at most one global minimum
exists. The proof for the “⇐” part follows directly from R2.

A simple procedure for solving floating-point constraints follows from
Theorem 1.
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Procedure P: Let π be a floating-point constraint π ∈ FP.

P1. Construct a floating-point program R such that R1-3 hold with regard
to π.
P2. Minimize R. Let x∗ be the calculated global minimum point.
P3. Check whether R(x∗) = 0. If yes, return x∗ as a model, or unsat
otherwise.

Analysis of Procedure P. One challenge faced with procedure P lies in step
P2. In general, global optimization may not return a true global minimum point.
To make this point clear, we use the notation x̂∗ for the global minimum point
produced by the MO tool, and x∗ for a true global minimum point. Then we
have

R(x̂∗) ≥ R(x∗). (8)

We consider two cases in analyzing procedure P. In the first case, if procedure P
reports sat, we have R(x̂∗) = 0. Thus, R(x∗) = 0 as well because of Eq. (8) and
condition R1. Following Theorem1, we conclude that π is necessarily satisfiable
in this case. As for the second case, if procedure P reports unsat, we have
R(x̂∗) > 0. In this case, it is still possible that π is satisfiable, meaning that step
P2 produces a conservative global minimum point, i.e., R(x̂∗) > 0 but R(x∗) = 0.
To summarize, the following lemma holds:

Lemma 2. Let π be a floating-point constraint of FP. Procedure P has the fol-
lowing two properties: (1) Soundness: If procedure P reports sat, π is necessarily
satisfiable, and (2) Incompleteness: Procedure P may incorrectly report unsat
when π is actually satisfiable. This case happens if the MO tool at step P2 cal-
culates a wrong global minimum point.

In the next section, we present XSat, a solver that realizes procedure P. As
we will show in Sect. 5, by carefully designing the representing function, the
incompleteness in theory can be largely mitigated in practice.

4 The XSat Solver

This section presents the algorithmic design of XSat, an SMT solver to handle
quantifier-free floating-point constraints. XSat is an instance of Procedure P
(Sect. 3).

Notation. Given a set A, we write |A| to denote its cardinality. We adopt C’s
ternary operator “p ? a : b” to denote a code fragment that evaluates to a
if p holds, or b otherwise. As in the previous section, we use F for the set of
floating-point numbers, and FP for the language of quantifier-free floating-point
constraints that we have defined.
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Let π be a floating-point constraint of FP in the form of a conjunction. If
we have a representing function for each of the conjuncts, we can construct the
representing function of π as

Rπ1∧π2 = Rπ1 + Rπ2 . (9)

Similarly, if π is in the form of a disjunction, we can use

Rπ∨π2 = Rπ1 ∗ Rπ2 . (10)

Above, both “+” and “*” denote the operations as given by IEEE floating-point
arithmetic. Clearly, both Rπ1∧π2 and Rπ∨π2 satisfy conditions R1–3 since both
Rπ1 and Rπ2 do, and since ∀a, b ≥ 0, we have a + b = 0 ⇔ a = 0 ∧ b = 0 and
a ∗ b = 0 ⇔ a = 0 ∨ b = 0.

To construct R for arithmetic comparisons, we need to introduce a helper
function θ. Its idea is similar to the representation distance implemented in
Boost [2], which counts the number of floating-point numbers between two bit-
pattern representations. Because the IEEE-754 standard ensures that the next
higher representable floating point value from a floating-point number a is a
simple integer increment up from the previous one [21], we can view θ(a, b) for
a, b ∈ F \ {NaN, Inf,−Inf} as

θ(a, b) = |{x ∈ F | min(a, b) < x < max(a, b)}|. (11)

In general, for arbitrary a, b ∈ F, θ(a, b) always returns a non-negative integer;
it vanishes if and only if a and b hold the same floating-point value. Then, we
use

Re1≤e2

def= e1 ≤ e2 ? 0 : θ(e1, e2) (12)

The representing function for the other arithmetic comparisons can be derived
using the lemma below. The lemma directly follows from Definition 1.

Lemma 3. Given π, π′ ∈ FP such that π ⇔ π′ (logical equivalence), any repre-
senting function of π is also a representing function of π′.

Now, we can define Rx≥y as Ry≤x, Rx==y as Rx≥y∧x≤y. For the strict inequal-
ities, we use the notation x− for the largest floating point that is strictly smaller
than x, and reduce Rx<y to Rx≤y− , Rx>y to Ry<x, and Rx
=y to Rx<y∨x>y. We
summarize the representing function used in XSat in the theorem below:

Theorem 2. Let F be a conjunctive normal form of FP:

F
def
=

∧
j∈J

∨
i∈I

ei,j ��i,j e′
i,j (13)

where ei,j and e′
i,j are quantities to be interpreted over floating-point numbers

or expressions, and ��i,j∈ {≤,≥,==, <,>, 	=}. Then, the function below is a
representing function of F : ∑

j∈J

∏
i∈I

d(��, ei,j , e
′
i,j) (14)
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where

d(==, x, y)
def
= θ(x, y) (15)

d(≤, x, y)
def
= x ≤ y ? 0 : θ(x, y) (16)

d(≥, x, y)
def
= x ≥ y ? 0 : θ(x, y) (17)

d(<, x, y)
def
= x < y ? 0 : θ(x, y) + 1 (18)

d(>, x, y)
def
= x > y ? 0 : θ(x, y) + 1 (19)

d(	=, x, y)
def
= x 	= y ? 0 : 1 (20)

Algorithm 1 shows the main steps of the XSat algorithm. (Line 1–5): The
algorithm follows the three steps in procedure P, except that in practice, more
than one starting points are used to launch MCMC. (Such a technique is com-
monly used in the MO literature, since most MO algorithms are sensible to
its starting points [34].) If none of these starting points leads to a minimum
point x∗ such that R(x∗) = 0, unsat is reported. (Line 7–15): The func-
tion GEN is a simple code generator that generates the representing function.
It works by recursively walking through the logical and arithmetic expres-
sions of the language FP. (Lines 16–27): Each iteration of the loop can be
regarded as an MCMC sampling over the space of the local minimum points [29].
In Algorithm 1, Line 17 enforces that the initial x is already a local minimum
point. Each iteration (Lines 18–25) is composed of the two phases that are clas-
sic in the Metropolis-Hasting algorithm family of MCMC [13]. In Phase 1 (Lines
19-20), the algorithm proposes a new sample x∗ from the current sample x. Then,
the algorithm relies on a local minimization procedure to only propose local min-
imum points. Phase 2 (Lines 21–25) decides whether x∗ should be accepted. As
an algorithm of Metropolis-Hasting family, we use f(x∗)/f(x) as the acceptance
ratio. If f(x∗) < f(x), the proposed x∗ will be accepted. Otherwise, x∗ may still
be accepted, but only with the probability exp(f(x) − f(x∗)).3

Example. Consider the floating-point formula

A(x) def= (x == SIN(x) ∧ x ≥ 1E-10) (21)

where SIN is an implementation of the sine function, say, from glibc 2.21 [4].
Deciding A(x) is challenging for traditional SAT/SMT solvers. In fact, the part
x == SIN(x) is unsatisfiable in the theory of reals (because x = SIN(x) ⇔ x = 0
in reals) but it can be satisfied in the floating-point semantics (SIN(x) = x if
|x| < 2−26 in glibc’s implementation).

3 In a general Metropolis-Hasting algorithm, in the case of f(x∗) > f(x), x∗ is to

be accepted with the probability of exp(− f(x∗)−f(x)
T

), where T is the “annealing
temperature” [26]. Our algorithm sets T = 1 for simplicity.
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Algorithm 1. The XSat solver.

Input:
π Quantifier-free floating-point constraint of FP
LM Local minimization procedure
iter MCMC iteration number

Output: sat with a model of π, if such a model can be found, or unsat
otherwise

1 Let R be the floating-point program:

double R(double X){return g ;}

where g refers to the expression generated by GEN (π), and X is the variable
in π.
/* Iteration of procedure P with n start starting points. */

2 for j = 1 to n start do
3 Let sp be a randomly generated starting point
4 Let x∗ = Metropolis-Hasting(R, sp)
5 if R(x∗) == 0 then return x∗

6 return unsat

7 Function GEN (π)
8 if π is in the form of π1 ∧ π2 then
9 return ‘(’ GEN(π1) ‘+’ GEN(π1) ‘)’

10 if π is in the form of π1 ∨ π2 then
11 return ‘(’ GEN(π1) ‘*’ GEN(π1) ‘)’

12 if π is in the form of e0 �� e1, where �� is an arithmetic comparison then
13 return ‘d(’ �� ‘,’ GEN(π1) ‘,’ GEN(π2) ‘)’

14 if π is a floating-point constant then
15 return the constant as a string

16 Function Metropolis-Hasting (f , x)
17 x = LM(f, x)
18 for k = 1 to iter do
19 Let d be a random perturbation generation from a predefined

distribution
20 Let x∗ = LM(f, x + d)
21 if f(x∗) < f(x) then accept = true
22 else
23 Let m randomly generated from the uniform distribution on [0, 1]
24 Let accept be the Boolean m < exp(f(x) − f(x∗))

25 if accept then x = x∗

26 return x
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Following Theorem 2, we use a representing function

θ(x, SIN(x)) + (x ≥ 1E-10 ? 0 : θ(x, 1E-50)). (22)

Two models of A(x) that XSat finds are 1.1E-8 and 9.5E-9.

Discussion. The example above illustrates that XSat is execution-based—XSat
executes the function (22) (so to minimize it) rather than analyzing the semantics
of the logic formula (21). While this feature allows XSat to handle floating-
point formulas that are difficult for traditional solvers, it also implies that XSat
may be affected by floating-point inaccuracy: Let R be the representing function
and x∗ be its minimal point. Imagine that R(x∗) > 0 but the calculating R(x∗)
incorrectly gives 0 due to a truncation error. Then, XSat reports sat for an
unsatisfiable formula. To overcome this issue, we test the original constraint to
confirm the satisfiability (Sect. 5.1). Also, we have designed XSat’s representing
function using θ to sense small perturbations when calculating R. In the literature
of search-based algorithms [28,30], fitness functions have been proposed based
on an absolute-value norm or Euclidean distance. They are valid representing
functions in the sense of R1–3, but may trigger floating-point inaccuracies.

5 Experiments

5.1 Implementation

As a proof-of-concept demonstration, we have implemented XSat as a research
prototype. Our implementation is written in Python and C. It is composed of
two building blocks.

(B1). The front-end uses Z3’s parser smt file API [8] to parse an SMT2-Lib file
to its syntax tree representation, which is then transformed to a representing
function following Lines 7–15 and Line 1 of Algorithm1. The transformed pro-
gram is compiled by Clang with optimization level -O2 and invoked via Python’s
C extension.

(B2). The back-end uses an implementation of a variant of MCMC, known as
Basinhopping, taken from the scipy.optimize library of Python [6]. This MCMC
tool has multiple options, including notably (1) the number of Monte-Carlo
iterations and (2) the local optimization algorithm. These options are used in
Algorithm 1 as the input parameters iter and LM respectively. In the experiment,
we set iter = 100 and LM = “Powell” (which refers to Powell’s algorithm [36]).
To ensure that XSat does not returns sat yet the formula is unsatisfiable, we
have used Z3’s front-end to check XSat’s calculated model.

The XSat solver does not yet support all floating-point operations that
are specified in the SMT-LIB 2 standard [37]. The floating-point operators
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currently supported by XSat mainly include the common arithmetic opera-
tions: fp.leq, fp.lt, fp.geq, fp.gt, fp.eq, fp.neg, fp.add, fp.mult, fp.sub and fp.div.
To extend XSat with other operators such as fp.min, fp.max, fp.abs and fp.sqrt,
etc. should be straightforward since they can be directly translated into arith-
metic expressions. XSat currently only accepts the rounding mode RNE (round
to nearest). Other rounding modes can be easily supported in the front-end
by setting appropriate floating-point flags in the C program. For example,
the rounding mode RTZ (round toward zero) can be realized by introducing
fesetround(FE_TOWARDZERO) in the representing function. The unsupported
features listed above do not occur in the tested floating-point benchmarks (see
below).

It is worth noting that, as mentioned in Sect. 4, XSat has the potential
to handle floating-point constraints beyond the current SMT2-LIB’s specifi-
cation, because interpreted functions, such as trigonometric functions or any
user-defined functions, can be readily implemented by translating them to their
corresponding C implementations. An illustrative example of dealing with the
sine function is given in Sect. 4.

5.2 Experimental Setup

Tested Floating-Point Benchmark.s. We have evaluated XSat over a set
of more than 200 benchmark SMT2 formulas. These benchmarks are proposed
by Griggio (a main contributor of MathSat.4) for SMT-COMP 2015. They are
accessible online [1]. To present our experimental results, we first divide Griggio’s
benchmarks into three parts:

(1) <=10K in file size: 131 SMT2 files
(2) 11K – 20K in size: 34 SMT2 files
(3) >20K in size: 49 SMT2 files

We have run XSat on all these benchmarks. This section presents our experi-
ments on (2). We include our experimental results on (1) and (3) in AppendicesA
and B.

Compared Floating-Point Solvers. We have compared XSat with MathSat,
Z3 and Coral, state-of-the-art solvers that are freely available online. MathSat
and Z3 competed in the QF FP (quantifier-free floating-point) track of the 2015
SMT Competition (SMT-COMP) [7]. The Coral solver was initially used in
symbolic execution. It uses a search based approach to solve path constraints [25].
Unlike MathSat or Z3, Coral does not directly support the SMT2 language.
Thus, we have transformed the benchmarks in the SMT2 language to the input
language of Coral [3].

4 Griggio initially used these benchmarks for comparing MathSat and Z3 [23].
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For each solver, we use its default setting for running the benchmarks. All
experiments were performed on a laptop with a 2.6 GHz Intel Core i7 and 16 GB
RAM running MacOS 10.10.

Evaluation Objectives. There are two specific evaluation objectives:

– Correctness testing : For each benchmark, we run all solvers and check the
consistency of their satisfiability results. MathSat’s result is used as the refer-
ence because the selected benchmarks are initially used and provided by the
MathSat developers.

– Efficiency testing : For each benchmark, we run all solvers with 48 h as the
timeout limit. The time is wall time measured by the standard Unix command
“time”.

5.3 Quantitative Results

This subsection presents the empirical evaluation results with respect to the
correctness and the efficiency of the solvers (Table 1).

Correctness. We sort the 34 benchmark programs by size in Table 1 (Col.
1-2), show each benchmark’s number of variables (Col. 3) and report its satis-
fiability result (Col. 4–7). As mentioned above, MathSat’s satisfiability results
(Col. 4) are used as the reference. It shows that Z3 provides consistent results
except for the benchmark sin.2.c.10, for which it times out after 48 h. Coral can-
not solve 15 of the benchmarks with the wrong results marked by a framed
box. For the benchmark sin2.c.10, Coral crashes due to an internal error
(java.lang.NullPointerException).5 Col. 7 shows the results of XSat, which is
100 % consistent compared with MathSat. We have summarized the correctness
ratio for each solver on the last row of the table: 100 % for Z3,6 54.6 % for Coral,7

and 100 % for XSat.

Efficiency. Table 1 also reports the time used by the solvers (the last four
columns). Both Z3 and Mathsat show large performance variances over different
benchmarks. Some of the benchmarks take very long time, such as sin.2.c.10
for MathSat, which takes 43438.34 s (¿ 12 h) or test v7 r7 vr5 c1 s19694 for Z3,
which takes 20862.74 s. On average, both MathSat and Z3 need more than 2,000 s
(shown in the last row of the table).8 By contrast, Coral and XSat (the last two
5 More precisely, our JVM reports errors at coral. util. visitors. adaptors. Typed-

VisitorAdaptor. visitSymBoolOperations (TypedVisitorAdaptor.java: 94). We are
unsure whether this is due to bugs in Coral or our misusing it.

6 The benchmark that Z3 times out on, sin2.c.10, is not included in calculating Z3’s
correctness.

7 The one that Coral crashes on, sin2.c.10, is not included when calculating Coral’s
correctness.

8 The one that Z3 times out on, sin2.c.10, is omitted in calculating Z3’s performance.
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Table 1. Comparison of MathSat, Z3, Coral and XSat on the SMT-Competition 2015
benchmarks proposed by Griggio, of file sizes 11K-20K.

Benchmark Satisfiability Time (seconds)

SMT2-LIB program size

(byte)

#var MathSat Z3 Coral XSat MathSat Z3 Coral XSat

div2.c.30 11430 32 sat sat unsat sat 131.73 14633.28 2.43 7.41

mult1.c.30 11478 33 sat sat unsat sat 293.28 14.55 1.37 0.80

div3.c.30 11497 33 sat sat unsat sat 139.30 212.68 1.37 0.76

div.c.30 11527 33 sat sat unsat sat 90.75 140.09 1.37 0.75

mult2.c.30 11567 34 sat sat unsat sat 358.77 12.87 1.39 0.77

test v7 r7 vr10 c1 s24535 14928 7 sat sat sat sat 35.27 85.56 0.78 0.77

test v5 r10 vr5 c1 s13195 15013 5 sat sat sat sat 160.30 260.32 0.54 0.76

div2.c.40 15060 42 sat sat unsat sat 419.57 6011.65 3.38 11.90

mult1.c.40 15088 43 sat sat unsat sat 726.95 31.88 1.57 0.83

test v7 r7 vr1 c1 s24449 15090 7 unsat unsat unsat unsat 359.42 669.88 1.34 3.93

div3.c.40 15117 43 sat sat sat sat 301.53 226.78 0.92 0.80

div.c.40 15157 43 sat sat unsat sat 290.41 375.42 1.57 0.79

mult2.c.40 15177 44 sat sat unsat sat 1680.93 30.03 1.59 0.77

test v7 r7 vr5 c1 s3582 15184 7 sat sat sat sat 101.78 78.10 0.55 0.83

test v7 r7 vr1 c1 s22845 15273 7 sat sat sat sat 138.76 2619.23 0.72 0.78

test v7 r7 vr5 c1 s19694 15275 7 sat sat sat sat 705.91 20862.74 0.64 0.86

test v7 r7 vr5 c1 s14675 15277 7 sat sat sat sat 66.90 227.70 0.53 0.76

test v7 r7 vr10 c1 s32506 15277 7 sat sat sat sat 291.32 1401.88 0.74 0.96

test v7 r7 vr10 c1 s10625 15277 7 sat sat sat sat 2971.82 1335.51 0.53 0.76

test v7 r7 vr1 c1 s4574 15279 7 sat sat sat sat 90.80 2381.56 0.80 0.77

test v5 r10 vr5 c1 s8690 15393 5 unsat unsat unsat unsat 264.36 563.48 1.37 1.58

test v5 r10 vr1 c1 s32538 15393 5 unsat unsat unsat unsat 38.88 153.65 1.35 2.22

test v5 r10 vr5 c1 s13679 15395 5 sat sat unsat sat 256.88 1748.58 1.36 0.76

test v5 r10 vr10 c1 s15708 15395 5 unsat unsat unsat unsat 3586.89 9099.97 1.35 1.89

test v5 r10 vr10 c1 s7608 15400 5 unsat unsat unsat unsat 2098.50 4941.08 1.36 1.89

test v5 r10 vr1 c1 s19145 15486 5 sat sat sat sat 125.61 190.75 0.88 0.76

test v5 r10 vr1 c1 s13516 15488 5 sat sat sat sat 107.16 89.15 0.89 0.76

test v5 r10 vr10 c1 s21502 15488 5 unsat unsat unsat unsat 1810.06 4174.55 1.35 2.00

sin2.c.10 17520 37 sat >48h crash sat 43438.34 timeout crash 26.64

div2.c.50 18755 52 sat sat unsat sat 972.07 1803.04 4.57 15.81

mult1.c.50 18757 53 sat sat unsat sat 2742.47 61.49 1.71 1.32

div3.c.50 18798 53 sat sat unsat sat 350.13 473.64 1.72 0.99

mult2.c.50 18848 54 sat sat unsat sat 2890.08 106.22 1.71 0.96

div.c.50 18849 53 sat sat unsat sat 464.64 554.38 1.70 0.97

SUMMARY - 100.0% 54.6% 100.0% 2014.75 2290.05 1.38 2.80

columns) perform significantly better than MathSat or Z3. Both can finish most
benchmarks within seconds. On average, Coral requires 1.38 s, which is less than
XSat (2.80 s). Note that Coral only obtains accurate satisfiability results on
54.6 % of the benchmarks.

Appendices A and B list our experimental results of XSat versus Z3 and
Mathsat on the rest of Griggio’s benchmarks. Similar to Table 1, the results
in Tables 2 and 3 show an important performance improvement of XSat over
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MathSat and Z3. Note that on five of the listed benchmarks, XSat reports unsat
while MathSat and Z3 report sat. We have recognized such incompleteness in
Lemma 2. Thus, although XSat has achieved significantly better results than the
other evaluated solvers, it is generally unable to prove unsat, while Z3 and
MathSat can. Therefore, XSat does not compete, but rather complements these
solvers.

6 Related Work

The study on floating-point theory is relatively sparse compared to other theo-
ries. Eager approaches encode floating-point constraints as propositional formu-
las [15,35], relying on a SAT solver as the backend; the lazy approaches, on the
other hand, use a propositional CDCL solver [24] to reason about the Boolean
structure and an ad-hoc floating-point procedures for theory reasoning. The
issues of these decision procedures are well-known: The eager approaches may
produce large propositional encoding, which can be a considerable time burden
for the worst-case exponential SAT solvers, while the lazy approaches may have
difficulties to deal with nontrivial numerical (e.g., non-linear) operations that are
frequent in real-world floating-point code. Although, we have seen active develop-
ment and enhancement for these solutions, such as the mixed abstractions [11],
theory-based heuristics [22], or the natural domain SMT [23], state-of-the-art
floating-point decision procedures still face performance challenges.

The idea of using numerical methods in program reasoning has been explored.
As an example, the SMT-solver dReal [20] combines numerical search with logical
techniques for solving problems that can be encoded as first-order logic formulas
over the real numbers. There is also a body of work on symbolic and numerical
methods [28,31,32] for test generation in scientific programs.

Perhaps the closely related work to XSat is the Coral solver [10,39]. It involves
mostly heuristic-based fitness functions integrated in symbolic execution [25],
which has been successfully integrated in Java Pathfinder [5]. However, to the
best of our knowledge, it has not seen much adoption. Compared to XSat, Coral
does not provide a precise and systematic solution for using mathematical opti-
mization in solving floating-point constraints.

7 Conclusion

We have introduced XSat, a floating-point satisfiability solver that is grounded
on the concept of representing functions. Given constraint π and program R
such that R1-3 hold, the theoretical guarantee of Theorem1 stipulates that the
problem of deciding π can be equivalently solved via minimizing R and checking
whether R(x∗) = 0 where x∗ is a global minimum point of R.
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The key challenge of such an approach lies in minimizing the representing
function R, which involves an unconstrained mathematical optimization problem.
While many MO problems are intractable, our sight is that carefully designed
representing functions can lead to MO problems efficiently solvable in practice.
We have implemented the XSat solver to empirically validate our theory. XSat
systematically transforms quantifier-free floating-point formulas into represent-
ing functions, and minimizes them via MCMC methods. We have compared XSat
with the state-of-the-art floating-point solvers, MathSat, Z3 and Coral. Evalu-
ated on benchmarks taken from the SMT-Competition 2015, XSat is shown to
significantly outperform these solvers.

Acknowledgments. We thank the anonymous reviewers for their useful comments on
earlier versions of this paper. Our special thanks go to Viktor Kuncak for his thoughtful
feedback. This work was supported in part by NSF Grant No. 1349528. The information
presented here does not necessarily reflect the position or the policy of the Government
and no official endorsement should be inferred.

A Experimental Results for Griggio’s Benchmarks
(<=10K)

Table 2 shows that XSat produces the same satisfiability as MathSat and Z3 on
nearly all benchmarks of file sizes <=10K. XSat does not support mul 03 03 1
(shown as unsupported in the table) because it currently does not handle NaN
involved in its formula. XSat reports unsat for sqrt.c.5 whereas MathSat
and Z3 report sat; this phenomenon also appears in Table 2 (which we have
explained at the end of Sect. 5). Regarding the performance, XSat significantly
outperforms both MathSat and Z3 in average: 2473.95 and 992.03 s for MathSat
and Z3 respectively, and 2.63 s for XSat.9

B Experimental Results for Griggio’s Benchmarks
(>20K)

Table 3 shows that XSat produces the same results as MathSat and Z3 for most
benchmarks of sizes > 20K where MathSat or Z3 does not timeout; Observe
that XSat reports unsat on four benchmarks (sqrt.c.10, sqrt.c.15,
sqrt.c.20 and sqrt.c.25) which are satisfiable according to Z3.

9 The benchmarks that Z3 or MathSat timeouts are not included when measuring
their mean times (the last row of Table 2).
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Table 2. Comparison of MathSat, Z3 and XSat. The table lists all 131 SMT2 files of
size <=10K in Griggio’s benchmarks. The timeout bound is 48 h.

Benchmark Satisfiability Time (seconds)

SMT2-LIB program size

(byte)

MathSat Z3 XSat MathSat Z3 XSat

test v5 r15 vr10 c1 s11127 492 sat sat sat 0.01 0.18 2.03

square 1182 unsat unsat unsat 0.49 0.17 2.52

e1 2.c 1361 sat sat sat 0.12 0.50 1.03

e1 1.c 1361 sat sat sat 0.11 0.52 0.55

e1.c 1587 sat sat sat 0.13 0.56 1.02

pow5 1622 unsat unsat unsat 107.76 564.23 2.06

e2a 3.c 1788 sat sat sat 0.11 0.34 1.01

div2.c.3 1821 sat sat sat 1.01 3.31 1.03

e2a 1.c 1884 sat sat sat 0.12 0.05 0.55

div3.c.3 1911 sat sat sat 1.48 2.78 1.01

div.c.3 1914 sat sat sat 0.77 2.50 1.01

mult1.c.3 1917 sat sat sat 0.16 0.56 1.03

e2a 2.c 1979 sat sat sat 0.12 0.32 1.02

mult2.c.3 2004 sat sat sat 0.24 0.63 1.02

sine.1.0.i 2502 sat sat sat 7.16 3.87 1.02

e3 2.c 2529 sat sat sat 2.57 2.72 1.02

e2 3.c 2540 sat sat sat 0.15 0.36 1.03

e2 1.c 2588 sat sat sat 0.74 2.23 1.03

f23 2607 sat sat sat 7.33 11.64 0.54

sine.8.0.i 2617 unsat unsat unsat 9.87 45.71 1.15

sine.7.0.i 2617 unsat unsat unsat 12.81 45.31 1.13

sine.6.0.i 2617 unsat unsat unsat 5.22 40.68 1.13

sine.5.0.i 2617 unsat unsat unsat 35.32 38.48 1.16

sine.4.0.i 2617 unsat unsat unsat 409.29 32.98 0.65

sine.3.0.i 2617 unsat unsat unsat 18.34 45.26 1.13

sine.2.0.i 2617 unsat unsat unsat 12.63 30.68 1.13

e2 2.c 2636 sat sat sat 0.11 0.36 0.65

e3 1.c 2692 sat sat sat 0.85 4.00 1.02

square.8.0.i 2817 unsat unsat unsat 8.12 17.86 1.13

square.7.0.i 2817 unsat unsat unsat 3.43 13.29 0.67

square.6.0.i 2817 unsat unsat unsat 3.50 23.61 1.13

square.5.0.i 2817 unsat unsat unsat 12.83 20.05 1.12

square.4.0.i 2817 unsat unsat unsat 3.41 19.09 0.65

square.3.0.i 2817 unsat unsat unsat 5.69 13.34 1.13

square.2.0.i 2817 unsat unsat unsat 3.88 30.35 1.13

square.1.0.i 2817 unsat unsat unsat 3.42 12.92 1.13

e2.c 3279 sat sat sat 0.83 2.28 0.65

newton.8.1.i 3461 sat sat sat 3.76 5.36 1.04

newton.5.1.i 3461 sat sat sat 24.12 14.87 1.03

newton.7.1.i 3552 sat sat sat 12.80 6.65 0.54

newton.6.1.i 3552 sat sat sat 12.79 8.32 1.03

newton.4.1.i 3552 sat sat sat 5.10 9.41 1.03

newton.3.1.i 3552 unsat unsat unsat 3460.87 458.06 1.25

newton.2.1.i 3552 unsat unsat unsat 12419.87 341.96 1.25

newton.1.1.i 3552 unsat unsat unsat 912.12 241.52 0.74

e3.c 4011 unsat unsat unsat 0.67 3.49 16.06

test v3 r3 vr5 c1 s26769 4103 sat sat sat 1.23 2.89 1.02

(Continued)
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Table 2. (Continued)

Benchmark Satisfiability Time (seconds)

SMT2-LIB program size

(byte)

MathSat Z3 XSat MathSat Z3 XSat

test v3 r3 vr5 c1 s16867 4103 sat sat sat 0.66 2.17 0.54

test v3 r3 vr5 c1 s16641 4103 sat sat sat 0.77 2.23 1.05

test v3 r3 vr1 c1 s6731 4103 unsat unsat unsat 4.46 10.94 2.69

test v3 r3 vr1 c1 s5578 4103 unsat unsat unsat 1.22 4.40 2.06

test v3 r3 vr1 c1 s10392 4103 sat sat sat 1.76 5.13 1.04

test v3 r3 vr10 c1 s29304 4103 sat sat sat 0.84 2.20 1.04

test v3 r3 vr10 c1 s24300 4103 sat sat sat 2.75 3.03 1.02

test v3 r3 vr10 c1 s14052 4103 sat sat sat 2.55 4.89 1.02

add 01 1 4 4118 unsat unsat unsat 54.09 39.66 2.26

add 01 1 3 4118 unsat unsat unsat 48.12 30.98 2.27

add 01 1 2 4118 unsat unsat unsat 34.99 22.37 2.29

add 01 1 1 4118 unsat unsat unsat 8.52 20.30 2.29

add 01 10 4 4118 unsat unsat unsat 48.78 24.67 2.25

add 01 10 3 4118 unsat unsat unsat 22.62 23.94 2.36

add 01 10 2 4118 unsat unsat unsat 9.14 14.52 2.30

add 01 10 1 4118 unsat unsat unsat 3.32 8.48 2.26

add 01 100 4 4118 unsat unsat unsat 35.53 25.66 2.17

add 01 100 3 4118 unsat unsat unsat 15.13 19.12 2.27

add 01 100 2 4118 unsat unsat unsat 3.65 8.31 2.26

add 01 100 1 4118 unsat unsat unsat 1.47 4.55 2.27

add 01 1000 4 4118 unsat unsat unsat 11.03 16.22 2.16

add 01 1000 3 4118 unsat unsat unsat 3.88 9.61 2.18

add 01 1000 2 4118 unsat unsat unsat 1.68 4.66 2.28

add 01 1000 1 4118 unsat unsat unsat 1.25 3.57 2.47

mul 03 3 1 4211 sat sat unsupported 20.01 7.52 unsupported

mul 03 30 4 4211 unsat unsat unsat 235.55 503.51 2.53

mul 03 30 1 4211 unsat unsat unsat 11.65 43.26 2.65

mul 03 3000 1 4211 timeout timeout unsat >48 h >48 h 2.48

mul 000003 30000 1 4211 timeout unsat unsat >48 h 16906.61 2.46

div2.c.10 4264 sat sat sat 65.87 21.25 1.13

mult1.c.10 4346 sat sat sat 12.70 3.40 1.02

div3.c.10 4347 sat sat sat 50.33 9.95 1.01

div.c.10 4357 sat sat sat 7.23 12.98 1.03

mult2.c.10 4433 sat sat sat 13.52 4.25 1.02

mul 03 30 7 4459 unsat unsat unsat 16.70 50.67 2.47

mul 03 30 6 4459 unsat unsat unsat 10.46 52.32 2.35

mul 03 30 5 4459 unsat unsat unsat 9.28 48.58 2.57

mul 03 30 3 4459 unsat unsat unsat 10.43 41.03 2.47

mul 03 30 2 4459 unsat unsat unsat 9.19 40.61 2.38

newton.8.2.i 5061 sat sat sat 7.18 10.42 1.05

newton.5.2.i 5061 unsat unsat unsat 72647.46 5486.77 0.54

sqrt.c.2 5070 sat sat sat 225.06 71.90 7.10

newton.7.2.i 5152 sat sat sat 81.02 20.90 1.06

newton.6.2.i 5152 sat sat sat 8.95 11.36 1.05

newton.4.2.i 5152 unsat unsat unsat 5488.06 4900.28 0.54

newton.3.2.i 5152 unsat unsat unsat 25240.14 3360.73 1.28

newton.2.2.i 5152 unsat unsat unsat 8889.74 3806.77 1.26

newton.1.2.i 5152 unsat unsat unsat 5681.05 4262.89 1.27

(Continued)
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Table 2. (Continued)

Benchmark Satisfiability Time (seconds)

SMT2-LIB program size

(byte)

MathSat Z3 XSat MathSat Z3 XSat

sin2.c.2 5242 sat sat sat 18.90 7.80 9.18

square and power inverse 6494 sat sat sat 0.01 0.01 0.84

newton.8.3.i 6669 sat sat sat 41.29 15.84 1.11

newton.5.3.i 6669 timeout unsat unsat >48 h 15519.38 1.41

newton.7.3.i 6762 sat sat sat 586.00 13.54 1.12

newton.6.3.i 6762 sat sat sat 135.75 307.57 0.55

newton.4.3.i 6762 unsat unsat unsat 63877.95 12611.50 1.32

newton.3.3.i 6762 unsat unsat unsat 51598.07 11232.12 1.32

newton.2.3.i 6762 timeout unsat unsat >48 h 17982.84 1.32

newton.1.3.i 6762 unsat unsat unsat 59252.23 13776.82 1.32

div2.c.20 7818 sat sat sat 127.18 50.76 7.29

mult1.c.20 7886 sat sat sat 98.25 4.32 1.04

div3.c.20 7895 sat sat sat 135.78 77.00 1.05

div.c.20 7915 sat sat sat 40.17 68.29 1.04

mult2.c.20 7975 sat sat sat 71.30 13.59 1.03

qurt.c.2 8332 unsat unsat unsat 48.25 16.43 15.64

test v3 r8 vr5 c1 s8257 8359 unsat unsat unsat 20.65 20.14 1.58

test v3 r8 vr5 c1 s10746 8361 unsat unsat unsat 31.51 38.80 2.38

test v3 r8 vr1 c1 s733 8448 unsat unsat unsat 22.77 21.76 2.19

test v3 r8 vr10 c1 s18214 8448 unsat unsat unsat 45.47 31.62 1.67

test v3 r8 vr1 c1 s23752 8450 unsat unsat unsat 11.97 5.64 2.20

test v3 r8 vr1 c1 s20372 8450 unsat unsat unsat 10.64 6.47 1.76

test v3 r8 vr10 c1 s5590 8450 sat sat sat 33.42 68.78 1.04

test v3 r8 vr5 c1 s1507 8452 unsat unsat unsat 18.78 19.66 1.66

test v3 r8 vr10 c1 s4660 8454 unsat unsat unsat 41.24 34.78 2.08

test v5 r5 vr1 c1 s14623 8628 sat sat sat 58.75 86.74 1.15

test v5 r5 vr1 c1 s16138 8715 sat sat sat 22.96 58.91 1.14

test v5 r5 vr10 c1 s7194 8715 sat sat sat 78.97 120.72 1.04

test v5 r5 vr10 c1 s5379 8717 sat sat sat 53.81 36.80 1.05

test v5 r5 vr5 c1 s9855 8721 sat sat sat 36.09 136.86 1.06

test v5 r5 vr5 c1 s2800 8721 sat sat sat 121.14 660.37 1.25

test v5 r5 vr1 c1 s15604 8721 sat sat sat 19.30 39.96 1.04

test v5 r5 vr10 c1 s5996 8721 sat sat sat 9.56 18.63 0.54

test v5 r5 vr5 c1 s24018 8723 sat sat sat 53.83 70.01 1.16

sin2.c.5 9817 sat sat sat 513.95 11640.31 81.31

sqrt.c.5 11235 sat sat unsat 362.19 2033.94 33.78

MEAN 2473.95 992.03 2.63



XSat: A Fast Floating-Point Satisfiability Solver 207

Table 3. Comparison of MathSat, Z3 and XSat. The table lists all 49 SMT2 files of
size >20K in Griggio’s benchmarks. The timeout bound is 600 s.

Benchmark Time (seconds) Satisfiability

SMT2-LIB program size (byte) MathSat Z3 XSat MathSat Z3 XSat

sqrt.c.10 21694 510.21 >600s 25.39 sat timeout unsat

test v5 r15 vr5 c1 s8246 21786 >600s >600s 5.43 timeout timeout unsat

test v5 r15 vr1 c1 s26845 21806 205.72 >600s 4.25 unsat timeout unsat

test v5 r15 vr10 c1 s25268 21811 >600s >600s 4.16 timeout timeout unsat

test v5 r15 vr5 c1 s26657 22065 1516.29 >600s 4.40 unsat timeout unsat

test v5 r15 vr5 c1 s23844 22067 >600s >600s 4.97 timeout timeout unsat

test v5 r15 vr1 c1 s8236 22067 88.61 >600s 4.12 unsat timeout unsat

test v5 r15 vr1 c1 s32559 22067 177.08 154.21 4.68 unsat unsat unsat

test v5 r15 vr10 c1 s14516 22245 >600s >600s 3.95 timeout timeout unsat

qurt.c.5 23164 30.09 180.65 16.87 unsat unsat unsat

test v7 r12 vr5 c1 s29826 23733 6742.22 >600s 1.65 sat timeout sat

test v7 r12 vr10 c1 s15994 23825 >600s >600s 1.44 timeout timeout sat

test v7 r12 vr10 c1 s30410 24063 >600s >600s 7.26 timeout timeout sat

test v7 r12 vr5 c1 s14336 24247 301.37 >600s 2.21 sat timeout sat

test v7 r12 vr5 c1 s8938 24248 57.62 536.56 1.93 sat sat sat

test v7 r12 vr1 c1 s10576 24267 >600s >600s 9.48 timeout timeout unsat

test v7 r12 vr1 c1 s22787 24338 >600s >600s 6.81 timeout timeout unsat

test v7 r12 vr10 c1 s18160 24430 >600s >600s 7.42 timeout timeout unsat

test v7 r12 vr1 c1 s703 24434 >600s >600s 8.99 timeout timeout unsat

sin2.c.15 25228 >600s >600s 214.19 timeout timeout sat

gaussian.c.25 29880 >600s 489.56 89.84 timeout sat sat

sqrt.c.15 32189 484.49 >600s 35.82 sat timeout unsat

test v7 r17 vr5 c1 s2807 32704 >600s >600s 7.81 timeout timeout unsat

test v7 r17 vr1 c1 s30331 32869 >600s >600s 9.13 timeout timeout unsat

test v7 r17 vr5 c1 s25451 32957 >600s >600s 7.95 timeout timeout unsat

sin2.c.20 33009 >600s >600s 226.16 timeout timeout sat

test v7 r17 vr10 c1 s8773 33144 >600s >600s 7.55 timeout timeout sat

test v7 r17 vr5 c1 s4772 33215 >600s >600s 7.91 timeout timeout unsat

test v7 r17 vr1 c1 s24331 33219 >600s >600s 9.50 timeout timeout unsat

test v7 r17 vr1 c1 s23882 33219 >600s >600s 2.58 timeout timeout sat

test v7 r17 vr10 c1 s3680 33328 >600s >600s 6.90 timeout timeout unsat

test v7 r17 vr10 c1 s18654 33403 >600s >600s 2.39 timeout timeout sat

sin.c.25 40529 >600s >600s 372.76 timeout timeout sat

sin2.c.25 40740 >600s >600s >600s timeout timeout timeout

sqrt.c.25 46801 147.34 >600s 131.43 sat timeout unsat

sqrt.c.20 46801 151.93 >600s 153.13 sat timeout unsat

qurt.c.10 47941 33.34 490.03 55.50 unsat unsat unsat

qurt.c.15 73120 35.16 1.50 134.12 unsat unsat unsat

gaussian.c.75 89683 >600s >600s >600s timeout timeout timeout

qurt.c.25 93119 51.39 >600s 194.27 unsat timeout unsat

qurt.c.20 93119 58.78 >600s 190.35 unsat timeout unsat

sin2.c.75 119783 >600s >600s >600s timeout timeout timeout

sin.c.75 119787 >600s >600s >600s timeout timeout timeout

gaussian.c.125 150785 >600s >600s >600s timeout timeout timeout

sin2.c.125 200496 >600s >600s >600s timeout timeout timeout

sin.c.125 200496 >600s >600s >600s timeout timeout timeout

gaussian.c.175 210704 >600s >600s >600s timeout timeout timeout

sin2.c.175 280955 >600s >600s >600s timeout timeout timeout

sin.c.175 280977 >600s >600s >600s timeout timeout timeout
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