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Abstract. Real-Time State Assessment (RTSA) is the act of continuously moni‐
toring an individual in order to estimate the human’s current state. Examples of
real time state assessment include estimating workload, fatigue, stress, and atten‐
tion from physiological measures such as Electroencephalogram (EEG) or eye-
tracking inputs. When estimated in real-time, the state of the human can aid
dynamic task allocation systems in determining when to intervene and what
course of action should be taken to mitigate potential problems or to improve
system performance. In this paper we provide an introduction to the field of RTSA
study, including an overview of modeling techniques and assessment methods.
RTSA’s challenges are discussed, and recent work in the area is reviewed.
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1 Introduction

Real-Time State Assessment (RTSA) is the act of continuously estimating a human’s
current state while the individual is performing activities. There are many attributes
which comprise the human’s state, but the attributes which are important for state-based
estimation will vary depending on the activity the human is performing. For example,
some tasks require mental activity. For such tasks, mental workload is the state, and it
is comprised of two attributes: an individual’s cognitive capacity and the mental
demands of the task. Most human state attributes are not directly measurable. Because
attributes are not directly measurable, they must be estimated, using inference or
modeling techniques to derive the attributes from other measurable characteristics such
as task performance, or physiologically-sensed brain and body activity. Throughout the
rest of this paper, human state and state attributes that comprise a state will be used
interchangeably.

1.1 Facets of RTSA

RTSA is characterized by several themes:

• State Assessment: determining what the operator is experiencing. Operator states are
a level of abstraction higher than direct measurements like heart rate.

• Non-invasive Sensing: the act of measuring and collecting quantitative data with
minimal disruption to the operator’s ability to accomplish the task.
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• Model-Based: (complex) computational models are used to transform sensed-data to
state estimates. These models are mathematical rather than associative. They may be
closed-form or simulation-based.

• Real-Time: the state estimation is accomplished continuously, and with minimal
latency between sensing and state estimation.

Some example operator state attributes include experienced workload or workload
categorization, stress, fatigue, and attention.

1.2 Motivation

Operator real-time state assessment provides several opportunities that would otherwise
be inaccessible, such as dynamic task allocation, computer augmentation, and adjustable
autonomy.

Task allocation is the act of determining which tasks to load on which processing
units. In the context of human-machine teams, the system could use information about
the environment, task, and operator state in order to determine which entity (human or
machine) to assign a task to. Optimal task allocation is a computationally complex
process, even when all of the tasks and available task-doers are known a priori. When
tasks are arriving throughout an event, or actions create new tasks, allocation becomes
even more challenging. Dynamic task allocation is, perhaps, the most challenging
because it could entail reallocating tasks or portions of tasks before completion. Aware‐
ness of operator state can help filter the available options for task (re)assignment, and
can enable the allocator to know when a human may need help completing a task. A key
facet of the dynamic task allocation decision is knowledge of the human operator’s level
of workload, and thus remaining available capacity.

Computer assistance can also be improved with information about the operator’s
state. Without knowledge of operator state, the human may be provided with computer
assistance when they don’t need it, or they mail fail to receive it when it would be
beneficial. With knowledge of operator state, computers can determine the need for and
type of assistance to provide for the operator.

2 Selecting and Fitting Computational Models

One of the characteristics of RTSA is its use of computational models. Computational
models use logic and formulas to accept inputs and parameters and produce outputs.
These inputs and outputs are jointly referred to as observed data. The parameters are
components of the model which are used to tune the model to make it fit the observed
data well.

Computational models differ from other types of social-science models such as
concept (box-and-arrow) models, flow charts, or process diagrams which often only
describe interrelationships or flow, but cannot be used to make numerical or categorical
estimations – a requirement for operator state assessment. Computational models have
clearly defined inputs and output which may be categorical, interval, or cardinal.
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Additionally, computational models may be deterministic or stochastic, as well as
closed-form or iterative. Given a fixed set of input values, deterministic models produce
the same output every time, while stochastic models may have variance in their output.
Closed-form models use mathematical formulas which produce an answer directly from
the inputs. Iterative models may search, or attempt to converge on an output value which
maximizes some mathematical formula. Often, iterative models provide approximate
solutions.

Another facet of building computational models is to fit the model to the phenomenon
it is modeling. Many types of models have parameters (coefficients, constraints, thresh‐
olds) by which the model can be tuned to fit the data. There are two general philosophies
to model fitting: (1) learn relationships from the data, or (2) adjust the parameters of a
pre-defined relationship to best fit the data.

Supervised machine learning (also known as statistical machine learning) is the term
describing training models to learn relationships directly from data. First, a machine
learning model type such as a linear regression, random forest, support vector machine,
or neural network is selected, based on properties of the domain being modeled. Next,
a dataset of desired model inputs and outputs is partitioned into a training set and a
testing set. During training, the model-fitting algorithm tunes the internals of the model
to minimize error on the predicted variable. The test dataset is input into the model to
measure performance and quality of fit – this enables determination of whether the model
can perform its intended function in determining operator state. A desirable property of
the machine learning approach is that one doesn’t have to know the inner properties of
a process in order to use the approach – thus it is good for working with operator state
assessment aspects for which there has been little theoretical work accomplished. For
more details on supervised machine learning, see James [1].

An alternate approach attempts to fit parameters of pre-defined theory-inspired
models to the desired data. These models have a-priori well defined sets of relationships
between inputs and outputs and the fitting process usually focuses on optimal parameter
search. One well-known method of parameterization is Maximum Likelihood Estima‐
tion - to choose the set of parameters which maximizes the likelihood that the observed
data came from the model with that set of parameters. A desirable feature of this
approach is that the models are more robust to data noise than machine learning models.

3 Using Computational Models

Two key reasons to use computational models in real-time state assessment are to (1)
estimate an aspect of the operator’s state, and (2) to determine the characteristics of the
situation which affect the dynamics of the operator’s state. The first reason is often
referred to as estimation, and the second reason is known as inference.

3.1 Estimation

Estimation is determining the operator state from evidence, often from physiological
measurements or behavior in the task environment. In machine learning models, the
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observed physiological measurements are input into a trained model, and the model
outputs a nominal class or a numerical value representing the state characteristic of
interest. Example inputs include using electroencephalography (EEG) or electrocardio‐
gram (ECG) data to predict alertness & drowsiness [2–5], or operator stress and work‐
load [6–9]. Cognitive models can also be used to estimate operator state [10].

Estimation can be used in three ways, depending on whether the researcher desires
to use past, present, or future model-generated estimations. Estimations of past events
can be used to develop explanations for what occurred in a previous operator situation.
Past estimations can also provide a comparison for calibration of either the model or the
task environment or both. Perhaps the most common use of estimation is for controlling
some aspect of the task in the present. For example, suppose that a model using EEG as
input had estimated that workload was increasing for the operator. Then a system that
controls the level of autonomy could automatically increase the assistance provided to
the operator [11, 12]. Future estimates – known as predictions – can also be used for
system design purposes [13].

3.2 Inference

When working with models, inference is determining how changes in the input features
impact the output [1]. For example, suppose that for a specific operator task, researchers
collected EEG data for a set of numerical workload levels. If the researchers fit a machine
learning model which accepted EEG data as input and produced a numerical value for
workload as output, they could use it to explore the relationship between these variables.
By exploring how variance in the input values affect the numerical output, the
researchers could determine which EEG frequency bands, or combinations of bands, are
associated with increased or decreased workload. In this way, the researchers could
develop and test hypotheses regarding which portions of the brain and which types of
neural activities were occurring during various levels of workload.

3.3 Considerations for Continuous and Time Series Evaluation

In the previous sections, the primary focus of real-time state assessment has been to
model the relationship between physiologically-sensed information and some state
characteristic of the human operator. The techniques presented so far presume inde‐
pendence of samples over time. In independent-samples models, the current state is
independent of previous states. However, it is likely that physiological states are not
independent of previous states. Thus, additional modeling methods such as Bayesian
cognitive modeling should be considered. Bayesian techniques allow for the represen‐
tation of the prior state which is updated with new evidence using Bayes’ Law, providing
support for dynamic models which consider prior states. An example Bayesian technique
for dynamic modeling of state transitions over time is the Hidden Markov Model (HMM)
[14]. For example, Fan and Yen [15] use HMMs to model human cognitive loads in
members of a team. Each model tracks a team member (partner) and attempts to “predict
its human partner’s instantaneous cognitive load status” over time. Unfortunately, due

314 B.J. Borghetti and C.F. Rusnock



to their additional complexity and required parameters, HMMs generally require more
data than their stateless counterparts.

4 Assessing Computational Models

When developing models, one of the most important activities is to determine their
readiness for their intended use. In this section we address quantitative measurement of
the performance of models during estimation. We focus on the two main types of models:
those that output real-valued numerical estimations and those that estimate one of a set
of nominal categories.

For real-valued numerical estimations, there are several measures of assessment,
including R-squared and its derivatives, as well as Root Mean Squared Error (RMSE).
Nominal category estimation accuracy can be evaluated using confusion matrices and
classification accuracy. For two-class estimations, additional assessment techniques
include specificity (also known as false positive rate) and sensitivity (also known as true
positive rate). Related assessments such as precision and recall can be presented in a
single value, the F1-score, to allow quick comparisons between models. When a model
can be tuned through various combinations of true positive rate and false positive rate,
another technique available is to generate a Receiver Operator Characteristic curve as
well as its associated Area Under the Curve (AUC).

Before discussing each of these performance measures in more detail we must first
illuminate an important rule for evaluation. When quantifying model performance
ensure that the data used to evaluate the quality of the model was never used to build or
tune the model. This is important because if data is used to fit a model, the model will
often fit too well, actually encoding the idiosyncrasies of the data used to fit it, thus
providing an overestimate of actual quality of the model fit. This phenomenon is called
overfitting, and can lead to models which will not perform well when operating on
previously unseen input data. Thus it is important that when evaluating the performance
of a model, to hold out a set of data solely for evaluation.

4.1 R-Squared

R-squared is a simple measure of the amount of variance explained by the model as
depicted in Eq. 1.

1 −
RSS

TSS
(1)

RSS is the residual sum of squared errors (the sum of squared errors that reside between
the true values and the values the model estimates) and TSS is the total sum of squared
errors (the sum of squared differences between the true values and the mean of the true
values). R-squared resides between 0 and 1 with values closer to one representing models
that better explain the relationship between input and output, and values closer to 0
representing little of the relationship.
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4.2 Root Mean Squared Error

Root Mean Squared Error (RMSE) is the square root of the sum of the error terms on
the test-set predictions, as depicted in Eq. 2.

√∑
n
(yi − ŷi) (2)

One of the benefits of RMSE is that it provides an estimate of average numerical error
of estimation in the same units as the original estimates.

4.3 Confusion Matrices and Classification Accuracy

When a model produces an estimate of the nominal category membership to which an
observation belongs, a different measure of the quality of estimation is required. Confu‐
sion matrices provide a complete numerical categorization of the estimated and actual
classes an observation belongs to. A confusion matrix lists the estimated category in
rows and the true category in columns – as shown in (Table 1). At the intersection of a
row and column is the number of observations in the estimated category for that row
that are actually categorized for that column. Since the labeling of the rows and columns
is identical, the quantity of counts along the top-left-to-bottom-right diagonal of the
matrix represents correct estimations, and the quantities off of this diagonal represent
errors. In this example there are 36 correct estimations and 18 incorrect estimations. In
this example, we also see that while there were equal numbers of each category, the
model estimated more of the members as category A than any of the other categories.
Because it provides detailed information about how each type of category was classified,
a confusion matrix can help diagnose particular problems with model biases.

Table 1. Example confusion matrix

True Category
A B C Total

E
st

im
at

ed
C

at
eg

or
y

A 15 3 5 23
B 1 12 4 17
C 2 3 9 14
Total 18 18 18 54

Classification accuracy can be quickly computed from the confusion matrix: it is the
sum of the quantities on the diagonal divided by the total number of observations. In the
example, there are 36 correctly classified observations out of 54 total observations,
achieving 66.7 % accuracy.
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4.4 Specificity, Sensitivity, Precision and F1-Score

When working with two-category classification models, one can compute additional
measures of model performance. Often, these categories are referred to as positive and
negative. In medical parlance, the positive category is generally the abnormal category,
(disease) and the negative category is the normal category (normal health). If one of the
classes is considered positive (operator experiencing abnormal workload) and the other
negative (operator experiencing normal workload), then the sensitivity (true positive
rate; recall), and specificity (false positive rate; type-1 error), true negative rate and false
negative rate can be computed. Sensitivity (correctly categorized positives divided by
total actual positives) describes the rate at which the undesired condition is correctly
identified, while Specificity (false positives divided by total actual negatives) describes
the rate at which the normal category is falsely categorized as abnormal. Precision (true
positives divided by predicted positives) characterizes the ability of the model to esti‐
mate positives correctly. Precision and recall (sensitivity) are independent, but a partic‐
ular pair of precision and recall values can be converted into a single numerical value
for comparison with other models: the F1-score, as shown in Eq. 3.

F1 = 2 ⋅

(
precision ⋅ recall

precision + recall

)
. (3)

4.5 Receiver Operator Characteristic Curves

Often, models have tunable parameters, enabling them to set priorities for more positives
to be correctly estimated at the expense of incorrectly categorizing negatives as posi‐
tives. By sweeping the tunable parameters over their range, a set of characteristic data
point tuples (true positive rate, false positive rate) can be collected – one for each setting.
If these data points are assembled in a single plot such that the false positive rate (FPR)
value is on the x-axis and the true positive rate (TPR) is on the y-axis, the result is a
Receiver Operator Characteristic (ROC) curve. An optimal model is one in which the
TPR is 100 % without any false positives. This model would have an elbow-shaped ROC
which runs from (0,0) to (0,1) to (1,1). Assuming an equal number of positives and
negatives, a model which was no-better than a random guess would have a ROC which
coincides with the diagonal line from (0,0) to (1,1). Most model qualities are somewhere
between these two extremes; most ROCs for such models lie between these two curves.
Once a ROC curve is generated for a model, the area under the curve (AUC) can be
computed. A perfect model will have an AUC of 1 while a random model will have an
AUC of 0.5. Most models will have AUCs residing between 0.5 and 1, and these allow
models to be quickly compared. Figure 1 shows an example ROC curve, as well as the
point with the best F1 score and the point with the best accuracy.

These assessment techniques and characteristics provide a brief introduction to the
field of assessing human state assessment models. For more assessment techniques, see
James et al. [1].
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5 Challenges for RTSA

Real-time state assessment is marked by a number of challenges. Some challenges stem
from the nature of the domain: trying to characterize the internal state of a human oper‐
ator from external observations. Other challenges are caused by the dynamic situations
that unfold in real operations. Still other challenges are caused when trying to generalize
research for use in situations where individual differences between subjects are
unknown.

Because the research task involves humans, developing and testing RTSA models
is potentially more arduous than developing and testing components or software.
Perhaps the largest resource expenditure for human research will be time. When
executing a task, if the researcher desires to understand the relationship between phys‐
iologically-sensed data and human state, the researcher must first train the human on the
task until the human achieves steady state, thus entailing costly training time.
Conversely, if the researcher is looking to explore how human’s state changes as the
human is learning a task, the researcher only has one opportunity per individual to
measure the learning-induced state. One opportunity per person means many people
may be required to achieve the desired effect size.

If the researcher wishes to explore human response to rare anomalous events in the
context of normal, frequent events, the researcher needs to make those events be truly
rare and believably infrequent – requiring extra time in the experiment where humans
are exposed to a large number of normal events. Exploring human operator response to
automation has a similar problem in requiring lengthy human trials. Because automation
generally provides a dynamic response to the human behavior in the experiment, there
could be many sequences of interaction which need to be explored.

When trying to generalize research findings, individual differences, task differences,
and the research environment play a role. Individual differences may require models be
tuned individually for each person: models which make excellent state estimates on one
person may not work well on others. Ideally researchers would like to find invariant

Fig. 1. Receiver operator characteristic curve for high/low workload classification (Area under
curve = 0.87) [7]

318 B.J. Borghetti and C.F. Rusnock



relationships which hold true in many situations - such as relationships between brain
signals and operator overload. However, if the tasks are different enough, at some point,
the relationship is likely to not hold. Smith et al., studies cross-task and cross-subject
applicability, presenting a deeper exploration in [9]. Furthermore, if the original research
was accomplished in one setting (such as a lab), the operator may not experience state
transitions in the same way in a different setting (such as an aircraft cockpit). Stressors
in the new environment which were not present in the research environment could easily
change the relationship and cause the model to estimate state poorly.

6 Examples from the Community

Groundbreaking research to tackle these challenges continues. Hsu and Jung address the
challenge of brain nonstationarity during a sustained attention driving task [16]. They
propose a novel nonstationarity index (NSI) to evaluate these changes. Derived using
independent component analysis (ICA) on EEG data, NSI indicates deviations in brain
states over time. Their NSI shows significant differences between early (alert) phases
of driving, and later (reduced-alertness) phases in the sustained attention task, finding
that higher NSI values were associated with longer reaction time. Because NSI compu‐
tation is relatively lightweight and is online-capable, NSI can be used as an indicator of
alertness in real-time.

In another study, Du and Kim use eye tracking metrics to estimate performance on
a human-in-the-loop tracking task [17]. Their task environment required participants to
defend a ship which was potentially being attacked from the air. The subject’s role was
to identify unknown air tracks as type of aircraft and whether the aircraft was friendly
or hostile: their performance was scored based on accuracy of their identification. Addi‐
tionally, to capture their experienced workload difficulty, subjects were given a NASA-
TLX workload survey [18] at the end of each trial. Subjects were broken into three
groups based on their accuracy in the task (high, medium, low) and their eye-tracking
metrics evaluated. While the average eye-tracking fixation times did not appear to be
correlated with performance, human performance was statistically significantly inver‐
sely related to experienced workload, mirroring the findings of many other studies.

As discussed in the section on challenges to RTSA, individual differences make
defining a single generalizable model which makes good state estimations across many
individuals difficult. Yet separate individual-tuned models are often time-and-resource-
intensive to parameterize. To address these difficulties, Blaha et al., explore a novel
paradigm for updating computational cognitive model parameters in real-time using
measures of human performance in a fatigue-sensitive psychomotor vigilance task
(PVT) [19]. During the task, subjects are asked to respond by keystroke as quickly as
possible after an on-screen cue is presented. Response time is gathered as the subject
experiences fatigue (indicated by longer response times and false starts). An Adaptive
Control of Thought-Rational (ACT-R) cognitive model is developed to model the
behavior of the subject under fatigue: parameters are fit using maximum likelihood esti‐
mate (MLE) which adjusts the parameters until the probability of the subject data given
the model is maximized. To minimize computation time, a pre-computed distributed
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lookup table (PDLT) is used to encode model output from a 4-parameter model. Using
this lookup table is the key which enables real-time operation – a lookup in the table
requires little more than a second, while parameter estimation implemented on the same
hardware would take 20–40 min – a speed improvement of at least 600×. Another benefit
of the lookup table is that the lookup time is invariant to the time required to estimate
the parameters through simulation – which is important if the researcher wishes to
employ more complex models in real-time.

7 Recommendations

While some progress has been made in real-time state assessment, more remains before
the research is ready for ubiquitous use. Our recommended areas of improvement
include: (1) improving sensed-data quality; (2) employ stateful model representations;
(3) create human-readable state visualizations; (4) combine human state and environ‐
ment state assessment.

Sensed data, especially physiologically-collected data such as EEG signals, are prone
to artifacts. Some physical artifacts caused by muscle movements have mature removal
techniques [20–22], but there are also cognitive artifacts which occur when the indi‐
vidual is performing other mental activities beyond the task at hand. Removing cognitive
artifacts may require alternative approaches such as difference analysis with cognitive
models.

As discussed in Sect. 3.3, stateful models which keep track of the change in state
over time may be better suited for modeling operator state than those which assume that
the human state at each moment in time is independent from previous and future
moments.

While much research focuses on using state estimates for machine decisionmaking
(e.g. dynamic task allocation; adaptive automation), human readable state representa‐
tions have largely been ignored. Ad-hoc output representations are used largely for
debugging and model-tuning processes. If common visual interface elements were
available for state representation and expression, not only would these activities become
easier, but so would the role of a team supervisor who could make informed decisions
which consider the state of his workforce.

Human state assessment is certainly important, yet it is only part of the picture of an
integrated human-machine team. Combining human state information with machine and
environment state can yield a better overall picture of the team’s condition. Armed with
a better picture of the overall situation, decisionmaking entities should be able to make
decisions which improve overall team performance.

Acknowledgements. The views in this article are those of the authors and do not necessarily
reflect the official policy or position of the Department of the Air Force, Department of Defense
nor the U.S. Government.
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