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Abstract. Cloud platforms are important and current topics of research
interest and OpenStack is one of the most well known and most used of
them. As more companies start to use it to create and manage their vir-
tual machines, virtual subnets, and virtual networks, security and firewall
usage gets more and more attention, since OpenStack has a Firewall as a
Service (FWaaS) module which allows packet filtering on virtual routers
that connect the subnets. When dealing with enormous firewall rulesets,
one cannot find the possible error risks in it on the spot. Our prototype
can help the administrator to better understand the rules, by getting
data via OpenStack’s API and run queries on it offline, without sending
any packets. By using our tool, the administrator can get a human read-
able answer for questions similar to what type of packets can reach a
particular network from another, which can help him to understand the
rulesets, and to find holes, or loops in the firewall configuration, which
can cause security leaks.

1 Introduction

Cloud platforms are important and current topics of research interest nowadays.
Many companies started to use public, or private clouds because of the advan-
tageous characteristics of cloud computing:

– Agility, meaning that it is easier to re-provision the infrastructure,
– Cost reduction, which depends on the activity,
– Location independence, meaning that the infrastructure is off-site, usually

provided by a third party, and accessed through the Internet,
– Easier to maintain,
– Multitenancy, which enables sharing the resources and cost between multiple

users,
– Reliability, by multiple redundant sites,
– Scalability.

As more companies start to use it to create and manage their virtual
machines, and virtual networks, security and firewall usage gets more and more
attention. Large virtual networks containing many virtual machines are not
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uncommon, and if more resources are needed, the structure can be more com-
plicated. When huge amount of resources are managed, firewalls come into the
picture for controlling packet flow, and for their configuration, rules, and rulesets
are needed to achieve this. In the case of enormous networks, the understanding,
and reconfiguring of the rulsets are a challenging task for the administrator, or
maintainer of the firewalls. Furthermore, because of the complex structure, there
can be holes, or loops in the rulesets, which can cause security leaks, and are
not easy to find.

In Sect. 2 OpenStack, its main components, and its Firewall as a Service
(FWaaS), which is packet filtering firewall, and uses the firewall rulesets are
introduced. Section 3 summarizes our motivation for the creation of the firewall
rule analyser tool, and in Sect. 4 we analyse related articles. Section 5 presents
the used model, especially the router-subnet graph, and the method, we simulate
the packet sending for discovering where the packets are allowed to travel in the
network, and in Sect. 6 we discuss the questions of the implementation of the
tool, and present some limitations of it in Subsection 6.1. We show our results in
Sect. 7, and present our plans related the future of the tool in Sect. 8. In Sect. 9
we summarize our work.

2 OpenStack and FWaaS

OpenStack is an open source software to create and control private and public
clouds. Their community grows every day, and many large company uses it.
There are complete Operating System built for OpenStack by e.g. RedHat, or
Canonical. OpenStack is now at version Liberty, and is developed further.

OpenStack is capable of creating, and managing virtual machines, and virtual
subnets, organizing them into virtual networks. There are many components in
OpenStack, each for different services. The most important are the following [5]

– OpenStack Compute (Nova), which is responsible for the creation, and man-
agement of virtual servers, and provisioning.

– Block Storage (Cinder) is providing persistent block storage for the running
devices.

– Object Storage (Swift) stores, and retrieves unstructured data objects through
HTTP based API.

– OpenStack Networking (Neutron) is an API driven, pluggable system, that
scales well, and manages the networks. It is responsible for IP addresses of
the machines, management of firewalls, load balancers, etc.

– Identity Service (Keystone), which is responsible for authentication of the
users.

– OpenStack Image Service (Glance) manages the virtual machine images.
– OpenStack Telemetry Service (Ceilometer) is the monitoring component.
– Dashboard (Horizon) is a web-based portal, which is used to interact with

OpenStack.
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In our case, the most interesting part is networking. Virtual machines can be
organized into virtual subnets, which can form virtual networks. Between net-
works routers act as gateways, connecting one to another. While routers are useful
as gateways, on every one of them a single packet filtering firewall instance can be
run. This service is called Firewall as a Service (FWaaS). Packet filtering firewalls
operate mostly in the network layer [4], with some information from the transport
layer. They investigate the protocol, source, and destination of every packet that
crosses them, and make a decision whether the packet is allowed to pass, or is to be
dropped. They are not stateful, and they do not look inside the packets for further
investigation. Packet filtering firewalls use rules, in the form of

– protocol,
– action, meaning the packet filtering decision,
– source and destination IP address or subnet,
– source and destination port or port range.

From these parameters protocol and action must be specified, the others are
optional, in which case the default value is any (meaning any IP address, or
any port). Firewall rules are grouped into rulesets, in which the order of the
rules is very important, since the most packet filters use the first matching rule
method, when the rules are being evaluated. It means the first matching rule
will be applied to the packet, while the rest will be ignored.

OpenStack can use various firewall software via drivers, and all of them can
be managed by the same API or the dashboard. For this, OpenStack FWaaS
have a generalized structure for firewall rules, rulesets, etc., from which the
drivers generate configuration files for the different firewalls. The generalized
information can be gathered from OpenStack via the Networking API.

3 Motivation

OpenStack Network API can be used to obtain generalized information about
the network topology, and the firewall rulesets, regardless the implementation of
the firewall functionality. This kind of study was not done before, and it offers
a generic solution for many different firewalls, which have drivers in OpenStack.

In this case the users are system administrators, whose task is to maintain the
network, and the firewall rulesets in it. When large number of virtual networks,
and hosts are managed in OpenStack, many rules are needed in packet filtering,
which are not easy to understand. The users are in need of tools, that help them
in the interpretation of the topology and the rules, to identify security leaks in
the network and find conflicts in the rulesets.

For administrators it is very important that firewall rule analysis should not
bother the every day functionality. For this, offline analysis is performed, where
no actual sending is needed, after the network topology, and the firewall rulesets
are present, no additional traffic is generated in the network.
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4 Related Work

In [1], Mayer et al. presented an offline firewall analyser prototype and a tool,
Firewall Analyzer (FA). Their query engine accepts the description of the net-
work topology in a subset of Firmato’s MDL language [7], which later they
automated to create. The network topology was modeled based on the gateway-
zone graph concept. To understand the basics, consider the structure of the
model. In this, the network is partitioned into zones, which are connected by
gateways. Each gateway has an interface for each adjacent zone, and packets
leaving the zones can be filtered by the gateways on the corresponding interface.
The gateway-zone graph is a bi-partite graph H = ((G ∪ Z), I). The vertices
consist of the set of gateways, and the set of zones, while the set of interfaces I
forms the edges. The graph contains an edge from g ∈ G to z ∈ Z, if g has an
interface, for which z is an adjacent zone.

For understanding the firewall’s ruleset they used the configuration file syntax
of LMF, and in FA they added support for Check Point and Cisco firewalls.
After understanding the network topology and the firewall’s ruleset, they built
a gateway-zone graph on which the queries can be performed. A flooding-like
method was used for the discovering of the allowed paths offline. As the result
of this process, large queries could be evaluated to see what kind of traffic is
allowed to go from the source to the destination.

While their tool supports large queries, e.g. from any source to any desti-
nation using any service, it cannot support all the firewalls, furthermore, the
building mechanism of the gateway-zone graph, with the manual parts in it can
be tiresome. In contrast of these, OpenStack’s firewall ruleset language is gen-
eralized, and started to be widely used by many vendors, who created drivers
for their own software. In the case of the building of the model OpenStack’s
Network API offers a generalized output for the topology, too, so it is easy to
be obtained.

Margrave, another firewall analysis tool is presented in [2]. It focuses on
user-end scenarios, and decomposes Cisco IOS firewall’s configuration into poli-
cies. Margrave maps both policies and queries into first-order logic formulas. To
answer a query, its formula is conjoined with all references policy formulas, and
then a solution is computed. Kodkod [8] is used to solve the first-order formulas
using SAT solving.

In [3] a simple SQL-like query language, called the Structured Firewall Query
Language (SFQL), for describing firewall queries is introduced. As the founda-
tion of their query processing algorithms, the Firewall Query Theorem is pre-
sented, along with the decision diagram based query processing algorithm, and
the Firewall Query Algebra.

5 Model

Our model is kind of similar to the one presented in [1]. We used OpenStack’s
terminology for the naming, to be convenient. A virtual network consists of



216 D. Csubak and A. Kiss

several virtual subnets, from which virtual IP addresses can be allocated for
the virtual machines. Virtual networks are connected via its virtual subnets by
virtual routers. Each of these routers have numerous interfaces (ports), that are
connected to one particular virtual subnet. Any virtual router can run one single
packet filtering firewall instance, which has a ruleset called firewall policy. Rule-
sets are containing various number of firewall rules. Since OpenStack’s FWaaS
only support packet filtering now, these rules are in the form that has been
presented above.

We built a gateway-subnet graph, which is as follows, G = (V, E), where every
vertex in V is exactly one subnet or a router, and there is an edge between two
nodes, if they are connected. It is trivial from the construction of the graph, that
edges only can exist between subnets and routers. Each router has a priority list
of the rules of its firewall. When we simulate the packet sending process, we use
a flooding-like method, with some preconceptions. If a packet reaches a router
with a firewall on it, we apply the rules to the packet in the first matching rule
way.

We constructed a router-subnet graph, which is as the following: G = ((R ∪
S), I), where R is the set of virtual routers, S is the set of virtual subnets.
There is an edge between r ∈ R and s ∈ S if r has an interface, i ∈ I, which
is connected to s. It is trivial from the construction of the graph, that edges
only can exist between virtual subnets and virtual routers. Firewall policies are
attached to the routers, which they belong. These policies form a priority list,
since the rules are evaluated according to the first matching rule policy.

They can answer questions like can a packet sent from a source port of
a given source host, a destination host’s given port. To achieve this, we used a
flooding method that works as the follows. The evaluation starts from the source,
simulating the sending mechanism via each of its adjacent virtual routers. On
the routers, the firewall policies are evaluated, whether the packet could pass, or
not. If it passes, the adjacent subnet does exactly the same, except that it will
not send back the packet. An individual process ends, when a packet is denied by
a firewall, or reaches the destination host. The whole process ends, when every
individual process ends (no more packet simulation runs). In the end, the paths,
the points, where the packets are dropped, etc. can be identified. The flooding
method has its trivial disadvantages, but it can discover all the possible paths,
which can lead to the destination.

6 Implementation

We implemented our tool in python. The code base is easy to understand, and
flexible, can be reused for the implementation of other representational struc-
tures, or sending methods.

We used the python-neutronclient package to connect to OpenStack’s Net-
working API. Calls of the API were used to get the needed information out of
OpenStack:
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– neutron.list ports() is used to get the interfaces (ports) from the Net-
working API. This includes the id of the subnet, an interface is connected to,
and the id of the router, the interface belongs to.

– neutron.list subnets(subnet id) is used to get information about a subnet
specified by subnet id. This includes the IP address range of the subnet.

– neutron.list routers(device id is used to get data about the router spec-
ified by device id.

– neutron.list firewalls() returns the list of firewall instances including the
id of the router it is run on, and the id of the policy of the firewall.

– neutron.list firewall rules() lists the firewall rules with the parameters
that were introduced above and the id of the policy it belongs to.

The answers from the API come in JSON format, which is easily parsed by
python into a dictionary-like format. After the API calls, no other data is needed
from OpenStack.

The nodes of the router-subnet graph are implemented as different instances
of classes in python. Each instance stores the ids of adjacent nodes, and these
are used as pointers to that object. Furthermore, router instances store their
firewall policy, on which the firewall decision is based.

The simulation of sending from a source IP address and port, to a destination
IP address and port, by using a given protocol is goes as follows:

– The subnets belonging to the addresses are calculated.
– The source simulates sending on each of its ports.
– On the adjacent routers, the firewall decision is made.

• If the packet can pass, the packet can reach the connected subnet, and the
same process starts from there, except for that the subnet will not send
back the packet on the port it arrived on.

• If the packet is denied, the process ends on that path.

At the end, the different paths and firewall decisions are present.

6.1 Limitations

To keep the model simple, and make the implementation easy, we used some
limitations, which later have to be updated.

The current implementation can only process cases with the query engine,
where the any clause is not present. This means, any subnet, any port, and
any protocol cannot be used in queries. This limits only the comfort of the
functionality, since the any queries can be processed as separate queries.

7 Results

The main result of our work is the FWaaS rule analyser tool itself.
We tested our tool in a real OpenStack environment. We used devstack [6]

to build the environment on one of our machines with 24 cores, 50 GB of RAM,
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Fig. 1. An example topology with 6 virtual networks, and 4 virtual routers.

with Debian jessie. Devstack is a script to quickly create OpenStack environment
with the most components in it for development purposes.

During our tests, we created several topologies with different attributes to
see, if our tool is capable to process them. We started the tool from many
different hosts to many others as destinations, and the results showed, that it is
the planned, and implemented functionality works.

Since our infrastructure could not run many virtual networks, and hosts, we
do not want to present irrelevant data about running times on small networks.

On Fig. 1 an example topology can be seen which is smaller, but similar to
one of our test cases. In the example, on each virtual router a FWaaS is run,
so we had to evaluate their rules, when a router was on the path. Take the
following question: can a host from the external network (public) reach one, in
Protected network 1 using TCP protocol, and port 22? To investigate this, after
our tool have built the subnet-router graph the simulation of sending will start.
From the EXT network the appropriate packet is sent by flooding, and Router
1 makes a firewall decision. Let’s assume that the packet is allowed to pass, so
it reaches Subnet 1, and Subnet 2. From there, the flooding continues. Assume
that Router 4 will drop the packet, while Router 3 will let it pass. Because of
the flooding method, this inconsistency will be seen, and the administrator can
decide whether it is intentional to use different firewalling, or it is because of
mistyped configuration.

8 Future Work

We have multiple plans for the future of our tool. It can be organized into three
sections, firstly the work out of the limitations, second the test on enormous
environment, and third the extension of functionality.
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The first section is trivial, we want to work out the limitations of any type
queries, so the tool can be more comfortable to use.

In the second section we plan to implement a simulator to mock OpenStack’s
Networking API, so we can simulate huge networks with many firewall rules,
which is now limited by our physical resources. By this, performance testing will
be possible, and we can compare the running time of the tool on different large
networks.

The third section contains work to replace the flooding like discovering algo-
rithm, which later can be used as a base for comparison for the new algorithms,
that rely more on the structure of the network, or the firewall rulesets.

9 Summary

We studied OpenStack, as one of the most popular, and widely used cloud plat-
forms nowadays. It can create and manage virtual machines, which can be orga-
nized into huge virtual networks, connected by virtual routers, which can run
simple packet filtering firewall instances. In the case of enormous networks, it
is a hard task for the system administrators to understand, and maintain the
firewall rules. This is the point, where our tool come in the picture.

Our tool, written in python, uses OpenStack’s Networking API to get the
data about the virtual network topology, and the firewall rulesets, and runs
offline queries on it. To support this, we build a router-subnet graph from the
data of the topology, and apply the firewall rules on it in the given points. The
tool can answer queries like from a source to a destination, can a given packet
travel through the network, or not.

Our tool uses the generalized structures of OpenStack for the virtual network-
ing topology, and the firewall rules, so in the view of the many supported firewall
technology, it can be used on the products of many different vendors, who has
drivers for their software in OpenStack. By using the tool, loops, misconfigured
rules, and holes can be found easier in firewall configurations.
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