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Abstract. It is widely accepted that the field of Data Analytics has entered into
the era of Big Data. In particular, it has to deal with so-called Big Graph Data,
which is the focus of this paper. Graph Data is present in many fields, such as
Social Networks, Biological Networks, Computer Networks, and so on. It is
recognized that data analysts benefit from interactive real time data exploration
techniques such as clustering and zoom capabilities on the clusters. However,
although clustering is one of the key aspects of graph data analysis, there is a
lack of scalable graph clustering algorithms which would support interactive
techniques. This paper presents an approach based on combining graph clus-
tering and graph coordinate system embedding, and which shows promising
results through initial experiments. Our approach also incorporates both struc-
tural and attribute information, which can lead to a more meaningful clustering.

Keywords: Graphs � Embedding � Scalability � Clustering

1 Introduction

Often the data within so called Big Data is highly connected and with a complex
structure. Representing it as a graph with attributes associated to nodes and relation-
ships to edges usually provides a good model. Social Networks, Biological Networks
and Telecommunications Networks are examples of areas where graph models are
widely used. The representation of data as a graph allows the exploration of highly
connected data through searching paths among nodes and other graph-related tasks,
which are useful in different contexts of the areas exemplified [1, 2].

When the graphs become larger and their structure more complex, querying and
accessing the data becomes more difficult. Interactive clustering and cluster analysis
can play a key role in this case, as data-mining and statistical methods could be coupled
with interactive clustering to get better solutions when handling large volumes of data
[2]. Exploratory Data Analysis requires systems that are interactive for users and which
incorporate commonly used techniques such as clustering, visual filtering, zooming and
aggregation [3, 4], in order to process the large amount of available data in big data and
graphs [5].

Our paper focuses on the issue of graph simplification techniques, and more
specifically on the clustering algorithms that they rely upon [6]. These algorithms
should be highly scalable, however, current analytical methods requiring big graph
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data clustering have scalability problems and a consequent lack of interactivity, as we
discuss further in the related work [5, 7]. A second important issue of graph clustering
is that most solutions address either the structure of graph (its topology) or the nodes
attribute information and different data types (numerical, categorical, etc.), i.e. its
content information. In this paper we propose scalable graph clustering algorithms,
which can incorporate both structural and contextual information of a graph.

The major contribution of this paper is to combine two existing techniques, graph
embedding and clustering, in a novel way which has not being attempted previously in
the literature, to solve an important problem for graph data analysts, which is inter-
active graph clustering.

Although parallelization is not the focus of the work presented in this paper, we
have chosen an embedding and a clustering method which are highly parallelizable,
and we discuss how to do this in the paper, as future work.

The paper is structured as follows: in Sect. 2 we discuss relevant related works; in
Sect. 3 we outline our graph embedding and clustering approach; in Sect. 4 we present
the empirical results of benchmarking the embedded graphs for different dataset sizes
and numbers of clusters, discuss thresholds of interactivity for a user and discuss the
parallelization of the processes. Finally, we present the conclusions and future work.

2 State of the Art and Related Work

In this Section we consider graph clustering approaches in general, mixed data type
clustering approaches, k-Means clustering which we adapt for out method and graph
embedding systems.

2.1 Graph Clustering Approaches

The interactive techniques, aggregation, zooming and filtering of considerable volumes
of highly multidimensional data are strongly based on clustering algorithms which
provide a perception of their general structure and trends, based on a good summa-
rization [8]. Most current approaches to graph clustering can be classified as structural
or content-based [8]. A purely structural approach takes into consideration only the
topological information (structure) of a graph, and not the domain knowledge (at-
tributes). Modularity, spectral or singularity based, fuzzy, Markov chain and local are
some examples of the structural approach to clustering. As indicated in [9, 10], this
approach leads to a random distribution of vertex properties (the meaning of this within
cluster as information content is not considered). The purely content-based clustering
approach takes into consideration just the domain knowledge, but not the topological
information of the graph. This usually leads to clustering solutions that are
domain-specific, over-specialized, and with a loose intra-cluster structure [9, 10].
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2.2 Mixed Data Type Clustering Approaches

Some representative references of the number of works addressing mixed clustering in
recent years are [10–13]. The most widely discussed and cited algorithm is SA-Cluster,
described in [9]. It can be argued that it represents the state-of-the-art approach to be
compared with. The algorithm aims at maintaining at the same time both homogeneous
attribute values and cohesive structure within clusters. Extensive experiments over a
number of real-world networks using a set of metrics, such as density, entropy, DBI
(the metrics definition can be found in [14, 15]) run time, support the adequacy of the
algorithm.

For the understanding of our contributions, let us describe summarily the
SA-Cluster algorithm [9]. The initial graph (the “structure”) is extended with additional
nodes and attributes (which are associated with the nodes), thus adding new edges. In
this way the attribute information is present in the structure of the new augmented
heterogeneous graph. This augmented graph will be clustered on the basis of a distance
combining both attribute and structural distances, which is changed iteratively in the
clustering process as described next.

One starts with a (random walk) distance defined as follows: consider a transition
probability matrix P over a graph which indicates the probability of transition between
any two nodes, and a restart probability c(c(1 − c)length(τ) which represents the prob-
ability of returning back to the initial node following a random walk of length(τ)). We
note the following: τ is a path from vi to vj whose length is length(τ); and c2 (0,1) is the
restart probability. That is, before making a choice on the random walk, there is a
probability c of returning to the starting node.

We note the distinction between a ‘path’ and a ‘walk’: a path can be said to link two
vertices vi and vj, whereas a ‘walk’ may start at a vertex vi and finish at another vertex
vj.

Given the definition for the random walk, the neighbourhood random walk distance
between two nodes, vi and vj of the initial graph can be defined as:

d vi; vj
� �¼Xs:vi!vj

length sð Þ� l
p sð Þc(1� c)lengthðsÞ ð1Þ

in which p(τ) is the transition probability and l is the length that a random walk can go.
The initial weights of the transition probability matrix P are 1.0 for both structural

and attribute nodes, and are changed at each clustering iteration using:

xtþ 1
i ¼ 1

2
ðxt

i þDxt
iÞ ð2Þ

in which ω represents the weight of attribute ai in the (t + 1)th iteration.
As SA-Clustering uses random walk distances it is difficult to parallelize; and, even

more, not practically applicable for large graphs/networks. A range of improvements,
and alternative approaches have been proposed, which we turn to next.

SI-cluster [11] is another distance-based algorithm, which is specifically focused on
social networks. It is based on a heat-diffusion model of the network. It splits the initial
graph into a set of influence graphs, followed by an iteration process of cluster

Can Embedding Solve Scalability Issues for Mixed-Data Graph Clustering? 483



quantification and weights update similar to that of SA-Cluster, with the difference that
influence-based scores as measures are used. The SI-algorithm runtime scales better for
the large datasets, and significantly outperforms all the previous algorithms. Indeed,
one of the results is that SI-Cluster can handle 1 M nodes on an 8 GB machine in just
over 6000 s, while the other algorithms ran out of memory. Its main limitation is that
the heat diffusion model might be limited to Social Networks.

2.3 K-Means Clustering Algorithm

In the current work we have adapted the standard k-Means [16] for mixed data type
clustering. We will now give a brief description of the basic algorithm. Later in Sect. 3
we will describe the adaptations made. k-Means [16] is an iterative algorithm which
partitions n observations into k clusters in which each observation belongs to the cluster
whose mean value is closest to the value of the observation. In each cluster, the mean
value represents the ‘prototype’ or ‘centroid’ of that cluster. More specifically, consider
that we given as initial input to k-Means a set of observations (x1, x2,…, xn), in which
each observation is a d-dimensional real vector. That is a file whose rows are the
observations and the columns are the attributes. The algorithm will then try to partition
the n observations into k (≤ n) sets S = {S1, S2,…, Sk} in such as way that the
within-cluster sum of squares (Eq. 3) of the distances between the centroid (mean) and
the observations will be minimized. That is:

argmins
Xk
i¼1

X
x2Si

x� lik k2 ð3Þ

where μi is the mean of points in cluster Si.

2.4 Graph Embedding Systems

In simple terms, graph embedding is a process in which a graph (vertices, edges) is
mapped into a space in which the distance between the vertices can be read off as
coordinates within that space. For example, if two nodes which are three links away in
a graph are embedded in a two dimensional space, then a physical (Euclidean) distance
between them would be three (units). This representation is very useful for answering
distance queries, for example, in a Telecommunications Network. A more formal
treatment is given in Sect. 3 of the paper.

Two embedding systems which are commonly referenced in the literature are Orion
[17], a graph coordinate embedding on Euclidean spaces and Rigel [18], which uses
hyperbolic spaces. Both have a computationally expensive first step of graph embed-
ding and coordinate computation, but then the distance between any two nodes can be
quickly computed.

Orion [17] maps the graph nodes to a low-dimensional Euclidean space coordinate
system. A landmark-based approach is used: a fixed reasonably small number of nodes
are selected and the distances between each pair of them are computed. Then, the
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remaining nodes obtain their coordinates iteratively, one by one, through a BFS
(Breadth-First Search) algorithm to calculate the distances to each landmark. Land-
marks are chosen according to their degree of centrality and being far apart: nodes with
a higher degree of centrality and not too close to each other are preferred. Rigel [18]
employs a hyperbolic coordinate system for graph embedding, making use of paral-
lelization to reduce the computational cost, by partitioning the graph and performing
the embedding in parallel. The system is also landmark based. The additional parameter
for the hyperbolic space, the curvature, has to be calibrated.

According to [17], the Orion embedding of a 275 K-node graph takes about 2–3 h,
with an error of 15–20 % on average, i.e., between 0.5 and 5 hops in absolute terms.
Rigel, on the other hand, is in principle more time-consuming than Orion, but as the
embedding can be parallelized it can serve for very large graphs. The accuracy of
shortest path computation is significantly higher on average, the absolute error ranging
between 0 and 0.9 hops. We will discuss the parallelization of Rigel later in Sect. 4.6.

3 Graph Coordinates Approach: Embedding + Clustering

In this Section we describe our novel approach for interactive clustering of mixed type
graph data, based on embedding the graph in an appropriate coordinate system, fol-
lowed by standard clustering using mixed structural and attribute distance(s).

3.1 Embedding

The embedding of a graph into a coordinate system with a distance is done by a
suitable algorithm which maps every vertex to a point in this n-dimensional system (see
Fig. 1). The most frequently used is the Euclidean metric space, however we have used
the Hyperbolic space, employed by the Rigel [18] system, given its superior precision
and performance potential. A particular type of embedding, greedy embedding, has
been used in telecommunications. It is defined by the following property: for any two
nodes p and q of the embedded graph, there is a neighbour q’ of q whose (Euclidean)
distance to p is less than the one between p and q ([19], p.10). Greedy embedding of
telecommunication networks allows for greedy routing of messages within a network.

Fig. 1. Schematic representation of the process of graph coordinate embedding
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We have implemented the hyperbolic distance embedding. The hyperbolic distance
between two n-dimensional points x and y is defined as:

dðx; yÞ ¼ arccosh

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1þ

Xn
i¼1

x2i

 !
1þ

Xn
i¼1

y2i

 !vuut �
Xn
i¼1

xiyi

0
@

1
A � jcj ð4Þ

Where c is the curvature parameter (c ≤ 0; c = 0 gives Euclidean space). Refer to
[18] for specific implementation details.

More formally, to describe the general procedure of embedding, consider a graph
G = (V, E), where V is a set of vertices, E is a set of edges, and s(vi, vj) is a similarity
relationship between the vertex pair (vi, vj) in G. Then, the embedding of G into the
metric space M using the hyperbolic distance function δ(x, y) as defined in Eq. 4, is a
mapping f:(G, s) → (M, d), such that the function f(s(vi, vj)) in the unmapped space is
equivalent to a distance function in the mapped space d(vi

′, vj
′). We note that the

objective is to minimize s(vi, vj) − d(vi
′, vj

′) for each pair of vertices according to the
specific choice of norm x, where vi

′, vj
′ are the images (in M) of the vertices vi, vj,

respectively.
We recall that the objective of the graph-coordinate system embedding is to be able

to read off the shortest paths between vertices, from the mapped (hyperbolic) space,
during the clustering process. This shortest value will be used as the numerical value
which represents structural information for each pair of vertices in the graph. We note
that one of the vertices can be the medoid vertex for a cluster. This calculation can be
done ‘on the fly’ as the distance is calculated between a pair of vertex points.

3.2 Clustering

From Sect. 3.1 we are now able to obtain a numerical distance value D(vi, vj) for each
vertex pair in the hyperbolic space representation of the graph: the shortest path dis-
tance between them. As we have already stated that we are going to perform mixed data
type clustering, we also need a categorical value. We will supply a categorical value
Cvi to each vertex i by randomly assigning categories from a set of N arbitrary category
labes as alphabetic letters: A, B, C, etc.

Then, for a vertex pair {vi, vj} the structural data item will be designated as value
D(vi, vj) and the categorical data items will be designated as Cvi and Cvj. Then we will
calculate the distance between two nodes vi and vj, as the weighted sum of the
respective categorical data item and the structural data tem, thus:

Dist ¼ ðr� jCvi � CvjjjÞ þ ð/� jD vi; vj
� �jÞ ð5Þ

where σ + ϕ = 1, |Cvi − Cvj| |2 {0, 1} and D(vi,vj)2[0,1]
We note that the value D(vi, vj) is calculated ‘on the fly’ and represents the shortest

path between corresponding vertices vi and vj in the hyperbolic space. The weights σ
and ϕ enable us to calibrate the relative weight in the overall distance of the category
data item with respect to the numerical structural data item. In the experiments in
Sect. 4 have used default values of σ = 0.5 and ϕ = 0.5 to give an equal weighting.
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While graph embedding is time consuming, it can be conceived as a pre-processing
step before clustering. Once done, the distances between nodes and clusters can be very
quickly computed, without further concern about the embedding itself.

3.3 Complete Process

Firstly we perform the transformation of the graph data GD and structure via the
Hyperbolic embedding process described in Sect. 3.1, which gives a new graph dataset
GM

D , where M is the new space into which the graph is mapped. Then we apply the
adapted k-Means clustering algorithm to the GM

D to give GMC
D . The complete process is

outlined in the pseudo-code embodiment shown as ‘Algorithm 1’.

Algorithm 1 
Inputs: Graph GD

Outputs: Clustered graph GD
MC

Process: 
1. Embed graph GD as points in space M giving GD

M

1.1 Apply Hyperbolic embedding GD  GD
M 

2. Cluster points in space M 
2.1 Apply k-Means adapted for mixed data types 
2.1.1 GD

M  GD
MC

End Process. 

We note that the user could explore the most suitable clustering interactively, for
instance, by modifying the weights of the mixed structural and attribute.

4 Scalability Testing

We present first the experimental setup to test the scalability of our approach, then the
runtime results, followed by their comparison with other methods, and, finally we
discuss interactivity, accuracy and parallelization issues.

4.1 Experimental Setup

To test the feasibility of the proposed approach, we performed hyperbolic graph-
coordinate embedding followed by (mixed) clustering using an adapted version of the
K-Means algorithm [16]. We considered a simple case for the distance calculation, as
described in Sect. 3.2. This simplified model serves our present goal which is to
evaluate the feasibility of approach. However, it could be extended to a more general
set of cases. We used two different types of graphs: random-built (using R-Mat [20]),
and the DBLP bibliographical data graph [21]. We tested with 10 K, 50 K, 100 K,
200 K, 500 K, and 1 M nodes. In the case of the DBLP dataset, we sampled all the
available data in order to obtain the required number of nodes for each test dataset. For
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each dataset, we tested a number of clusters going from 10 to 100, in steps of ten (that
is, 10, 20,…, 100). The hardware used was a medium/high range PC with 4 Cores, the
CPU being Intel i7 960 at 3.2 GHz. Java/Netbeans were used for programming. The
implementation of Rigel (source and executable of hyperbolic embedding system) was
adapted from: http://sandlab.cs.ucsb.edu/rigel/. The version of k-Means was Lloyd’s
within the ELKI framework, adapted from: http://elki.dbs.ifi.lmu.de/.

The tests intend to check the feasibility of the following use case: the user starts
with a coarse view of 10 clusters and requests finer resolution of the clustering up to
100 clusters. The user intends to use different weights for the mixed distance, which
requires re-computing the clustering but not the embedding. Thus, we need to see
whether re-computing the clustering can be interactive.

4.2 Results

The graph coordinates (sequential) hyperbolic embedding of 1 M nodes took around
6.5 h, without noticeable difference for the two datasets (Random and DLBP)..
However, as it is a pre-processing step, we are not especially concerned about this time
and it could be later parallelized as discussed later in Sect. 4.6. We note that the
distance calculation between each node pair in the hyperbolic space and the comparison
of the categorical values also for each node pair incur an overhead which makes the
computational cost non-lineal for increasing graph sizes. However, we would expect a
lineal performance to be obtained with parallelization, as is discussed later in Sect. 4.6.

Figure 2(a) shows the runtime in seconds for 1 M node graphs and different
numbers of clusters. It confirms the linearity of the runtime with respect to the number
of desired clusters, with an upper bound of approximately 83 min for 100 clusters. The
run-time is approximately the same for both types of graphs. In Fig. 2(b) we see the
runtime in seconds for 100 clusters and different graph sizes, which ranges from 7 s for
10 K nodes and 10 clusters up to the approximately 83 min for 1 M nodes and 100
clusters.
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Fig. 2. (a) No of clust. vs. runtime for 1 M nodes; (b) Size of graph vs. runtime for 100 clusters.
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The minimal runtime for 500 K nodes and for just 10 clusters, is around 5 min. If
the graph size is 10 K or 50 K the worst-case time is 5 min. For 100 K and 200 K
nodes, the runtime ranges between 1 and 15 min (see Tables 1 and 2).

4.3 Comparison with Other Methods

Most of the state-of-art attribute-structural clustering algorithms mentioned previously,
do not scale appropriately as they fail to work on 1 M nodes, with the exception of
SI-Cluster. Furthermore, the runtime results presented show that our approach out-
performs most of those algorithms, again with the exception of SI-Cluster (which had
6000 s for 1 M nodes and 4000 clusters, and so would outperform our approach on the
larger number of clusters), and BAGC, which showed a higher speed. Unlike
SI-Cluster, which is limited to social graphs, our approach holds for generic graphs.
The approach proposed also has the advantage of potentially allowing modification of

Table 1. Clustering time (sec.) for random graph (number of nodes versus number of clusters)

Number of
clusters

10 K 50 K 100 K 200 K 500 K 1 M

10 7 25 63 131 232 581
20 9 49 84 169 446 1013
30 18 70 162 314 623 1442
40 19 93 175 364 987 1794
50 24 121 236 497 1229 2436
60 27 144 292 566 1511 2939
70 32 162 320 662 1737 3224
80 40 193 379 719 1940 3898
90 41 217 416 858 2041 4408
100 46 239 486 972 2436 4915

Table 2. Clustering time (sec.) for DBLP graph (number of nodes versus number of clusters)

Number of
clusters

10 K 50 K 100 K 200 K 500 K 1 M

10 7 22 67 72 227 394
20 11 51 106 183 386 896
30 16 71 144 310 730 1307
40 18 92 191 412 1003 1898
50 23 122 226 450 1209 2250
60 45 140 302 559 1495 3000
70 50 168 352 638 1735 3404
80 51 189 388 765 1850 3734
90 54 216 408 808 2161 4311
100 59 238 470 948 2350 4780
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weights and only the clustering needs to be re-computed, with the runtimes indicated.
Furthermore, it is not limited to categorical/discrete attributes, unlike the other
approaches.

4.4 Interactivity

The results shown could be improved using a more powerful desktop computer, or a
cluster, however they do provide a qualitative picture in terms of reasonable desktop
interactivity for an average user, which depends as well on the context of usage. This
paper is not about the parallelization of graph data processing. However, we can say
that if we are able to obtain a simpler and more informative representation of a graph
topology, this will make any parallelization effort easier and more effective. Further-
more, the current work can be considered a previous step to implementing a paral-
lelized version of the hyperbolic embedding and the k-Means clustering. This is
discussed in Sect. 4.6.

With reference to Tables 1 and 2 we could definitely say that 500 K and 1 M nodes
currently fail to be interactive irrespective of the number of clusters, as the minimal
runtime for 500 K nodes and just 10 clusters is around 5 min. If the graph size is 10 K
or 50 K the worst-case time is 5 min, making full interactivity possible for the user. For
100 K and 200 K nodes the runtime ranges between 1 and 15 min, which allows some
interactivity, but the number of allowed clusters would be limited. Thus, our approach
scales reasonably well, supporting a reasonable interactivity up to medium size graphs
and clustering. The tests show that the approach proposed makes interactivity feasible
in these cases.

4.5 Accuracy

As already mentioned, we chose to use the Rigel hyperbolic embedding method
because its error is much smaller than Orion’s Euclidean embedding. However, its
absolute error varies from 0 to 0.9 hops, which might be unacceptable in some cases.
There could be ways to deal with these limitations, for example, by using overlapping
clustering. Indeed, in this case we would just set the gap to 2 × max(ϕ) = 1.8 hops,
where ϕ is the absolute error. We intend to explore this in the future.

4.6 Discussion About the Parallelization of the Clustering
and Embedding Processes

In [22], a parallelization of k-Means using MapReduce is presented. It is stated that for
the k-Means algorithm, the main computational cost is in the distance calculations. For
each iteration, nk distance computations are performed, where n is the number of
objects and k is the number of clusters being formed. Within a given cluster, the
distance calculation between an object and the centre is independent of the same
calculation in another cluster. Hence, distance computations for different clusters can
be executed in parallel. However, in each iteration, the new centres to be used in the
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next iteration must be updated. This obliges the iterative procedures to be executed
serially. In [18] the authors implemented a parallel version of their Rigel embedding
system. In Rigel, the landmark bootstrapping pre-process computes the BFS trees
rooted from each landmark. This can be run independently and in parallel for each
landmark on different servers. Following the bootstrapping process, each graph vertex
can also be embedded independently and in parallel based on the coordinates of the
global landmarks. Given the large number of nodes, their distribution across servers has
to be done carefully to ensure load balancing.

5 Conclusions and Future Work

With this work we have addressed the issue of the lack of scalable algorithms for the
support of interactive analytical tasks such as clustering and have opened an area for
their development, focusing in particular on algorithms which incorporate both struc-
tural and contextual information of a network.

In this research we have made use of the results in the field of telecommunications
and proposed applying them to solve the issues discussed for the present field of
interactive clustering, related to the interactive exploration of large networks.

We have used a graph coordinate embedding approach which has shown its
potential scalability as well as applicability to the mixed graph clustering techniques.

Several challenges remain ahead as future work. The first challenge is to parallelize
the hyperbolic embedding process and the k-Means clustering. Secondly, we need to
develop metrics which accurately measure the quality of the processing results. A third
challenge is to test different distance computations and calibrate the weights.

To summarize, the idea of using constant-time methods for calculation could have a
potential usage for the development of mixed graph clustering methods with applica-
tion to interactive analysis techniques, as it allows for the calculation of the distance
between two vertices of a graph in constant time, regardless of the graph’s size.

We have identified a range in which interactive data analytics is plausible, in terms
of the number of clusters and graph dataset size. We propose that the embedding
pre-process followed by clustering of the mapped space within a given interactivity
threshold, once parallelized, will represent a powerful and flexible environment for
graph data analysts.
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