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Abstract. Bag of Visual Words is one of the most widely used
approaches for representing images for object categorization; however,
it has several drawbacks. In this paper, we propose three properties and
their corresponding quantitative evaluation measures to assess the abil-
ity of a visual word to represent and discriminate an object class. Addi-
tionally, we also introduce two methods for ranking and filtering visual
vocabularies and a soft weighting method for BoW image representation.
Experiments conducted on the Caltech-101 dataset showed the improve-
ment introduced by our proposals, which obtained the best classification
results for the highest compression rates when compared with a state-of-
the-art mutual information based method for feature selection.
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1 Introduction

One of the most widely used approaches for representing images for object cat-
egorization is the Bag of Words (BoW) approach. BoW-based methods have
recently obtained good results and they even attained the best results for sev-
eral classes in the recent PASCAL VOC Challenge 2011 on object classification.

The key idea of BoW approaches is to discretize the entire space of local
features (e.g., SIFT, SURF) extracted from a training set at interest points or
densely sampled in the image. With this aim, clustering is performed over the set
of features extracted from all the images of the training set in order to identify
features that are visually equivalent. Each cluster is interpreted as a visual word,
and all clusters form a so-called visual vocabulary. Later, in order to represent
an image from the training set, each feature extracted from the image is assigned
to a visual word of the visual vocabulary; from which a histogram of occurrences
of each visual word in the image is obtained. When an unseen image arrives, it is
represented using the visual vocabulary and then it is processed by the classifier.
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One of the main limitations of the BoW approach is that the visual vocabu-
lary is built using features that belong to both the object and the background.
This implies that the noise extracted from the image background is also con-
sidered as part of the object class description. Also, in the BoW representation,
every visual word is used and they contribute in the same way to the histogram
of an image, regardless of their low representative and discriminative power. All
these elements may limit the quality of further classification processes.

Several methods have been proposed in the literature to overcome the limi-
tations of the BoW approach. These include recent works aimed to build more
discriminative and representative visual vocabularies. Authors in [1–3] use the
class labels of images in the vocabulary training stage in order to obtain a more
discriminative vocabulary. Also, since with a typical hard assignment features
that lie near Voronoi boundaries are not well-represented by the visual vocabu-
lary, researchers have explored multiple assignments and soft weighting strategies
to address this problem. E.g., [4,5] proposed methods for multiple assignment
where a feature is matched to k nearest terms in the vocabulary and these terms
are weighted by a scaling function such that the nearest terms obtain a higher
value. The related work that is closest to ours is the recent work of Zhang et
al. [6]. In their paper authors propose a supervised Mutual Information (MI)
based feature selection method. Their algorithm uses MI between each dimen-
sion of the image descriptor and the image class label to compute the dimension
importance. Finally, using the highest importance values, they reduce the image
representation size. Their method achieve higher accuracy than feature compres-
sion methods such as Product Quantization [7] and BPBC [8].

In this paper, we propose three properties to assess the ability of a visual
word to represent and discriminate an object class in the context of the BoW
approach. We define three measures in order to quantitatively evaluate each of
these properties. Besides, we propose two methods for ranking and filtering the
visual vocabulary and a new soft weighting method for representing an image
from this vocabulary. One of the ranking methods is based on a tf.idf weighting
scheme while the other one as well as the soft weighting method are based on
the above mentioned measures. Experiments conducted on the Caltech-101 [9]
dataset showed the improvement introduced by our proposals, which obtained
the best classification results for the highest compression rates when compared
with a state-of-the-art mutual information based method.

The paper is organized as follows: Section 2 introduces the proposed proper-
ties and measures for the evaluation of the representativeness and distinctiveness
of visual words, the methods for ranking and filtering the visual vocabulary as
well as the soft weighting method for image representation. The performance
of our proposed methods on the Caltech-101 dataset and a discussion of the
obtained results are presented in Section 3. Finally, Section 4 concludes the
paper with a summary of our findings and a discussion of future work.
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2 Proposed Method

In this section we propose three properties and their corresponding quantitative
evaluation measures to assess the ability of a visual word to represent and dis-
criminate an object class. Besides, we propose two ranking and filtering methods,
one based on the above mentioned measures and the other one, based on a tf.idf
weighting scheme. Finally, we propose a new soft weighting method for image
representation which is also based on the proposed measures.

2.1 Inter-class Representativeness Measure

A visual word could be comprised of features from different object classes, rep-
resenting visual concepts or parts of objects common to those different classes.
These common parts or concepts do not have necessarily to be equally repre-
sented inside a visual word because, even when similar, object classes should
also have attributes that differentiate them. Therefore, we can say that, in order
to represent an object class the best, a property that a visual word must sat-
isfy is to have a high representativeness of this class. In order to measure the
representativeness of a class cj in visual word k, the measure M1 is proposed:

M1(k, cj) =
fk,cj

nk
, (1)

where fk,cj represents the number of features of class cj in visual word k and nk

is the total number of features in visual word k.

2.2 Intra-class Representativeness Measure

A visual word could be comprised of features from different objects, many of
them probably belonging to the same object class. Even when different, object
instances from the same class should share several visual concepts. Taking this
into account, we can state that a visual word best describes a specific object
class while more balanced are the features from that object class comprising the
visual word, with respect to the number of different training objects belonging to
that class. Therefore, we could say that, in order to represent an object class the
best, a property that a visual word must satisfy is to have a high generalization
or intra-class representativeness over this class.

To measure the intra-class representativeness of a visual word k for a given
object category cj , the measure μ is proposed:

μ(k, cj) =
1

Ocj

Ocj∑

m=1

∣∣∣∣
om,k,cj

fk,cj

− 1
Ocj

∣∣∣∣, (2)

where Ocj is the number of objects (images) of class cj in the training set, om,k,cj

is the number of features extracted from object m of class cj in visual word k,
and fk,cj is the number of features of class cj that belong to visual word k.
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The term 1/Ocj represents the ideal ratio of features of class cj , that guarantees
the best balance, i.e., the case where each object of class cj is equally represented
in visual word k.

The measure μ evaluates how much a given class deviates from its ideal value
of intra-class variability balance. In order to make this value comparable with
other classes and visual words, μ could be normalized using its maximum possible
value, which is

2·Ocj
−2

O2
cj

. Taking into account that μ takes its maximum value in

the worst case of intra-class representativeness, the measure M2 is defined to
take its maximum value in the case of ideal intra-class variability balance and
to be normalized by max(μ(k, cj)):

M2(k, cj) = 1 − Ocj

2 · (Ocj − 1)

Ocj∑

m=1

∣∣∣∣
om,k,cj

sk,cj

− 1
Ocj

∣∣∣∣. (3)

2.3 Inter-class Distinctiveness Measure

M1 and M2 provide, under different perspectives, a quantitative evaluation of
the ability of a visual word to describe a given class. However, we should not
build a vocabulary just by selecting those visual words that best represent each
object class, because this fact does not directly imply that the more representa-
tive words will be able to differentiate well one class from another, as a visual
vocabulary is expected to do. Therefore, we can state that, in order to be used as
part of a visual vocabulary, a desired property of a visual word is that it should
have high values of M1(k, cj) and M2(k, cj) (represents well the object class),
while having low values of M1(k, {cj}C) and M2(k, {cj}C) (misrepresents the
rest of the classes), i.e., it must have high discriminative power.

In order to quantify the distinctiveness of a visual word for a given class, the
measure M3 is proposed. M3 expresses how much the object class that is best
represented by visual word k is separated from the other classes in the M1 and
M2 rankings.

Let ΘM(K, cj) be the set of values of a given measure M for the set of
visual words K = {k1, k2, ..., kN} and the object class cj , sorted in descending
order of the value of M. Let Φ(k, cj) be the position of visual word k ∈ K in
ΘM(K, cj). Let Pk = mincj∈C(Φ(k, cj)) be the best position of visual word k in
the set of all object classes C = {c1, c2, ..., cQ}. Let ck = arg mincj∈C(Φ(k, cj))
be the object class where k has position Pk. Then, the inter-class distinctiveness
(measure M3), of a given visual word k for a given measure M, is defined as:

M3(k,M) =
1

(|C| − 1)(|K| − 1)

∑

cj �=ck

(Φ(k, cj) − Pk). (4)

2.4 On Ranking and Reducing the Size of Visual Vocabularies

In this subsection, we present two methods for ranking and reducing the size
of the visual vocabularies, towards more reliable and compact image represen-
tations. The first one, named MMM, is based on the measures proposed in
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Sections 2.1-2.3. Let ΘM1(K) and ΘM2(K) be the rankings of vocabulary
K, using measures M3(K,M1) and M3(K,M2), respectively. ΘM1(K) and
ΘM2(K) provide a ranking of the vocabulary based on the distinctiveness of
visual words according to inter-class and intra-class variability, respectively.

In order to find a consensus, Θ(K), between both rankings ΘM1(K) and
ΘM2(K), a consensus-based voting method can be used; in our case, we decided
to use the Borda Count algorithm [10] although any other can be used as well.
The Borda Count algorithm obtains a final ranking from multiple rankings over
the same set. Given |K| visual words, a visual word receive |K| points for a
first preference, |K| − 1 points for a second preference, |K| − 2 for a third, and
so on for each ranking independently. Later, individual values for each visual
word are added and a final ranking obtained. From this final ranking a reduced
vocabulary can be obtained by selecting the first N visual words.

The second ranking and filtering method we propose is based on a tf.idf
weighting scheme, named FRM (Frequency-based Ranking Method). Our pro-
posal is based on the definitions introduced in [11]. Traditionally, tf.idf has
been used as a weighting scheme for image representation. However, in our
proposal we use tf.idf for ranking and/or filtering the set of visual words. Let
D = {m1,m2, · · · ,mN} be the image training set from which the visual vocab-
ulary has been built. According to [11], the term frequency and the inverse
document frequency of a visual word vi in an image mj , denoted by tfvi,mj

and
idfvi,mj

, respectively, are defined by the following expressions:

tfvi,mj
= K1·Oij

Oij+K2·
(
1−b+b·

( |{vq|Oqj>0}|
Vavg

)) idfvi,mj
= log

|D|−|Dvi |+0.5

|Dvi |+0.5
, (5)

where K1,K2 and b are constants, Oij is the occurrence of vi in mj , Vavg is the
average number of visual words representing the images of the training set, and
Dvi

is the set of images in which the occurrence of vi is greater than zero.
Taking into account the way in which the histogram of occurrences of the

visual words is built for each image, it will be highly probable that any visual
word occurs in almost all images. This will have a negative influence in the
computation of the idf expression. For solving this issue, we propose to redefine
Dvi

as the set of images in which the occurrence of vi is greater than the average
occurrence of vi in all the images of the training set.

Using the tf expression and the new definition of idf, we can build for each
visual word vi, a vector containing the product of tfvi,mj

and idfvi,mj
, in each

image mj ∈ D. The average of the values contained in this vector, will constitute
the ranking of vi. From this ranking a reduced vocabulary can be obtained by
selecting the first N visual words.

2.5 Soft Weighting for Image Representation

Once the visual vocabulary is built, the images are represented through a his-
togram of the occurrences of the visual words. For building this histogram, the
distinctiveness and representativeness of visual words are not taken into account
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during the histogram construction. Following, we propose a new soft weighting
method for image representation, named SWIR, that tackles the negative effect
that the above mentioned problem have over the histogram of occurrences.

Let Θ(N) be the final raking values of the N selected visual words that
constitute the visual vocabulary, obtained using one of the ranking and filtering
methods proposed in section 2.4. Let assume these values are normalized such
that they are in [0,1]. We will use these values for supporting the presence of
the highly discriminative visual words as well as for penalizing the presence
of those with low descriptive power. With this aim, we first compute a pivot
element, denoted as PΘ(N), as the average raking value of the N visual words.
The contribution weight of a visual word vi, denoted as cwvi

, is computed as
follows:

cwvi
= 1 − PΘ(N) + Θvi

, (6)

where Θvi
is the ranking value of vi in Θ(N).

For obtaining the representation of an image mj , we propose to multiply the
occurrences of the visual words in the histogram of mj by their respective contri-
bution weights. Those visual words having a ranking over PΘ(N) are considered
as more representative and discriminative, and consequently, their presence in
the histogram is rewarded (i.e., it is increased). On the other hand, visual words
with rankings under the pivot are penalized by reducing their presence in the
histogram of occurrences.

3 Experimental Results

The main goal of the experiments we present in this section is to quantitatively
evaluate the improvement introduced by our proposals to the BoW-based image
representation and to compare with the MI-based method proposed in [6], which
obtains the best classification results among the feature selection and compres-
sion methods of image representation for object categorization. The experiments
were conducted on the well-known Caltech-101 [9] dataset. All the experiments
were done on a single thread of a 3.4 GHz Intel i7 processor and 8GB RAM PC.

In the experiments presented here, we used for image representation a BoW-
based schema with PHOW features (dense multi-scale SIFT descriptors) [12] and
spatial histograms as image descriptors. Elkan’s K-means [13] with four different
K values (K= 512, 1024, 2048 and 4096) was used to build the visual vocab-
ularies; these vocabularies constitute the baseline. Later, each of the baseline
vocabularies is ranked using the MI-based method proposed in [6] and our two
proposed ranking methods, MMM and FRM, with and without the new repre-
sentation method, SWIR. Based on these rankings, nine new vocabularies are
obtained by filtering each baseline vocabulary, leaving the 10%, 20%, ..., 90%,
respectively. We tested the obtained visual vocabularies in a classification task,
using a homogeneous kernel map to transform a χ2 Support Vector Machine
(SVM) into a linear one [14]. We follow the experimental setup of [15], namely,
we train on 30 images per class and test on the rest, limiting the number of test
images to 50 per class. The classification accuracy results are reported in Fig. 1.
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Fig. 1. Mean classification accuracy results on the Caltech-101 dataset.

As it can be seen in Fig. 1, for each value of K used in the experiment, our pro-
posals obtain the best classification accuracy results for the highest compression
rates (10, 20%), being MMM the best method. Moreover, for the other filter-
ing sizes our proposals attain comparable and even better results than the MI-
based method. Besides, in almost all values of K the combination of the MMM
and FRM methods with SWIR method gets the highest classification accuracy
results, being the combination between FRM and SWIR the best. Therefore, we
can assert that taking into account the distinctiveness and representativeness of
visual words in the image representation improves the accuracy of the classifier.

4 Conclusions

In this paper we have introduced three properties and their corresponding quan-
titative evaluation measures to assess the ability of a visual word to represent
and discriminate an object class, in the context of the BoW approach. We also
devised two methods for reducing the size of visual vocabularies that allow to
obtain more distinctive and representative visual vocabularies for BoW image
representation. Finally, we introduced a soft weighting method for image repre-
sentation. The experiments conducted over the well-known Caltech-101 dataset
showed that i) using the more discriminative and representative visual words, and
ii) their properties quantitative measures it is possible to obtain more accurate
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and compact visual vocabularies and improved BoW-based image representa-
tions. Future work will focus on defining a method that, based on the proposed
measures, help us to automatically choose the filter size that maximizes the
classification accuracy.
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