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Abstract. As in many other computer vision applications, the large
amount of data is an inherent problem in video gesture recognition. A
challenging task is to maintain a suitable trade-off between time and
accuracy aiming a solution meeting certain requirements and constraints.
In this paper, we propose a simple and fast gesture recognition approach
that extracts meaningful and discriminative descriptors from hand ges-
ture videos. Experiments conducted on the Sheffield Kinect Gestures
(SKIG) data set show that our method achieves competitive accuracies,
while processing frames at frequencies higher than those required for
real-time applications.
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1 Introduction

The automatic gesture recognition field is associated with communication
between humans and computers. Gesture, however, can be considered a broad
concept, once it may involve hand, head, body, leg, or eye movements, facial
expressions, blinks and winks [11]. Each application has different demands and
challenges.

Arm and body gestures have received attention [3,13] to allow the devel-
opment of intelligent interfaces for devices equipped with cameras, which are
becoming increasingly popular. Stereo camera devices, such as Microsoft’s Kinect
that provides RGB-D images, have made this task easier, encouraging research
in the area [8].

Some methods search for exploring RGB-D images to their maximum by
fusing information on both images. The work described in [10] learns the fea-
ture extraction pipeline with graph-based genetic programming (RGGP). The
method developed in [4] uses hierarchical feature extraction to compute a similar-
ity measure between gestures and apply it on distance-based classifiers. In [14],
the authors apply incremental training to 3DHOF and GHOG features [6] in
order to enhance classification accuracy and enable it to online learning.
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Other methods use only depth data, under the principle that the actor’s
geometry – in this case, carrying some 3D information – is enough to learn
the gestures. This is the case of the work proposed in [5]. Local descriptors are
extracted from each pixel of the depth map volume (a 4-dimensional shape),
encoding low-level information, such as first and second derivatives, gradients
and curvatures. Covariance matrices are used as descriptors, as they carry feature
variations and are low-dimensional.

Furthermore, conventional monocular vision algorithms can be applied to
stereo vision data sets, ignoring depth data. In [2], the authors apply imprecise
hidden Markov models (IHMM) to time series. Distance metrics on mixture pairs
are used to measure the dissimilarity between two video sequences.

This paper extends upon the method described in [1,12] to a new domain:
gesture recognition. The method has shown good results on human action recog-
nition data sets. It uses depth data to produce shape signatures based on extreme
point positions with enough discrimination power to achieve accuracy compara-
ble to state-of-the-art methods, while consuming very little processing time to
perform it. Furthermore, our approach contributes with a suitable cost-benefit
ratio in terms of time and precision.

This paper is organized as follows. Section 2 explains our gesture recognition
methodology. Section 3 presents the results obtained applying it to the SKIG
public data set and details the computational environment and the used param-
eters. Section 4 concludes the paper and include some directions for future work.

2 Proposed Method

Our methodology is composed of the stages illustrated in Fig. 1, extending the
approaches developed in [1,12]. Each stage of the pipeline, marked with a letter
from (a) to (e), is explained as follows.

First, motion segmentation is applied to the original videos. Ideally, this
stage should output a set of silhouettes, however, it often results in unintelligible

Fig. 1. Diagram illustrating the main stages of the proposed methodology.
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broken shapes in real scenarios. This is why we call them motion shapes, such
that errors and missegmentations are accepted.

To fix some of the resulting artifacts, morphological operations are applied [7].
First, a morphological closing with a 3 × 3 structuring element is used to join
broken parts. Then, an area opening is applied to remove small and/or noisy
objects that usually result from small changes in lighting, background movement
and noise. The threshold area was experimentally chosen as 1/360 of the total
image area.

After the aforementioned steps, the Cumulative Motion Shapes (CMS) [12]
are computed (Fig. 1(a)). CMSs are constructed by means of sliding windows
on the temporal dimension of the video volume. For each time window, the
processed motion shapes are joined. This is performed as a union set, so that
the CMS for the k-th frame of a video sequence is given as

CMSk =
k⋃

i=k−n

Si, (1)

where n is the size of the sliding window and Si is the motion shape of the i-th
frame. Fig. 2 illustrates this process. Images from Fig. 2(a) to Fig. 2(d) show
the result of the discussed morphological operations on foreground masks. The
arms are hollow since frame difference was used to extract them. Fig. 2(e) shows
the constructed CMS from these other frames.

The purpose of CMS is to add temporal motion information, while keeping
the representation simple and without raising dimensionality. The CMS can join
broken parts of segmented foreground, creating a meaningful shape. It makes
silhouette-based methods more robust to problems found in the segmentation
process.

The next step, corresponding to Fig. 1(b), consists of excluding faulty frames.
Dealing with noise is a difficult task: although some artefacts can be treated with
morphological operations, meaningless information is still obtained. A frame is
discarded if it fits into one of these criteria: (i) if there is little movement or no
movement at all; a threshold is defined to filter small portions of movement; and
(ii) if the bounding boxes touch the borders of the frame; this usually indicates

(a) Frame 1 (b) Frame 2 (c) Frame 3 (d) Frame 4 (e) CMS

Fig. 2. CMS construction: (a)-(d) Examples of extracted foreground from the cross
action from SKIG [10] data set; (e) CMS from joining previous images.
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(a) Bounding box subdivi-
sion

(b) Interest points (c) Descriptor construction

Fig. 3. (a) Control points are defined as equally spaced points along the bounding
box. The number of control point divisions in the x and y axes are denoted DX and
DY , respectively; (b) characterization of the interest points by the nearest distances
to the CMS contour for each control point – this example has 20 interest points; (c)
construction of the descriptor from the normalized coordinates of the interest points.

that only a part of the person is visible, and partial information would undermine
the training.

Interest points are selected, in step (c) (Fig. 1), as prominent parts of the
CMS. These points are found through control points over the bounding box
shape, that is, the smallest rectangle that comprises the entire shape, as shown
in Fig. 3(a). Control points are equally spaced along the bounding box sides. For
each control point, the nearest point to the CMS contour is selected as an interest
point, as Fig. 3(b) illustrates. The number of key points can be parameterized.

The descriptor construction (Fig. 1(d)) is performed as follows (Fig. 3(c)):

1. the centroid of the shape is determined as the center of the bounding box;
2. the centroid is assigned as the origin and a coordinate system is created and

normalized in relation to the borders of the box, so that the values range
from −1 to 1;

3. each point is positioned in the new coordinate system;
4. the final descriptor vector is obtained by concatenating the coordinates of

all interest points.

Every video frame generates one CMS – except for the first and last frames,
when sliding window positions are empty, and for the discarded frames from
step (b). This results in multiple descriptor vectors for each video, each one
corresponding to a time window. Therefore, actions are learned by starting from
any part of its cycle.

When a classifier is trained, its inputs correspond to several self-sufficing
descriptors for each video, as shown in Fig. 1, step (e). Similarly to classify an
unknown sequence, multiple predictions are fed to a voting process: the most
voted class is chosen. To avoid overpopulating classifiers, a parameterized num-
ber of equally spaced samples are selected.



Fast and Accurate Gesture Recognition Based on Motion Shapes 251

3 Experiments

In this section, we evaluate our method on a public gesture data set and present
the results, as well as implementation details such as software libraries and
parameters.

The experiments were conducted on the Sheffield KInect Gesture (SKIG)
data set [10], which consists of 10 action categories, performed by 6 actors, on
3 hand poses, 3 backgrounds and 2 illumination conditions. This results in 1080
videos. Each video sequence is available as a set of RBG color images and depth
maps. The images were acquired with the Microsoft Kinect sensor.

The gestures present in the data set include: circle (clockwise), triangle (anti-
clockwise), up-down, right-left, wave, “Z”, cross, come here, turn-around and
pat. These gestures are illustrated in Figure 4, where color images with arrows
to assist understanding are shown on the top row and depth maps on the bottom
row.

Fig. 4. Samples from each gesture class of SKIG data set. Color images (with arrows
indicating the gesture) on the top row and depth maps on the bottom row. Extracted
from [10].

The feature extraction module was written in C/C++ programming language
using OpenCV (library version 2.4.9). The classification module was written in
Python 2.7.6 using the SciKit-Learn package (version 0.15.2), which includes
implementation for several classification machines and cross-validation function-
alities.

According to the experimental protocol described in [10], we performed a
3-fold cross-validation set up. The data was evaluated through two classification
machines: Support Vector Machines (SVM) and K-nearest neighbors (K-NN).

Table 1 shows the feature extraction speed (in frames per second - FPS), the
average classification time for a single video (in milliseconds) and the accuracy
rates for SVM and K-NN (in percentage). It can be seen that the feature extrac-
tion time is very low, allowing for the method to work in real case scenarios,
where computational time is an important factor. Time measures correspond
to an average of runs. The experiments were conducted in a 2.4GHz Intel i7
processor using no parallelism resources.

Our method achieves 93.52% accuracy using only depth map images, surpass-
ing the baseline results of 76.1% on the depth images, and 88.7% on a color/depth
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Table 1. Accuracy rates (in percentage), average feature extraction speed (in frames
per second) and average classification time (in milliseconds) for SKIG data set. All
time measurements were obtained from an average on five runs.

Approach Measurements Results

Proposed
Feature extraction speed (FPS) 354.37

Classification time (ms)
SVM 20.80
KNN 12.70

Accuracy rate (%)
SVM 93.52
KNN 91.30

RGGP [10]
Accuracy rate (%)

Depth only 76.1
RGB-D fusion 88.7

Hierarchical model [4]
Accuracy rate (%)

Depth only 91.3
RGB-D fusion 91.9

IHMM [2] Accuracy rate (%) RGB only 92.8

ABACOC [14] Accuracy rate (%) RGB-D fusion 97.5

fusion classification. Although state-of-the-art methods overcome this rate, our
contribution results in a proper balance between computational time and accu-
racy. This correct classification rate, not far behind the best available values, is
achieved while taking an average of 2.82 milliseconds to process a single frame.

Additional experiments were conducted in order to search for optimum quan-
tity of interest points. It was decided to set it to 64, with 16 along each side of
the bounding box. As each point contributes with 2-dimensional coordinates, the
descriptor size is 128. To reduce it, extracting the most discriminative dimen-
sions, principal component analysis (PCA) [9] is applied to the data, keeping
50 dimensions. This value was able to keep the dimensionality low, while still
keeping the descriptor discriminative.

Furthermore, since it was observed that the use of many frames would add
confusion and redundancy to the classification process, thirty equally spaced
samples were taken from each video. This value was also determined empirically.

The sliding window size is the most decisive descriptor parameter. Short
gestures require small windows, whereas longer gestures require larger windows.
A grid search showed that the best window size for SKIG data set is 25 frames.

Parameter grid searches were run for both SVM and K-NN classifiers. The
best results using SVM were on RBF kernels for C and Gamma equal to 100
and 0.1, respectively. These parameters were consistently the best configuration,
even changing the number of interest points and number of sample frames. The
behavior for the K-NN parameter was not so constant, where its value for the
best run was 5.

Figure 5 shows the confusion matrix of the SVM best result, as shown in
Table 1. The cell with the highest misclassification is the Pat action, predicted
as Up-Down. They are similar actions, both involving hand movements up and
down.
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Fig. 5. Confusion matrix for the best result (accuracy of 93.52%) using SVM classifier.

4 Conclusions

This work describes and evaluates a gesture recognition method. The descriptor,
originally constructed to represent entire human shapes for action detection [12],
demonstrated to be effective on hand movements.

The proposed gesture recognition method shares some common characteris-
tics with other domains, for instance, object detection and activity recognition.
Its feature vector has low dimensionality and can be computed in real time.
Furthermore, it has enough discriminative power to be competitive with state-
of-the-art methods in terms of accuracy.

The most challenging task for shape-based methods is the foreground seg-
mentation. This is mitigated by grouping several frames into one sliding window,
which we refer to as cumulative motion shapes (CMS). It is particularly easier
for gesture recognition, since it is often done in closed scenes, with one per-
son interacting with the machine. The Kinect sensor also facilitates the task by
making depth maps and people detection available.

Experiments showed that the method achieved 93.52% accuracy on SKIG
public dataset, while extracting descriptor vectors at an average of 354.37 FPS.
These results represent an alternative on the trade-off problem between accuracy
and processing time.

Training a classifier with several descriptors for each video allows for the
method to detect a gesture in any of its stage, instead of having to wait for it to
complete a sequence of states or for an initial pose.
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Most of the action data sets evaluated on [12] took window sizes of 12 or less.
The best window size found for SKIG data set is 25. This occurs since the time
periods for the gestures are relatively long.

As directions for future work, we intend to apply our method to other gesture
data sets. Our method employs only flat shapes extracted from depth images.
It would be possible to merge it with descriptors from the RBG images. Fur-
thermore, the application of different classification approaches could improve
the method accuracy, such as sequences of clustered key poses or probabilistic
techniques.
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