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Abstract. We propose to use a state-of-the-art visual odometry tech-
nique for the purpose of head pose estimation. We demonstrate that
with small adaptation this algorithm allows to achieve more accurate
head pose estimation from an RGBD sensor than all the methods pub-
lished to date. We also propose a novel methodology to automatically
assess the accuracy of a tracking algorithm without the need to manually
label or otherwise annotate each image in a test sequence.
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1 Introduction and Related Work

Head pose estimation is a very popular topic as it directly links computer vision
to human-computer interaction. In recent years a lot of research has been con-
ducted in this field. The focus of most contemporary approaches seem to be
Active Appearance Model-like approaches such as [1,15] or hybrid approaches
based on model tracking [9,13]. Despite impressive performance, we argue that
the accuracy of these methods in terms of head pose estimation accuracy (rota-
tion, translation) still leaves room for improvement. Most importantly, all the
popular approaches assume that the RGB camera input is available, but do not
consider depth input data. Recent developments in the field of depth sensors
suggest that they will soon be deployed on a large scale, such as RGB cameras
are today. Therefore, using this additional information for basic computer vision
challenges such as head pose tracking, seems to be important.

We show how the method developed primarily be Kerl et al. [10,11] for
camera pose estimation can be used for head pose tracking. We believe that
this approach presents new opportunities and benefits compared to previous
approaches. We demonstrate that this method has superior accuracy to the
current state-of-the-art. Furthermore, we propose a generic scheme of adopting
a camera pose estimation method to the head pose estimation scenario.

c© Springer International Publishing Switzerland 2015
M. Kryszkiewicz et al. (Eds.): PReMI 2015, LNCS 9124, pp. 202–212, 2015.
DOI: 10.1007/978-3-319-19941-2 20



Head Pose Tracking from RGBD Sensor Based on Direct Motion Estimation 203

The contributions of this work are as follows:

1. A derivation on how to use the visual odometry algorithm proposed in [10]
for head pose tracking.

2. A new method to automatically evaluate the accuracy of a head pose tracking
algorithm.

1.1 Related Work in Head Pose Estimation

Head pose estimation is a very important topic in the field of human-computer
interaction. It has many applications as a component of HCI systems such as
eye gaze tracking or facial expression analysis, but also directly for controlling
interface elements such as the cursor. The first vision-based approaches utilized
a single RGB camera to estimate the head pose. Recently however, the focus of
researchers has shifted to depth sensors. Starting with Microsoft Kinect, depth
cameras have become increasingly available, which further encourages research
in this area.

A good overview of head pose estimation using visible light cameras can be
found in [16]. A follow-up of this study focused on high accuracy techniques
was presented in [4]. The most accurate RGB based methods are related to
tracking. The current state-of-the-art in this field are hybrid methods using a
combination of static pose estimation and tracking, with the usage of reference
templates [13,15].

The depth-based head pose tracking methods are all relatively new. One of
the pioneering studies [14] infers pose from facial geometry. In order to make
this work, facial landmarks such as the nose tip are first detected, and smoothed
with a Kalman filter. The relative position of the facial landmarks allows to
calculate the head pose. Despite high accuracy reported in the paper, it is ques-
tionable whether such can be achieved in real world scenarios under uncon-
strained head movements and varying lighting. Another statistical framework
was later presented without the requirement of such high resolution input data
[2]. The accuracy of the system seems to be good with a reported accuracy around
3 pixels related to manually tagged facial landmarks in images (in the presented
set-up this is below 2 mm). Other statistical head pose estimation approaches
using depth cameras have also appeared [5,17], but they are only capable of
performing coarse pose estimation, focused on robustness not accuracy.

A somewhat different type of approach has been proposed in [6]. The authors
propose to perform depth based tracking and intensity based tracking separately,
and later fuse them with an extended Kalman filter. A set of features is detected
and tracked in the intensity domain, as well as in the pure depth image. The
reported accuracy of around 3 degrees is quite impressive. In other work, [12]
propose to track the head using an elaborated variant of ICP with head move-
ment prediction. While being fast, the system seems less accurate than other
related work. Last but not least, a new approach to using Active Appearance
Models has been recently proposed [20]. It is an improved AAM tracking with
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linear 3D morphable model constraints and claims to have a point tracking accu-
racy of 3–6mm. It is a very good choice for tracking initialization, but does not
reach the full potential of frame-to-frame tracking accuracy that we will present.

1.2 Related Work in RGBD Camera Pose Estimation

The traditional algorithm for RGBD pose estimation is the Iterative Closest
Point (ICP) algorithm, which aligns two point clouds. One of the first popular
Simultaneous localization and mapping (SLAM) methods, Kinect Fusion [8], is
based on this approach. ICP is however not very accurate, even when adopted
in a coarse-to-fine scheme. A much more accurate method for small baselines
has been recently proposed by Steinbrucker et al. [21]. Assuming that the scene
geometry is known, the camera pose estimation can be denoted as the minimiza-
tion of the following total intensity error

minξ

ˆ
Ω

|I1(x) − I2(πgξ(hx))|2 dx (1)

where ξ represents the six degrees of freedom for rigid body motion, gξ is the
rigid body motion (of the camera), x is a point in homogenous coordinates,
hx is the 3D structure and π is projection. This can be solved by linearization
and a Gauss-Newton approach. It turns out that on contemporary hardware
such minimization, and in turn camera motion estimation, can be performed in
real time even for high camera resolutions. Extensions to the basic idea include
parallel minimization of the depth discrepancy as well as a probabilistic error
model [11].

We use the described work in our derivation in Sect. 2. We propose to solve
a dual problem to the classical one: instead of estimating the camera pose we
estimate the pose of the tracked object, in our case the human head.

2 Direct Head Pose Tracking Approach

We consider the problem of object pose tracking, i.e. the affine motion estimation
using a single RGB-D camera. The camera can be used to find the instant motion
with respect to its Cartesian coordinate system for selected objects which are
detected in the image - in our case a human head. The below derivation is based
on the work of [10,11,21] extending their presentation by the complete EM
scheme including weight computation for Iteratively Reweighted Least-Squares
(IRLS), and by the formulas (3), (5), (8), and (9).

2.1 Spatial and Pixel Trajectories of Tracked Objects

Object affine motion can be approximated by discrete trajectories of its points
represented in homogeneous Cartesian coordinates and defined recursively

Xt+1 ≈ (I4 + ŝt) (2)
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where the twist vector s defines the instant motion matrix ŝ. The cummulated
rotation Rt and translation Tt can be recovered from the matrixGt+1 = (I4 +
ŝt)Gt, G0 = I4, requiring identification of the twist st for each discrete time.

The spatial trajectories are viewed by the RGB-D camera as pixel trajec-
tories. Having the depth function D(x, y) and the intrinsic camera parameter
matrix K ∈ R

3x3, we can re-project the pixel (xt, yt) from the image frame It

to the spatial point (Xt, Yt, Zt), find the point (Xt+1, Yt+1, Zt+1) after instant
motion determined by the twist st = (at,vt)), and project onto the pixel
(xt+1, yt+1) into the image frame It+1 (where K ′ ∈ R

2x3 is the upper part
of K):

⎡
⎢⎢⎣

Xt

Yt

Zt

1

⎤
⎥⎥⎦ = Dt(xt, yt)K−1

⎡
⎣

xt

yt

1

⎤
⎦ →

[
xt+1

yt+1

]
= K ′

[
Xt−(at)zYt+(at)yZt+(vt)x

−(at)yXt+(at)xYt+Zt+(vt)z
(at)zXt+Yt−(at)xZt+(vt)y

−(at)yXt+(at)xYt+Zt+(vt)z

]

(3)

2.2 Probabilistic Framework for Object Pose Tracking

The twist vector s can be found by Iterated Re-Weighted Least Square method
with weights derived from probabilistic optimization given residuals ri (differ-
ences between warped and observed intensities/depths)

sMAP = arg min
s

[
−

n∑
i=1

log p(ri|s) − log p(s)

]
(4)

When d-variate Student t-distribution is assumed for d-dimensional residuals,
the weights can be found by EM iterations. Let ν be fixed and initially μ(1) =
0d, Σ(1) = Id. Then at the iteration j, the parameters w, μ,Σ are updated:

1. the i-th residual ri gets the weight: w
(j)
i ← ν+d

ν+(ri−μ(j))T (Σ(j))−1
(ri−μ(j))

2. the mean value: μ(j+1) ←
∑n

i=1 w
(j)
i ri

∑n
i=1 w

(j)
i

3. the covariance matrix: Σ(j+1) ←
∑n

i=1 w
(j)
i (ri−μ(j+1))(ri−μ(j+1))T

∑n
i=1 w

(j)
i

The stop condition occurs if both the mean vector and the weighted covariance
matrix stabilize all their components. However, it should be noted that if the
weight w

(j)
i is small, the algorithm can be stopped earlier and thus speeded

up. The optimization step can keep a linear form if the weights wi satisfy the
requirements wiAri

.= ∂ log p(ri|s)
∂ri

, for a certain matrix A ∈ R
dxd.

Assuming the normal prior probability distribution p(s) = Norms

(spred,Σpred) and approximating the residual function ri by its linear part we
get the linear equation for the optimized step Δs:

[
Σ−1

pred +
n∑

i=1

wi
∂rT

i

∂s
Σ−1 ∂ri

∂sT

]
Δs = −Σ−1

pred(s0 − spred) −
n∑

i=1

wi
∂rT

i

∂s
Σ−1ri(s0)

(5)



206 A. Strupczewski et al.

2.3 Residual Derivatives Based on Intensity and Depth Constancy

Since an RGBD camera produces 2D photometric data and 3D spatial data
we can track the object relying on the depth D constancy along the 3D point
trajectory and the luminance L constancy along the pixel trajectory. In this case
the vectorial residual has the form:

ri(s) =
[

L′(x′
i, y

′
i) − L(xi, yi)

D′(x′
i, y

′
i) − Z ′

]
(6)

The twist derivative is the combination of two twist derivatives: luminance and
depth

∂rT
i

∂s
=

[
∂L′(x′

i, y
′
i)

∂s
,

(
∂D′(x′

i, y
′
i)

∂s
− ∂Z ′

∂s

)]
(7)

The luminance derivative is a special case of the constancy formula for photo-
metric attributes:

∂L′T
i

∂s
=

[
∂x′

∂s
,
∂y′

∂s

][
∂L′T (x′,y′)

∂x′
∂L′T (x′,y′)

∂y′

]
=

[
X̂i

I3

]⎡
⎣

Z ′ 0
0 Z ′

−X ′ −Y ′

⎤
⎦ K∗

Z ′2
T

[
∂L′T (x′,y′)

∂x′
∂L′T (x′,y′)

∂y′

]

(8)

where we define K∗ .=
[

fx gx

0 fy

]
. The depth is differentiated along the pixel

trajectory and along the 3D point trajectory:

∂
[
D′T

i − Z ′T
i

]
∂s

=
[
X̂i

I3

]⎡
⎣

Z ′ 0
0 Z ′

−X ′ −Y ′

⎤
⎦ K∗

Z ′2
T

[
∂D′T (x′,y′)

∂x′
∂D′T (x′,y′)

∂y′

]
− [Yi,−Xi, 0, 0, 0, 1]T

(9)
Using the Gauss Newton algorithm and formulas 5 and 7 we can align two

RGBD images by minimizing the photometric and geometric error. Because of
using the probabilistic model and IRLS, the method is robust to small deviations
and outliers. In order to perform head pose estimation relative to a fixed-position
camera sensor, we propose to crop out the face image from the whole scene. Once
only facial pixels are provided, the problem comes down to estimating rigid body
motion as described above.

2.4 Head Region Extraction

In order to crop out the face, we use a face detection algorithm based on the
boosting scheme. For feature extraction we use an extended Haar filters set
along with HOG-like features. For weak classification we use logistic regression
and simple probability estimations. The strong classifier is based on the Gentle
Boosting scheme.
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Our facial landmark detection method is based on a recently popular cas-
caded regression scheme [18], where starting from an initial face shape estimate
S0 the shape is refined in a fixed number of iterations. At each iteration t an
increment that will refine the previous pose estimate St−1 is found by regressing
a set of features:

St = St−1 + RtΦt(I, St−1), (10)

where Rt is the regression matrix at iteration t and Φt(I, St−1)t is a vector of
features extracted at landmarks St−1 from image I. Figure 1 summarizes the
whole process of facial feature alignment. Our method was trained using parts
of the 300-W [19] and Multi-PIE [7] datasets.

Fig. 1. The process of facial feature alignment. (a) The mean shape is aligned with the
landmarks from the previous video frame. (b) The shape and image are transformed to
a canonical scale and orientation. (c) Cascaded regression is performed for a predefined
number of iterations. (d) The resulting shape. (e) An inverse transformation is applied
to the shape to obtain its location in the original image.

3 Experiments

3.1 System Implementation

We have developed our head pose tracking system on top of the dense visual
odometry tracking algorithm as implemented by the authors of [10]. The original
DVO tracker is designed to estimate the camera motion. As this is dual to the
estimation of an object’s pose relative to a motionless camera, we crop out face
pixels from the whole image to get a consistent face pose estimation.

In order to provide the initial region of interest we run our face detection
algorithm described in Sect. 2.4 in the first frame. Once we have a coarse rec-
tangular face area, depth-based segmentation can be performed. We begin with
finding the mean head depth by averaging the depth values in a small window in
the center of the face ROI. Next we perform depth thresholding to remove pixels
far away from the mean head depth. The suitable depth range has been deter-
mined experimentally. During tracking the coarse region of interest is moved
using estimated head motion. The depth thresholding is repeated in the same
way for each subsequent frame. An example of coarse rectangular ROI and final
segmented head is presented in Fig. 2. Once the head is segmented from the
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images the motion is computed using DVO tracker. The motion is estimated in
a frame-to-frame manner and accumulated to obtain the transformation to the
first frame.

3.2 Test Methodology

Unfortunately, popular databases for head pose estimation, such as the Boston
University dataset [3], do not suit our needs. We require a dataset where the
RGB and depth stream are registered simultaneously and the user performs
various head movements. Because of the lack of such datasets, we have decided
to record our own. We have recorded ten sequences of five different people, each
about one minute long. Each sequence begins with a frontal head pose, after
which unconstrained, significant head movements are performed. Typically the
sequences contain large head rotations along three axes (yaw, pitch, roll).

Recording the ground truth of a person’s head pose is a very difficult task.
Firstly, it requires specialized, expensive equipment such as magnetic trackers.
Secondly, the accuracy of such a dataset is inherently limited by the accuracy
of the equipment used. We propose a novel method to measure how well the
head pose is estimated, which overcomes both of the mentioned limitations. We
propose to estimate the motion of projected facial landmarks found in the input
data. The algorithm can be outlined as follows.

For each image:

1. Estimate head pose in the image.
2. Use the estimation to transform the head pose to the initial view.
3. Calculate the projection of the transformed facial image.
4. Calculate the distance between the projected coordinates of landmarks. in

the first and current image - this is proportional to the tracking accuracy.

As facial features we propose to use the eye inner and outer corners, and lip
corners. The facial features can be tagged manually, but what is even more
important, they can be determined automatically by a face landmark localisation
algorithm. This is the biggest advantage of the proposed methodology - long
sequences can be reliably evaluated without the necessity to perform tedious and
error-prone manual tagging of each frame. Figure 2 shows the type of performed
head movements in one of the test sequences (top), along with warped segmented
faces using the described algorithm (bottom).

3.3 Results

The results on sequences that we have recorded are shown in Table 1. The set
of six chosen facial features (inner and outer eye corners, lip corners) was used
to calculate the errors in the top row. For comparison, the bottom row shows
the average errors for all points (68) detected by the facial landmark alignment
algorithm. The average errors in pixels have been calculated for all the frames in
each test sequence. We have used an RGB camera resolution of 1920x1080 pixels
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Fig. 2. Head pose dataset. Landmark locations from the reference frame are marked
by green circles, those from the current warped frame are marked by red crosses.

and recorded people who were about 1 m away, which resulted in the face images
having around 100 pixels between the eyes. For depth recording we have used the
Kinect 2 sensor having 512x424 resolution in the image plane and 1 mm depth
resolution. The proposed algorithm works in real-time on a CPU.

Table 1. Head pose estimation accuracy on ten sequences [pixels]

Sequence Seq 1 Seq 2 Seq 3 Seq 4 Seq 5 Seq 6 Seq 7 Seq 8 Seq 9 Seq 10

Subset error 3.78 3.48 2.77 4.4 3.37 4.15 2.76 3.69 4.38 4.62

Full set error 4.92 4.85 4.59 5.48 4.07 4.74 4.21 4.61 5.61 5.82

The measured errors of around 3–4 pixels demonstrate very high accuracy
of the proposed head pose estimation method. Because the proposed tracking
algorithm uses a probabilistic model and IRLS, it can handle outliers and non-
rigid face motion by downvoting the pixels inconsistent with global motion.

We wish to point out, that the facial landmark localisation algorithm used
in our experiments is sensitive to illumination and the inaccuracy of the facial
landmark localization algorithm is a part of the measured errors in Table 1. In our
opinion, judging from a set of manually tagged images, the proposed head pose
estimation algorithm has better accuracy than indicated by the measurements
in Table 1 by at least 1 pixel. This is better than the accuracy measured in [2].

Figure 3 shows the trajectory of head motion that was performed similarly
in each test sequence. The trajectory is displayed as a virtual camera trajectory
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Fig. 3. Head pose trajectory presented as virtual camera trajectory

relative to a motionless head for better visualization. We would like to note that
the trajectory finishes in roughly the same place as it started even though the
motion is estimated in a frame-to-frame fashion. This proves that there is very
small tracking drift, which is a strong advantage of the proposed algorithm.

4 Conclusions

We have presented a novel, highly accurate approach to head pose tracking.
Based on the obtained accuracy measurements, as well as observations of live
performance when stabilizing the head image, we conclude that the presented
method surpasses the current state-of-the-art in the field of RGBD head pose
tracking. The real-time algorithms for camera motion estimation proposed in
[10] can be easily adapted to the scenario of head pose tracking and used for
various use cases such as eye gaze tracking or face frontalization. We have also
presented a new head pose tracking accuracy evaluation methodology which can
be easily used to assess algorithm performance.

A good direction for future work is exploring the possibility of using
keyframes and thus removing accumulated tracking error from the proposed
head pose estimation method.
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