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Abstract. In this paper we propose a method for learning a category-
sensitive hash function (i.e. a hash function that tends to map inputs
from the same category to the same hash bucket) and a feature descriptor
based on the Bloom filter. Category-sensitive hash functions are robust to
intra-category variation. In this paper we use them to produce descriptors
that are invariant to transformations caused by for example viewpoint
changes, lighting variation and deformation. Since the descriptors are
based on Bloom filters, they support a ”union” operation. So descriptors
of matched features can be aggregated by taking their union. We thus end
up with one descriptor per keypoint instead of one descriptor per feature
(By keypoint we refer to a world-space reference point and by feature
we refer to an image-space interest point. Features are typically obser-
vations of keypoints and matched features are observations of the same
keypoint). In short, the proposed descriptor has data-defined invariance
properties due to the category-sensitive hashing and is aggregatable due
to its Bloom filter inheritance. This is useful whenever we require custom
invariance properties (e.g. tracking of deformable objects) and/or when
we make multiple observations of each keypoint (e.g. tracking, multi-view
stereo or visual SLAM).

Keywords: Keypoint recognition · Feature matching · Feature track-
ing · Hashing · Bloom filter

1 Introduction

The problem of finding corresponding points across sets of images is essential
to many computer vision applications. Examples of such applications include
3D reconstruction from multiple views, visual SLAM, tracking, image align-
ment/registration and panorama stitching. Over the years, many successful
detector/descriptor combinations have been proposed for matching features
between image pairs [4,8–11,13]. These matching procedures are invariant to
image plane translation and in some cases also to scaling, rotation and full affine
transformation.

In some cases the desired invariance properties of the detector/descriptor can-
not be explicitly modeled. In such cases authors have employed various machine
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learning techniques to produce descriptors with custom invariance properties
defined by data [1–3]. We will mention some examples of descriptor learning in
the following section.

In cases where each keypoint is tracked across several images it is desirable
to exploit the fact that we accumulate many observations of each keypoint to
extend/improve the keypoint appearance model. This is typically referred to as
keypoint recognition [7,12,16]. In keypoint recognition the matching problem is
reformulated as a classification problem. Each tracked keypoint is treated as a
separate class and classifiers can be trained and used to match features in new
images to known keypoints. We will mention some more examples of keypoint
recognition in the next section.

In this paper we combine ideas from descriptor learning and keypoint recog-
nition. The first part of our method, category-sensitive hashing, is inspired by
descriptor learning (see figure 1(a)). We use a training set of images with known
feature-to-keypoint correspondences to learn hash functions that map features
corresponding to the same keypoint to the same hash bucket. In practice, this
achieves robustness, but not full invariance to the transformations present in the
training set.

The second part of our method, Bloom filter based descriptors, is inspired by
keypoint recognition methods. Each keypoint is represented by a binary array
(see figure 1(b)). A set of category-sensitive hash functions are used to set some of
the elements in this array to 1. If two keypoints are matched, their descriptors can
be combined by or-ing them together. Combining descriptors is a way of modeling
the remaining appearance variation not handled by the category-sensitive hash
functions.

The main contributions of this paper are (1) to propose a method for learn-
ing a category-sensitive hash function and (2) to propose a feature descriptor
based on the Bloom filter. The main advantage of this descriptor is that it can
be aggregated, so that a keypoint has a single descriptor instead of one separate
descriptor for each observation (feature). The rest of the paper is structured as
follows. In the next section we mention some related work on descriptor learning
and keypoint recognition. In section 3 we describe our category-sensitive hash-
ing and in section 4 we describe the Bloom filter descriptor. The experimental
evaluation is in section 5 and we conclude in section 6.

2 Related Work

2.1 Descriptor Learning

The goal of descriptor learning is to learn a feature descriptor that minimizes
some matching error on a data set with known correspondences. Brown et al.
divide the descriptor computation process into a set of blocks, each parameter-
ized by a set of parameters and settings, which are optimized on correspondences
extracted from a large multi-view stereo dataset [1].

Calonder et al. let each keypoint in a training set represent one class and
train randomized trees to map from feature to keypoint [2,3]. The training set
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(a) Category-sensitive hash function (b) Bloom filter based descriptor

Fig. 1. Overview of our method. a) Given a training set of images with known feature
correspondences ({A,B,C} and {D,E, F}), we learn a hash function hi() that maps
corresponding features to the same bucket (and non-corresponding features to different
buckets). b) A feature descriptor (d(G) and d(H)) is constructed by repeatedly hashing
the feature using category-sensitive hash functions and setting the corresponding bits
of a binary array to 1. The descriptor for a set of (matching) features (d({G,H})) is
computed by or-ing together the descriptors of each feature in the set.

contained several observations (features) corresponding to each keypoint. Given
a new feature, the randomized tree outputs a probability distribution over the
keypoints seen during training. This distribution (after some post-processing) is
taken to be the descriptor of the feature. So a feature is described in terms of
its similarity to the keypoints seen during training.

Our category-sensitive hashing is similar in spirit to the work of Calonder
et al. in the sense that we also describe features in terms of their similarity to
keypoints seen during training (although we do it implicitly). But while Calonder
et al. use a system of offline and online trees to adapt their descriptor at runtime,
we adapt to runtime input by aggregating the Bloom filter descriptors of matched
features.

2.2 Keypoint Recognition

Works on keypoint recognition reformulate the matching problem as a classi-
fication problem. It is typically assumed that a model of the target object or
scene is available for offline training. Lepetit et al. train a random forest to map
input features to a fixed set of keypoints on a known object [7]. An advantage of
this approach is that the invariance properties of the matching can be controlled
explicitly through the training data and the choice of which image measurements
to use can be handled by the learner. It is demonstrated that a high computa-
tional performance can be achieved. Shotton et al. take one step further and
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train a random forest regressor to map directly from any pixel in an input rgb-d
image to a 3D point in the scene [14], removing the need for a feature detector.

All of the above mentioned methods require a model of the object or scene
to be available for offline training. In contrast, Williams et al. use fixed (non-
data dependent) sets of ns randomly chosen binary image measurements to hash
features into nh different hash tables [16]. Each of the nb = 2ns hash buckets
stores a binary string with one bit for each of the np current keypoints, indicating
which keypoints have observations that hash to that bin. The storage required
is nb · np · nh bits, which limits the number of keypoints that can be maintained
(since not only np but also ns has to be large to allow discrimination between
many keypoints). Williams et al. report experiments with only 80 keypoints.
Klein et al. report using this method with a few thousand keypoints [6]. Ozuysal
et al. present a method that is similar in spirit to Williams et al. and coin the
term random ferns [12].

Our Bloom filter based descriptor is quite similar to [16] and we devote a
paragraph in section 4 to illustrate the main differences. In short we let all nh

hash functions index the same table, allowing us to use much higher values of
ns, np and nh.

3 Category-Sensitive Hashing

The goal of category-sensitive hashing is to learn a hash function h(•) such that
h(A) = h(B) iff A and B have the same category. In our experiments categories
correspond to keypoints, but the method presented in this section is of course
not limited to this application.

Evaluating the hash function In the following, we describe how the hash function
is evaluated on feature A, at location (xA, yA) in image I. The hash function is
implemented using a binary decision tree (see figure 2(a)). The internal nodes
of the decision tree contain a weak classifier, defined in equation 1. The binary
classifier first computes a response r by subtracting the image intensities at two
locations, (xA + x0, yA + y0) and (xA + x1, yA + y1), and then thresholds the
difference at −dmin. The offsets (x0, y0) and (x1, y1) are parameters of the weak
classifier. The threshold dmin is a constant and is set to a small positive value
(typically 5). The purpose of setting dmin �= 0 is to avoid noisy classifications
in constant image regions [16]. If the weak classifier returns −1, the feature
continues to the left child, otherwise it continues to the right child. Each leaf
node stores a hash bucket index, which is returned.

r(xA, yA;x0, y0, x1, y1) = I (xA + x0, yA + y0)
− I (xA + x1, yA + y1)

g(xA, yA;x0, y0, x1, y1) =
{−1 if r(xA, yA;x0, y0, x1, y1) ≤ −dmin

1 if r(xA, yA;x0, y0, x1, y1) > −dmin

(1)
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(a) Category-sensitive hash function (b) Training

Fig. 2. a) The category-sensitive hash function is implemented using a binary decision
tree. Each leaf node is linked to one hash bucket. Interior nodes classify features based
on image intensities. b) One round of hash-function training: (1) Leaf nodes and hash
buckets before training, (2) Split, (3) Merge, (4) Leaf nodes and hash buckets after
training (upside-down). See text for details.

Training the hash function The training of the hash function much resembles
breadth-first training of decision trees (as described in chapter 21.2.2 of [5]). The
main difference is that we find one split for each hash bucket instead of one split
for each current leaf node. Figure 2(b) illustrates one iteration of training.

Step 1 shows the state of the hash function before training starts. Each
current leaf node of the underlying decision tree is linked to one hash bucket.

In step 2, each hash bucket is split by a weak classifier. We sample a num-
ber nc of candidate weak classifiers for each hash bucket and initialize left and
right histogram accumulators for each candidate weak classifier (each histogram
accumulator is a histogram over category labels). So we have nb · nc candidate
weak classifiers and nb · nc · 2 histogram accumulators in total. We then iterate
over each labeled feature (A, y) in the training set. The current hash bucket of A
is computed by applying the current hash function, then all nc candidate weak
classifiers for that bucket is applied to A and the corresponding left/right his-
togram accumulators are updated by adding one to the counter for label y. The
histogram accumulators are then used to compute the information gain of each
candidate weak classifier and the best weak classifier is selected. A new level is
added to the underlying decision tree and each previous leaf node is set to store
the weak classifier that was selected for its linked bucket.

In step 3 the 2 · nb ”temporary” hash buckets resulting from the split in
step 2 are merged greedily until only nb buckets remain. Let E be the entropy
computed over all current buckets (see equation 2, where Sk is the number of
training features and Ek is the label entropy in bucket k). For each pair of
buckets (i, j), we compute the increase ε(i, j) in the entropy E resulting from
merging buckets i and j (Ei+j is the entropy computed from all features in both
buckets i and j) and merge the pair that results in the smallest entropy increase.
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E =
∑2·nb−1

k=0 Sk · Ek∑2·nb−1
k=0 Sk

ε(i, j) = (Si + Sj) · Ei+j − (Si · Ei + Sj · Ej)

(2)

Finally step 4 shows the state of the hash function after training. A new level
has been added to the underlying decision tree. Let new leaf node l be the left
(or right) child of previous leaf node p. Then the linked bucket of l can be found
as follows: start at p in step 1, then go left (or right) to the ”temporary” bucket
in step 2, then follow the line form the ”temporary” bucket to the bucket it was
merged into in step 4, this is the linked bucket of l.

4 Bloom Filter Based Descriptor

A Bloom filter V is defined by an array of nb bits and a set of nh hash functions,
h1, . . . , hnh

, each with range {0, . . . , nb − 1}. Initially all nb bits in the array are
set to 0. As illustrated in figure 1(b), a feature G is added to the filter by hashing
it with each of the nh hash functions and setting the corresponding bits to 1.
To check if a feature is in the set we similarly hash it with each of the nh hash
functions and check if the corresponding bits are all set to 1. False positives are
possible, but false negatives are not.

Theoretical properties The Bloom filter has a number of relevant theoretical
properties. Firstly the probability of false positives can be computed based on
the number, nf , of independent features that have been added to the filter:

pfpp =
(

1 −
(

1 − 1
nb

)nh·nf
)nh

≈
(
1 − e−nh·nf/nb

)nh

(3)

Minimizing equation 3 with respect to nh gives us the optimal number of
hash functions:

nh =
nb

nf
· ln 2 (4)

One great property of the Bloom filter is that the internal array does not
change if we add a feature that is already in the filter. In our case we will
typically add many similar features from neighbouring images. Since we are using
category-sensitive hashing functions (which have been trained to be robust to
our inter-image transformations) each new feature will only toggle very few new
bits to 1. Therefore the effective number of independent features stored in the
filter will be much less than the number of features we have actually inserted.
We observe that we can compute the probability of false positives in terms of
the number, nz, of zeros in the internal array:

pfpp =
(

1 − nz

nb

)nh

(5)
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Equating eqation 3 with equation 5 and solving for nf gives us the number
of independent features in the filter as a function of the number of zeros in the
filter array [15]:

nf = −nb · ln (nz/nb)
nh

(6)

Comparing descriptors Since the Bloom filter descriptors essentially represent
sets of features, a reasonable similarity measure is the intersection over union.
Let d and d′ be two descriptors. We can estimate the number of independent
features, nf and n′

f , using equation 6. We can also estimate the number, n∪
f , of

independent features in the union of d and d′ by letting n∪
z (see equation 6) be

the number of bits that are zero in both d and d′. Then we can compute the
intersection over union similarity s:

s =
nf + n′

f − n∪
f

n∪
f

=
ln(nz) + ln(n′

z) − ln(n∪
z ) − ln(nb)

ln(n∪
z ) − ln(nb)

(7)

Comparison to the method of Williams et al. [16] As mentioned in the intro-
duction, our method is quite similar to the method of Williams et al. [16]. In
figure 3 we illustrate the main difference. For each keypoint we store a single
bit array and all hash functions index into that array. Williams et al. store a
separate array for each hash function. While this eliminates the risk of collision
between hash functions, it increases the memory footprint by a factor of nh.
Using a single array for all hash functions enables us to use much larger nh and
nb, i.e. we can use more and finer partitionings of our feature space. In addi-
tion, we use trained category-sensitive hash functions instead of random locality
sensitive hash functions and we also use a different similarity measure.

nb

nh

np

0 0 1
1 0 0
1 0 0

(a) Williams et al. [16]

nb

np

0 0 1

1 0 0
1 0 0

(b) Ours

Fig. 3. Memory layout for a set of np keypoints. (a) Williams et al. [16] use a nb × nh

bit array to store their binary scores for each keypoint. (b) We let all hash functions
work on the same array and use only a nb bit array.
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5 Experiments

5.1 Experiment 1

The main purpose of this experiment is to evaluate the recognition rate of the
Bloom filter descriptor as a function of the number of hash functions used and
the number of observations of each test keypoint. We generate 20 training sets
and one test set by applying random affine warps to the images in figure 4 (the
right-most image generated the test set). The training sets are used to train 20
category-sensitive hash functions, which are then used to compute Bloom filter
descriptors. The test set is used for performance evaluation.

The affine warps are of the form RθR−φdiag(λ1, λ2)Rφ, where diag(λ1, λ2)
is a diagonal 2 x 2 matrix and Rγ is rotation by γ radians. Both for training and
test θ, λ1, λ2 and φ were sampled uniformly in the ranges [−π/2, π/2], [0.6, 1.5],
[0.6, 1.5] and [0, 2π], respectively. For hash function training we generated 1500
warps of each training image. For test we generated 50 warps of the test image. In
addition, we generated 1000 extra warps of the test image to plot the performance
as a function of the number of observations.

Features were extracted using the Harris corner detector and ground truth
correspondences were computed from the known warping parameters.

We use recognition rate to measure performance. For each feature in a warped
version of the test image we find the most similar descriptor in the original test
image and call it a match. The recognition rate is the number of correct matches
divided by the total number of matches (i.e. the number of features extracted
from the warped test image). The recognition rate is averaged over all 50 warps
of the test image.

Fig. 4. Source images for generating training sets (left) and test set (right) using ran-
dom affine warps

Figure 5 shows the results of this experiment. Figure 5(a) shows the entropy
(see equation 2) as a function of number of training rounds/tree levels for each
of the 20 hash functions. Figure 5(b) shows the recognition rate as a function of
the number of hash functions used to compute the descriptor. Figure 5(c) shows
the recognition rate as a function of the number of observations of each keypoint
(using 20 hash functions). For reference, the recognition rate achieved by using
a single BRIEF descriptor [4] is 0.16. Finally figure 5(d) shows the average
estimated number of independent features in each descriptor as a function of



Category-Sensitive Hashing and Bloom Filter Based Descriptors 337

the actual number of observations. This measures the ability of the category-
sensitive hash function to absorb intra-category variation and ideally the number
of independent features should be constant at 1.

(a) Entropy vs. num. levels (b) Recognition rate vs. num.
hash fcns.

(c) Recognition rate vs. num.
observations (using 20 hash
fcns.)

(d) Avg. num. independent fea-
tures vs. num. observations

Fig. 5. Experiment 1 results. See text for details.

5.2 Experiment 2

The purpose of this experiment is to test the method on a structure from motion
application. The input images are shown in figure 6. These images are added
sequentially to the structure-from-motion pipeline. When a new image is added,
we first extract Harris corner features and Bloom descriptors and perform a
putative matching to the existing keypoints in the map 1. Given those puta-
tive matches we extract a small set of similar images by retrieving images that
contain observations of the matched keypoints. We thus have a set of putative
image matches. We then do robust matching with respect to a fundamental
matrix using RANSAC for all putatively matched images. Keypoint matches

1 Note that we can match directly to keypoints and not to features since we maintain
an aggregated Bloom filter descriptor for each keypoint.
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Fig. 6. Experiment 2 input images

(a) Putative and inlier keypoint
matches

(b) Putative and inlier image
matches

(c) Reconstruction

Fig. 7. Experiment 2 results. See text for details.

that are inliers with respect to all relevant fundamental matrices are inlier key-
point matches. Images that contain a sufficient number of inlier keypoint matches
are inlier image matches. Figures 7(a) and 7(b) plot the number of putative and
inlier keypoint and image matches for each added image. The average inlier ratio
is 46% for keypoints and 100% for images. Figure 7(c) shows the final reconstruc-
tion; the colored dots in the figure are reconstructed keypoints and the red, green
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and blue line segments represent the x, y and z axes of the camera coordinate
systems of each input image.

6 Conclusion

In this paper we proposed a method for online keypoint recognition. In an offline
step, we first train category-sensitive hash functions to build invariance to inter-
image transformations. We then use aggregatable Bloom filter descriptors to
learn the remaining appearance variation of each keypoint online. The main ben-
efit of the Bloom filter descriptor is that it can be aggregated, so two descriptors
that have been robustly matched and thus correspond to the same keypoint can
be aggregated into a single new descriptor, describing the complete appearance
variation of the keypoint. We can thus maintain one descriptor per keypoint
instead of one descriptor per feature.

We first evaluated the matching performance of the method on a synthetic
dataset generated from applying a sequence of affine warps to one source image.
We then demonstrated that the method is useful in practice by employing it in
an incremental structure from motion application.

We believe that category-sensitive hashing and Bloom filter descriptors can
be useful in other applications as well. Most closely related are other applications
of tracking, where we might first train category-sensitive hash functions to build
invariance to the class of transformations that we expect our target objects
to exhibit and then use the Bloom filter descriptor to represent the ”growing”
appearance model of the tracked object.
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