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Abstract. RGB-D camera can provide effective support with additional depth 
cue for many RGB-D perception tasks beyond traditional RGB information. 
However, current feature representations based on RGB-D camera utilize depth 
information only to extract local features, without considering it for the im-
provement of robustness and discriminability of the feature representation by 
merging depth cues into feature pooling. Spatial pyramid model (SPM) has be-
come the standard protocol to split 2D image plane into sub-regions for feature 
pooling in RGB-D object classification. We argue that SPM may not be the op-
timal pooling scheme for RGB-D images, as it only pools features spatially and 
completely discards the depth topological information. Instead, we propose a 
novel joint spatial-depth pooling scheme (JSDP) which further partitions SPM 
using the depth cue and pools features simultaneously in 2D image plane and 
the depth direction. Embedding the JSDP with the standard feature extraction 
and feature encoding modules, we achieve superior performance to the state-of-
the-art methods on benchmarks for RGB-D object classification and detection. 

1 Introduction 

Object classification using depth information have been explored for several decades. 
With the recent advances in depth acquisition techniques, such as the Kinect sensor, 
access of synchronized color and depth information has become available. The depth 
information facilitates characterization of the 3D structure of an object and provides 
effective support for the inference of objects beyond the traditional RGB information. 
Thus RGB-D cameras have been widely used in 3D reconstruction [1], scene labeling 
[2], object classification [3], detection [4] and segmentation [4]. 

Significant efforts have been made to exploit depth information in feature repre-
sentation for depth images. Bo et al. [5] developed a set of kernel features on depth 
images that model size, 3D shape, and depth edges in a unified framework. These 
depth kernel features have been demonstrated to have much better performance than 
traditional 3D descriptors like spin images. Tang et al. [6] computed normal vector 
orientation of an object surface from the gradients of depth images. By concatenating 
the local histograms of azimuthal angle and zenith angle, they constructed the Histo-
gram of Oriented Normal Vectors (HONV). Since HONV encodes the local distribu-
tion of the tangent plane orientation of an object surface, it can be used as a 3D  
geometric feature for object classification. The relational depth similarity features [7] 
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calculate features derived from a similarity of depth histograms that represents the 
relationship between two local regions using the Bhattacharyya distance. In [8], a 
local point feature descriptor is initially evaluated to capture 2D and 3D gradient in-
formation and then aggregates the point-based information into local histograms to 
generate the final rotation and scale invariant object descriptor. Besides designing 
descriptors for depth images manually, unsupervised feature learning methods are 
also applied to learn discriminative features from depth images automatically. By 
adapting K-Means based feature learning to the RGB-D setting, Blum et al. [9] 
showed that it is possible to learn RGB-D descriptors from raw data that are competi-
tive with state-of-the-art methods on the RGB-D object dataset. Bo et al. [10] trained 
visual feature dictionary and depth feature dictionary on image patches from RGB 
and depth channels respectively. By encoding and pooling RGB-D data over dictiona-
ries using hierarchical matching pursuit, they learned image feature representations 
from raw RGB-D data in an unsupervised way. However, all these aforementioned 
methods only explore depth information for the feature extraction, without consider-
ing it for the feature pooling. To pool features extracted from depth images, most 
methods directly apply the standard spatial pooling [11] which pools depth features in 
the image plane. However, spatial pooling only summarizes 2D spatial distribution of 
depth features, completely discarding their depth distribution. Although the depth 
information captures the overall shape of an object, no extra performance gain is 
achieved during the feature pooling if spatial pooling is applied directly to depth im-
ages without any changes. In this sense, spatial pooling may not be a good choice of 
feature pooling for RGB-D based feature representation. 

To take further advantage of the depth information, we propose a novel joint spa-
tial-depth pooling (JSDP) scheme for feature pooling for depth images. In the JSDP 
scheme, we perform a spatial-depth partitioning on depth images and organize all 
image sub-regions based on the depth information. Multiple feature codewords within 
each cell are sequentially pooled for each depth layer in the spatial sub-region. Final-
ly, concatenating pooled features from all cells in the spatial-depth space, we obtain 
the image-level feature representation for depth images. Both spatial and depth topo-
logical structures of depth images are effectively encoded in such a representation. 
We verify the performance of the proposed JSDP scheme for RGB-D object classifi-
cation and detection. Evaluation results on RGB-D object dataset and our captured 
Kinect chicken dataset demonstrate that our JSDP scheme is more effective in learn-
ing discriminative depth feature representations than the standard spatial pooling. 

Contributions of this work are twofold: 1). We propose the JSDP, a novel pooling 
scheme specially designed for RGB-D images, to merge the depth cue into the exist-
ing spatial pooling framework; 2). Integrating JSDP into the existing object classifica-
tion pipeline, we significantly boost the feature discriminability for RGB-D images 
even with small codebook sizes. 

2 Related Work 

The standard object classification pipeline consists of four key components: feature 
extraction, codebook learning, feature encoding and feature pooling. Such a typical 
pipeline starts by extracting low-level local features like SIFT [12] or HOG [13] from 
local image patches. An overcomplete codebook (visual words) is then generated 
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from these local features via clustering. This codebook thereafter is used to encode 
each local feature into a mid-level codeword by either hard assignment or soft as-
signment. After encoding, the image-level global representation is formed by spatially 
pooling mid-level codewords in each sub-region of the spatial pyramid. Such a global 
representation is then fed into a linear/nonlinear classifier. 

Many feature extraction methods design handcrafted descriptors [12-16] to achieve 
a stable and robust object representation. In particular, orientation histogram 
descriptors like SIFT and HOG build a histogram of gradient orientations weighted by 
the gradient magnitudes within the feature point neighborhood. Histograms extracted 
from smaller spatial regions are normalized over larger regions. All histograms from 
smaller regions are stacked to form the final descriptor. Bo et al. [14] generated rich 
visual features by turning pixel-level attributes into patch-level features from a 
kernel’s view, and developed a set of low-level descriptors called kernel descriptors 
(KDES). Wang et al. [15] merged the image label into the design of patch-level 
KDES and derived a variant KDES called supervised kernel descriptors. By adding 
the extra spatial co-occurrence constraints in the construction of KDES, Pan et al. [16] 
developed a set of improved KDES called context kernel descriptors which boost the 
robustness of KDES. To extract local features from depth images, some methods 
adapted 2D descriptors directly to depth images, deriving 3D descriptors such as 3D 
LBP [17] and histogram of depth [18]. Other methods [5-6] designed new descriptors 
that are tailored for depth images. 

By decomposing input features onto the learned codebook, feature encoding 
transforms input features into codewords that have some desirable properties such as 
sparseness and statistical independence. The codeword is usually a vector with binary 
or continuous entries, depending on whether hard assignment or soft assignment is 
applied. In hard assignment methods like histogram encoding, only one visual word is 
assigned to each feature and the distance between input feature and the visual word is 
neglected. Whereas, in soft assignment methods multiple visual words may be 
assigned to a single feature, depending on the distance between the feature and the 
visual words.  

In feature pooling, the whole image is first divided into several spatial sub-regions 
of interests in the image plane using some predefined structures (e.g. SPM). Code-
words associated with local features are pooled over the image neighborhood. Distri-
butions of the codewords within each sub-region are then summarized by a single 
“semi-local” feature vector such that some expected properties, like invariance to 
small image shift, compactness and better robustness to noise and clutter, are 
achieved. Most commonly used pooling approaches include average pooling, sum 
pooling and max pooling.  

A predominant approach to define the spatial sub-regions for feature pooling 
comes from the idea of the SPM [11], where regular grids of increasing granularity 
are used to pool local features. The SPM provides a reasonable cover over the image 
plane with scale information, so it is widely used in most existing classification me-
thods. Recently different variants of SPM have been exploited for object classification. 
To capture more spatial information, Wu and Rehg [19] supplemented overlapping 
spatial areas to the non-overlapped grid for the second and third levels of the SPM. 
Wang et al. [20] designed fan-shaped sub-regions to substitute the conventional  
rectangular-shaped sub-regions in SPM. Yan et al. [21] transplanted the sliding  
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window technique into feature extraction for image classification. By changing the 
location, size and aspect ratio of a sliding window and computing the local features 
within the window, when it sequentially moves from left to right and from top to bot-
tom in the image, they captured densely sampled window features with arbitrary loca-
tions, sizes and shapes of windows. Jia et al. [22] presented an alternative method to 
improve the SPM, by learning optimal pooling parameters for an over-complete set of 
receptive field candidates. 

3 Our Methodology 

We focus on the problem of object classification using RGB-D images, with an 
emphasis on the effective feature pooling that makes full use of both spatial and depth 
information. In more detail, depth images and RGB images are first generated by the 
RGB-D camera. For each image, we sample it spatially and obtain a set of feature 
points using a dense sampling grid. Local features are extracted from the image 
patches around each sampling point, and then encoded using the improved Fisher 
encoding [23]. For RGB images, we use the SPM to partition the image plane into 
sub-regions and max pool multiple codewords within each sub-region of the SPM. For 
depth images, we further split each sub-region into several cells along the depth 
direction, with each cell associated with a specific depth layer in the sub-region. 
Codewords from each cell are sequentially max pooled over the sub-region where the 
codewords belong to. Finally, pooled codewords from all sub-regions are 
concatenated together to derive the final image-level features which are fed into the 
classifier for classification. Fig.1 demonstrates the framework of our method for 
RGB-D object classification. 

gradient

RGB image

texture(lbp)

RG
B

color

Depth image

SPM and 

max pooling 

SPM and 

max pooling 

SPM and 

max pooling 

CKD

HOD & HONV

JSDP and 
max pooling

(see Fig.2) 

C
oncatenation of R

G
B

 features

C
oncatenation of R

G
B

 features and depth features

classifier

Improved Fisher encoding

Improved Fisher encoding

Feature encoding Feature poolingFeature extraction 
represents feature codewords

 
Fig. 1. The framework of our method for RGB-D object classification 

 
 



318 H. Pan et al. 

3.1 Feature Extraction 

For RGB images, we extract local features from image patches using our proposed 
context kernel descriptors (CKD) [16]. CKD is an improved version of KDES, which 
embeds context cue of image attributes into KDES and employs kernel entropy com-
ponent analysis to reduce the feature dimensionality. The CKD derived using image 
attribute, a, can be formulated as 
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where P is an image patch, and p∈P is the pixel in the image patch P. ap is the norma-
lized image attribute at the pixel p; xp is the normalized 2D relative position of the 
pixel p in P. The items in the curly brackets of Eq.(1) define the context match kernel 
(CMK) of the CKD. Each attribute-based CMK consists of four terms: 1). The norma-
lized linear kernel, wp, weighting the contribution of each pixel to the CMK; 2). The 
attribute kernel, κa(ap, aq) = exp(-γa∥ap−aq∥2)= a(ap)

T
a(aq), evaluating the similarity 

of image attributes between pixel p and pixel q; 3). The spatial kernel, κs(xp, xq) = 
exp(-γs∥xp−xq∥2)= s(xp)

T
s(xq), measuring the relative distance of two pixels; 4) The 
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comparing the spatial co-occurrence of image attributes at pixel p and pixel q. 1{ }i

G
ia =  

and 1{ }j

L
jx = are uniformly sampled from their support region, with G and L being the 

number of sampled basis vectors for the attribute kernel and spatial kernel, respective-
ly. iju  are the projection coefficients obtained by applying kernel entropy component 

analysis to the joint basis vector set: { a(a1)⨂ s(x1)⨂ con(a1),…, a(aG)⨂ s(xL)⨂ 
con(aG)}, where ⨂ is the Kronecker product. If substituting image attribute a with the 

gradient, the RGB value or local binary patterns (lbp) operator [24] in Eq.(1), we can 
obtain the gradient CKD, the color CKD or the texture CKD, respectively. Details on 
the calculation of CKD can be found in [16]. 

To capture the local 3D shape and geometric features from the depth channel, we 
exploit histogram of oriented depths (HOD) [18], and histogram of oriented normal 
vectors (HONV) [6] on depth images. HOD is a variant HOG that is adapted to depth 
images. Similar to HOG, HOD divides a fixed window into cells, then computes local 
depth changes in each cell, and finally collects the oriented depth gradients into 1D 
histogram. In contrast, HONV characterizes the 3D geometric structure of an object 
as a local distribution of the normal vector orientation, because the object surface can 
be represented by its tangent plane orientation, i.e. the normal vector. For a point on 
the object surface, we calculate its azimuthal angle and zenith angle from the gra-
dients of depth images. Then, the HONV descriptor for depth images is built by con-
catenating the local histograms of azimuthal angle and zenith angle. 

3.2 Feature Encoding with Improved Fisher Encoding 

After extracting local features from RGB-D images, we encode these features into 
codewords using improved Fisher encoding [23]. We generate codebooks separately 
for RGB images and depth images using Gaussian mixture model (GMM) clustering. 
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Given a set of D-dimensional local descriptors, { } 1

M

m=
= mX x (xm∈ℝD), extracted 

from images, in Fisher encoding, the generation processes of X is modelled with a 
GMM whose probability density p(X|θ) is given by 
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where θ = ( 1, μ1, Σ1,⋯, K, μK, ΣK) is the parameter set of the GMM, containing the 
mixture weight k, mean vector μk, and covariance matrix Σk of the Gaussian function. 
We assume that the covariance matrix Σk is diagonal and denote the variance vector 
as σk

2, so the GMM can be fully represented by (2D+1)K parameters. The parameters 
are learned using the maximum likelihood (ML) criterion and the expectation max-
imization (EM) algorithm from a large number of local descriptors extracted from 
training images. After learning the parameter set, GMM assigns M descriptors to the 
K Gaussian components softly using Bayes formula 
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For each k=1,⋯,K, if we consider the D-dimensional gradient with respect to the 
mean vector μk and the standard deviation σk of the kth Gaussian function, it leads to 
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We define two vectors αk = [α1k,…,αjk,…,αDk] and βk = [β1k,…,βjk,…,βDk]. The Fisher 
encoding [23] of the local descriptors is then formulated by the concatenation of αk and 
βk for all K Gaussian components, resulting the encoding codeword, c = [α1, β1,⋯, αK, 
βK ]T, whose size is 2DK. Since the relative displacements between the descriptors and 
each visual word of the codebook are kept in the codeword, Fisher encoding is able to 
retain some extra information lost in the quantization process. This explains why Fisher 
encoding outperforms other encoding schemes by a large margin on both Pascal VOC 
2007 and Caltech-101 dataset. To boost the accuracy of feature encoding, we further 
improve the Fisher vectors αk and βk by applying power normalization and l2 normaliza-
tion to each Fisher vectors independently, as suggested in [23]. 

3.3 Feature Pooling for RGB Images 

We employ a regular three-level SPM with 1×1, 2×2 and 4×4 grids to partition the 
whole RGB image into N (N=1+4+16=21) sub-regions of interests with increasingly 
fine resolutions in 2D image plane for feature pooling. In particular, each sub-region 
Rn (n=1,⋯,N) is characterized by a set of codewords c(ℒn

i) (i=1,⋯,|ℒn|) at |ℒn| loca-
tions identified by their indices i=1,⋯,|ℒn|, with ℒn denoting the set of locations within 
the sub-region Rn. Multiple codewords within Rn are max pooled using Eq.(5) 
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where c(Rn) is the pooled feature within Rn. Note that the max function is conducted in 
a row-wise manner which results a vector with the same dimensionality of a single 
codeword. Finally, we concatenate pooled features from all sub-regions and normal-
ize them using l2 norm to generate the image-level RGB feature representation with a 
dimensionality of 2DKN. 

3.4 Feature Pooling for Depth Images 

SPM [11] was introduced to take into account the rough geometry of an image. It 
repeatedly partitions an image into sub-regions and pools codewords of local features 
at increasingly fine resolutions. As a result, global feature is captured by the code-
words with coarse grid and local spatial information is included in the codewords with 
finer grids. However, SPM only encodes 2D position in the image plane and the depth 
information is completely discarded during spatial pooling. It does not offer any extra 
performance boost during the feature pooling if SPM is directly applied to depth im-
ages without any changes.  

To fully exploit the depth information, we develop a novel JSDP scheme which splits 
a 2D sub-region into cells with fine depth resolutions and pools sub-region’s features 
along the depth direction. Similar to RGB images, we first apply a three-level SPM to 
divide the whole depth image into a total of N sub-regions with increasingly fine grids 
in 2D image plane. For each sub-region Rn, we further split it into H non-overlapped 
cells (Rn

1,…, Rn
H) with arbitrary shapes using K-means clustering on their depth values. 

Assuming H being the number of clusters and h∈{1,…,H} corresponding to the cluster 
center (depth layer), then each cell Rn

h consists of the pixels belonging to the hth depth 
layer within Rn and the combination of {Rn

1,⋯ Rn
H}include pixels from all depth layers 

within Rn. Note that the number of clusters in different sub-regions may be varying, 
depending on the depth distribution in the sub-region. In this way, the JSDP offers finer 
decomposition on the spatial-depth space than the original SPM. We assign the code-
words within the sub-region Rn to each cell. Codewords from each cell are then max 

pooled separately within Rn, which gives a set of H vectors ( ){ }
1

H
h
n

h
R

=
c in Rn, with each 

vector ( )h
nRc  having a dimensionality of 2DK. We concatenate pooled features from all 

cells within each sub-region, from the first sub-region to the last sub-region subsequent-
ly. By normalizing the concatenated feature vectors, we obtain the image-level represen-

tation, ( ) ( ) ( ) ( )1 1
1 1, , , , , ,

T
H H

N NR R R R ′ ′ ′ ′=  F c c c c   , with a dimensionality of 2DKHN for 

depth images. Fig.2 shows the framework of the proposed JSDP scheme for feature 
pooling for depth images. 
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Fig. 2. The framework of the proposed JSDP scheme for feature pooling for depth images. This 
figure is best viewed in color 

4 Experiments 

To verify the advantage of the JSDP scheme, we evaluate the performance of our 
method on two RGB-D based applications: object classification and object detection. 

We use the same parameter setting as in [16] for CKD calculation. Gradient CKD, 
color CKD and LBP CKD with 3-neighborhood are extracted on image patches of 
16×16 pixels on RGB images with a sampling interval of 8 pixels. HOD and HONV are 
extracted on image patches of 8×8 pixels on depth images with a sampling interval of 4 
pixels. We merge all three types of CKD to construct the combined CKD for RGB im-
ages. HOD and HONV are concatenated to provide the feature representation for depth 
images. We set the default codebook size to 1,000 for both RGB and depth images. The 
codebook is learned using K-means clustering on 400,000 RGB and depth descriptors 
from the training RGB-D images. We use a GMM with K=256 components to model 
the probability density of local descriptors for improved Fisher encoding. Linear SVM 
classifier is used through all experiments. The number of depth clusters H in each spa-
tial sub-region is selected by cross-validation using the training set. 

4.1 Object Classification on RGB-D Dataset 

We test our method on the RGB-D dataset [25] to compare the classification perfor-
mance of the JSDP and traditional SPM. The RGB-D dataset includes 250,000 seg-
mented RGB-D images of 300 objects in 51 categories, with each object recorded from 
three viewing angles (30°, 45° and 60°). Two types of classification, i.e. category classi-
fication and instance classification, are considered.  In category classification, several 
objects from each category are used to train the classifier, and the task is to determine 
the category name of a query object that has never been seen before. Whereas instance 
classification identifies whether the query object has been previously seen before. 
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Following the common leave-one-out protocol [3, 5, 25], for category classification, 
we randomly select one object from each category as the test sample and the remaining 
objects are used for training. For instance classification, we train the classifier using 
images captured from 30° and 60°, and test on the images capture from 45°. We conduct 
10 random trials to obtain a reliable result. To justify that our method enables to take 
full advantage of both visual and depth information offered by the RGB-D camera, we 
evaluate the classification performance of our method using only RGB features, only 
depth features and combining both RGB and depth features. We choose SPM as the 
baseline method. For a fair comparison, we use the same feature setting, including local 
descriptors and improved Fisher encoding, in our method and the baseline SPM method, 
except for the different feature pooling schemes for depth images. The average classifi-
cation accuracy and standard deviation of our method are reported in Table 1, compared 
with those of the baseline method and other state-of-the-art methods. 

As observed in Table 1, except for category classification using only RGB features, 
our method outperforms all other methods for both category and instance classification. 
Thanks to the JSDP scheme, our method improves the classification accuracy of SPM 
by 4.4% and 4.2% respectively for category and instance classification using only depth 
features. We argue that the performance increase of our method comes from the benefit 
of the JSDP which samples low-level descriptor map more finely in 3D spatial-depth  
 

Table 1. Comparison of classification performance (average accuracy% ± standard deviation) 
of our method, SPM and other state-of-the-art methods (DKD: depth kernel descriptors [5]; 
IDL: instance distance learning [26]; HMP-S: Hierarchical matching pursuit with sparse coding 
[10]; CKM: convolutional k-means descriptor [9]; R2ICA: regularized reconstruction 
independent component analysis network [27]) 

Method 
Category Instance 

RGB depth RGB-D RGB depth RGB-D 
our method 84.8±2.2 92.9±2.6 94.7±3.4 93.1 58.1 95.6 

SPM 84.8±2.2 88.5±3.6 91.1±4.1 93.1 53.9 93.7 
DKD 77.7±1.9 78.8±2.7 86.2±2.1 78.6 54.3 84.5 
IDL 78.6±3.1 70.2±2.9 85.4±3.2 89.8 54.8 91.3 

HONV N/A 91.2±2.5 N/A N/A N/A N/A 
HMP-S 82.4±3.1 81.2±2.3 87.5±2.9 92.1 51.7 92.8 
CKM N/A N/A 86.4±2.3 82.9 N/A 90.4 
R2ICA 85.6±2.7 83.9±2.8 89.6±3.8 92.43 55.69 93.23 

 
Fig. 3. Comparison of classification performance of our method and the baseline SPM with 
different codebook sizes 
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Fig. 4. Comparison of classification performance using RGB and depth features with different 
patch sizes 

space, and represents neighboring descriptors jointly. Concurring with the observation 
in [5], we also notice that different feature types are suitable for different classification 
tasks. For example, shape features obtained from depth images are helpful to category 
classification because objects from the same category usually have stable shapes but 
vary significantly in appearances. In contrast, visual features obtained from RGB im-
ages are more effective for instance classification as a specific object instance has a 
relatively constant visual appearance under different viewing angles. The fact that inte-
gration of RGB and depth channels works much better than each single channel for both 
tasks justifies that our method can make full use of the RGB-D information. 

To investigate the impact of codebook size on the classification performance, we 
train classifiers with different codebook sizes and compare the classification accuracy 
(using only depth features) of our method with that of the baseline SPM method in Fig.3. 
As expected, our method consistently outperforms SPM over all tested codebook sizes. 
It is interesting to note that the performance degradation of our method is very slight as 
codebook size becomes smaller. This means that restricting pools to features that are 
adjacent not only in 2D image plane but also along the depth direction boosts the classi-
fication performance even with relatively small codebooks. Additionally, classification 
accuracy increases as codebook size becomes larger and the performance is saturated 
when codebook size reaches around 4000. In Fig.4 we show the performance changes 
with varying image patch sizes for extraction of RGB and depth features in our method 
(codebook size is fixed to 1,000). Classification accuracy increases with the increase of 
patch size when patch size is smaller than 8×8. For RGB images, the optimal patch size 
is 16×16. However, due to the low resolution of depth images, the performance of depth 
features decreases when patch size exceeds 8×8. 

4.2 Object Detection on the Kinect Chicken Dataset 

We verify the performance of object detection on a Kinect chicken dataset captured by 
ourselves. The purpose of this application is to find and localize the chicken feet using 
both visual and depth information. This dataset is very challenging because chicken feet 
are tiny compared with other parts of the body and usually more than forty chickens are 
squeezed in a box. Multiple chicken feet may appear in one image, and in many cases 
feet are severely occluded. Finally the color of the feet is very similar to feather and 
chest. We followed the same setup in [16] to collect the training and test set. 
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Due to the occlusion and absence of texture, depth values of the points in the oc-
cluded or textureless regions are missing. Before extracting local features from depth 
images, we need to fill up the missing values in depth images. Since the missing values 
tend to be grouped together, we use a recursive median filter. Instead of considering all 
neighboring pixel values, we take the median of the non-missing values in a 5×5 grid 
centered on the current pixel. We apply this median filter recursively until all missing 
values are filled. Fig.5 shows an example of the color image, the original depth image 
(the pixel with blue color means its depth value is missing) and the filtered depth image. 

To detect the object in a new image, we use the sliding window detector, where the 
detector evaluates a score function for all positions and scales in the image, and thre-
sholds the scores to obtain object bounding boxes. Each detector window has a fixed 
size and we search across multi-scales on the image pyramid. We merge object bound-
ing boxes detected at all scales and remove multiple overlapping detections using non-
maximum suppression. To judge the correctness of detections, we adopt the protocol of 
the PASCAL Challenge criterion [28]. We compare the detection performance of the 
methods using our JSDP scheme (Depth_JSDP) and the standard SPM (Depth_SPM) 
for depth feature pooling. For the baseline method, we choose the SPM_SIFT method 
which applies the three-level SPM to spatially pool SIFT features extracted from RGB 
and depth images. Fig.6 plots the Precision-Recall (PR) curves of all methods. As 
shown in Fig.6, the method combining both RGB and depth information achieves high-
er detection performance than the methods using either set of cues alone. With proper 
preprocessing and JSDP scheme, our method using only depth cue (Depth_JSDP) even 
outperforms the SPM using SIFT features by a large margin. 

 
Fig. 5. An example of the color image, the original depth image and the filtered depth image 
from the Kinect chicken dataset 

 
 
 
 
 
 
 

Fig. 6. PR curves of all methods evaluated on the Kinect chicken dataset 

          (a). color image                     (b). original depth image           (c). filtered depth image 
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5 Conclusion 

In this paper, we propose a novel JSDP scheme for RGB-D based feature representa-
tion. The proposed feature pooling strategy enables us to obtain a fine-grained parti-
tioning in both image plane and along the depth direction. By combining feature  
extraction using CKD, HOD and HONV, improved Fisher encoding and joint spatial-
depth feature pooling, we achieve state-of-the-art performance on RGB-D based  
object classification and detection. Currently, the partitioning of depth level is deter-
mined using K-mean clustering. However, the number of clusters in each spatial  
sub-region should be carefully tuned via cross-validation, which may not be optimal 
for depth images. Future work should consider the optimal partitioning of depth layer. 
One possible solution is to parameterize the number of clusters in each spatial sub-
region and learn the optimal pooling parameters together with the parameters of SVM 
classifier. 

Acknowledgements. This work is supported by The Danish Agency for Science, Technology 
and Innovation, project “Real-time controlled robots for the meat industry”, and partly sup-
ported by NSF of Jiangsu Province, China under Grant BK20131296, and NSFC under Grant 
61101165. The authors thank Lantmännen Danpo A/S for providing the chicken images. 

References 

1. Zhang, Q., et al.: When 3D reconstruction meets ubiquitous RGB-D images. In: CVPR, 
vol. 1, pp. 700–707 (2014) 

2. Ren, X., et al.: RGB-(D) scene labeling: features and algorithms. In: CVPR (2012) 
3. Lai, K., Bo, L., Ren, X., Fox, D.: RGB-D Object Recognition: Features, Algorithms, and a 

Large Scale Benchmark. Consumer Depth Cameras for Computer Vision, 167–192 (2013) 
4. Gupta, S., Girshick, R., Arbeláez, P., Malik, J.: Learning rich features from RGB-D  

images for object detection and segmentation. In: Fleet, D., Pajdla, T., Schiele, B., Tuyte-
laars, T. (eds.) ECCV 2014, Part VII. LNCS, vol. 8695, pp. 345–360. Springer, Heidelberg 
(2014) 

5. Bo, L., Ren, X., Fox, D.: Depth kernel descriptors for object recognition. In: International 
Conference on Intelligent Robots and Systems, vol. 1, pp. 821–826 (2011) 

6. Tang, S., Wang, X., Lv, X., Han, T.X., Keller, J., He, Z., Skubic, M., Lao, S.: Histogram 
of oriented normal vectors for object recognition with a depth sensor. In: Lee, K.M.,  
Matsushita, Y., Rehg, J.M., Hu, Z. (eds.) ACCV 2012, Part II. LNCS, vol. 7725,  
pp. 525–538. Springer, Heidelberg (2013) 

7. Ikemura, S., Fujiyoshi, H.: Real-time human detection using relational depth similarity 
features. In: Kimmel, R., Klette, R., Sugimoto, A. (eds.) ACCV 2010, Part IV. LNCS,  
vol. 6495, pp. 25–38. Springer, Heidelberg (2011) 

8. Fischer, J., Bormann, R., Arbeiter, G., Verl, A.: A feature descriptor for texture-less object 
representation using 2D and 3D cues from RGB-D data. In: ICRA, vol. 1, pp. 2112–2117 
(2013) 

9. Blum, M., Springenberg, J.T., Wulfing, J., Riedmiller, M.: A learned feature descriptor for 
object recognition in RGB-D data. In: ICRA, vol. 1, pp. 1298–1303 (2012) 



326 H. Pan et al. 

10. Bo, L., Ren, X., Fox, D.: Unsupervised feature learning for RGB-D based object recogni-
tion. In: Desai, J.P., Dudek, G., Khatib, O., Kumar, V. (eds.) Experimental Robotics. 
STAR, vol. 88, pp. 387–402. Springer, Heidelberg (2013) 

11. Lazebnik, S., Schmid, C., Ponce, J.: Beyond bags of features: spatial pyramid matching for 
recognizing natural scene categories. In: CVPR, vol. 2, pp. 2169–2178 (2006) 

12. Lowe, D.: Distinctive image features from scale-invariant keypoints. IJCV 60, 91–110 
(2004) 

13. Dalal, N., Triggs, B., Histograms of oriented gradients for human detection. In: CVPR, 
vol. 1, pp. 886–893 (2005) 

14. Bo, L., Ren, X., Fox, D.: Kernel descriptors for visual recognition. In: NIPS (2010) 
15. Wang, P., et al.: Supervised kernel descriptor for visual recognition. In: CVPR (2013) 
16. Pan, H., Olsen, S.I., Zhu, Y.: Object classification and detection with context kernel  

descriptors. In: Bayro-Corrochano, E., Hancock, E. (eds.) CIARP 2014. LNCS, vol. 8827, 
pp. 827–835. Springer, Heidelberg (2014) 

17. Banerjee, J., Moelker, A., Niessen, W.J., van Walsum, T.: 3D LBP-based rotationally  
invariant region description. In: Park, J.-I., Kim, J. (eds.) ACCV Workshops 2012, Part I. 
LNCS, vol. 7728, pp. 26–37. Springer, Heidelberg (2013) 

18. Spinello, L., Arras, K.: People detection in RGB-D data. In: ICIRS, vol. 1, pp. 3838–3843 
(2011) 

19. Wu, J., Rehg, J.M.: Beyond the euclidean distance: creating effective visual codebooks  
using the histogram intersection kernel. In: ICCV, vol. 1, pp. 630–637 (2009) 

20. Wang, X., Bai, X., Liu, W., Latecki, L.J.: Feature context for image classification and  
object detection. In: CVPR, vol. 1, pp. 961–968 (2011) 

21. Yan, S., Xu, X., Xu, D., Lin, S., Li, X.: Beyond spatial pyramids: a new feature extraction 
framework with dense spatial sampling for image classification. In: Fitzgibbon, A.,  
Lazebnik, S., Perona, P., Sato, Y., Schmid, C. (eds.) ECCV 2012, Part IV. LNCS,  
vol. 7575, pp. 473–487. Springer, Heidelberg (2012) 

22. Jia, Y., Huang, C., Darrell, T.: Beyond spatial pyramids: receptive field learning for pooled 
image features. In: CVPR, vol. 1, pp. 3370–3377 (2012) 

23. Perronnin, F., Sánchez, J., Mensink, T.: Improving the fisher kernel for large-scale image 
classification. In: Daniilidis, K., Maragos, P., Paragios, N. (eds.) ECCV 2010, Part IV. 
LNCS, vol. 6314, pp. 143–156. Springer, Heidelberg (2010) 

24. Ojala, T., Pietikäinen, M., Mäenpää, T.: Multiresolution gray-scale and rotation invariant 
texture classification with local binary patterns. IEEE Trans. PAMI 24(7), 971–987 (2002) 

25. Lai, K., Bo, L., Ren, X., Fox, D.: A large-scale hierarchical multi-view RGB-D object  
dataset. In: ICRA, vol. 1, pp. 1817–1824 (2011) 

26. Lai, K., Bo, L., Ren, X., Fox, D.: Sparse distance learning for object recognition combin-
ing RGB and depth information. In: ICRA, vol. 1, pp. 4007–4013 (2011) 

27. Jhuo, I.-H., Gao, S., Zhuang, L., Lee, D.T., Ma, Y.: Unsupervised feature learning for 
RGB-D image classification. In: Cremers, D., Reid, I., Saito, H., Yang, M.-H. (eds.) 
ACCV 2014. LNCS, vol. 9003, pp. 276–289. Springer, Heidelberg (2015) 

28. Everingham, M., et al.: The PASCAL visual object classes (VOC) challenge. IJCV 88(2), 
303–338 (2010) 


	Joint Spatial-Depth Feature Poolingfor RGB-D Object Classification
	1 Introduction
	2 Related Work
	3 Our Methodology
	3.1 Feature Extraction
	3.2 Feature Encoding with Improved Fisher Encoding
	3.3 Feature Pooling for RGB Images
	3.4 Feature Pooling for Depth Images

	4 Experiments
	4.1 Object Classification on RGB-D Dataset
	4.2 Object Detection on the Kinect Chicken Dataset

	5 Conclusion
	References


