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Abstract. The output of an information retrieval system is an ordered list of
documents corresponding to the user query, represented by an input list of terms.
This output relies on the estimated similarity between each document and
the query. This similarity depends in turn on the weighting scheme used for the
terms of the document index. Term weighting then plays a big role in the
estimation of the aforementioned similarity. This paper proposes a new term
weighting approach for information retrieval based on the marginal frequencies.
Consisting of the global count of term frequencies over the corpus of docu-
ments, while conventional term weighting schemes such as the normalized term
frequency takes into account the term frequencies for particular documents. The
presented experiment shows the advantages and disadvantages of the proposed
retrieval scheme. Performance measures such as precision and recall and
F-Score are used over classical benchmarks such as CACM to validate the
experimental results.
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1 Introduction

Information retrieval is the final step of the process of generating, storing, reviewing
and indexing files and documents. Its main objective consists on identifying and
retrieving documents containing information relevant to the domain of knowledge of a
certain search criteria. For an automatic retrieval system this is basically a list of
ordered documents corresponding to a user query. The retrieval effectiveness depends
on how this documents are ordered in relation to the relevance of the user’s query. The
most used method for measuring this retrieval effectiveness has been the precision and
recall measure and its derivatives such as F-Score and ROC. “Recall is the proportion
of the relevant documents that have been retrieved, while precision is the proportion of
retrieved documents that are relevant” [1]. Information retrieval task is done over a
representation of the document collection (corpus) called index. The most common
corpus representation is known as a term document matrix or TDM [2]. A TDM is a

© Springer International Publishing Switzerland 2015
J.A. Carrasco-Ochoa et al. (Eds.): MCPR 2015, LNCS 9116, pp. 246–257, 2015.
DOI: 10.1007/978-3-319-19264-2_24



table that stores the frequency of terms of a thesaurus against the list of documents that
contain such terms.

Once the information has been stored in a TDM, it can be compressed or parsed
(change the format of the TDM to another form of corpus representation) in order to
suit a retrieval system necessities. While the quality of the recovery task depends
directly on the information retrieval system and how this system uses its index (the
retrieval model), an ordered representation of the information and several indexing
techniques used at the indexing phase can improve the recovery effectiveness [3]. The
problems with information retrieval models are their inability to discriminate the
knowledge domain of the user query, its stiffness to handle typographical errors,
the presentation in order of importance of the retrieved documents and the synonymy
and polysemy. All these obstacles have been circumvented partially by retrieval sys-
tems in some restricted way. The Vector Space Model or VSM for instance [4], one of
the most widely used information retrieval algorithms gives exceptional results but
lacks in the drawbacks exposed earlier. It assumes term independence since it estimates
the similarity between documents and queries by converting the frequency of terms per
document and per query into vectors of an orthogonal vector space in the Euclidean
space of real numbers, then calculates the cosine of the angle between pairs of them. In
such case the similarity between a document and a query is the angle that separates
each other, the smaller the angle, higher similarity and vice versa. This information is
used then to build the ranked list of documents for each query. The VSM establishes a
measure of similarity between documents. Weights establish a way to praise and give
more importance to certain terms, which can increase the similarity measure of the
retrieval system. Which weighting criteria makes a term improve or reduce its
importance is under study and some of the most relevant in the field are discussed in
[5]. In the practice, the use of this weighting schemes has improved the accuracy and
similarity between the user queries and the documents retrieved [6]. We could see these
weights as parameters of the retrieval problem, and by this means, altering or modi-
fying the frequencies of terms in a TDM has proven to affect strongly the outcome of
the retrieval model. It is noteworthy that actual weighting schemes in literature [7, 8]
applies to the TDM in an individual way, weighting the terms in base of the frequencies
presented per document, and not in a global way, taking into account the global count
of terms from a corpus. Is recommended in [9, 10] that the terms must be taken by
document, because the greater the count of a term in a document, the higher that term
represents that document. Also noticing that including the terms of the complete corpus
increases the dispersion of the TDM, this is, the quantity of terms whose counting is
equal to zero, affecting the disparity weight estimation of the non-zero ones. In contrast,
not taking global weightings sets aside the relationships between terms and documents,
reinforcing the independence between terms of the index and the “bag of words”
concept, which states that “the terms of a document is represented as the bag (multiset)
of its words, disregarding grammar and even word order but keeping multiplicity”
[11]. For that reason we introduce in this paper a new weighting approach by
appending a new row to the TDM to include the marginal term sum and using a classic
weighting scheme such as the ntf [7] on it, applying the same ntf measure in a global
way, in which the term to appear the most in all the documents represents the document
collection and not only a document in question. Section 2 gives a background
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explanation of the concepts behind weighting schemes, Sect. 3 explains the method-
ology for this approach and Sect. 4 presents the experimental design in which we
successfully demonstrate the viability and effectiveness of the scheme.

2 Conceptual Fundaments on Term Weighting

In 1949, George Kingsley Zipf noted that some words in a language are used more
often in comparison with the vast quantity of words over the same language. When he
ranked the words in order of use for several languages, a striking pattern emerged. The
most used word was always used as twice as often as the second one, three times as
often as the third one and so on. He called this the “rank vs. frequency rule” [12], later
on was become to be known as the “Zipf Law”, an empirical law. Zipf’s law states that
in a given language, the frequency of occurrence of different words follows a distri-
bution that can be approximated by:

Pn � 1
na

ð1Þ

Where n is the ordered nth word and the exponent a is a parameter of the distribution
with a value close to 1. This is the formulation of the “Zipfian distribution” which Zipf
himself tried to give an explanation for such peculiar behaviour by proposing “the
principle of least effort” which states that “neither speakers nor hearers using a given
language want to work any harder than necessary to reach understanding”, and such
process eventually leads to the disuse of certain words and to the observed Zipf dis-
tribution. In 1958, Hans Peter Luhn, a computer scientist ahead of the information
retrieval research division at IBM was intending to create a way to index and summarize
the content of several scientific documents. He faced the problem of differentiating
documents to classify afterwards. He had to ask himself what makes a document dif-
ferent, not only in structure but in content as well. He proposed that the differences
reside not only in the appearance of certain words, but in their frequencies as well. He
called this “the resolving power of words” and stated that “the frequency of word
occurrence in an article furnishes a useful measurement of word significance” [13].

His observations lead to the intuitive idea of that common words and rare words
have little discriminative power between documents, and that those between them
describes better the content of the documents. This seems true in the sense that most
common words comprises daily ordinary words such as pronouns, conjunctions and
prepositions and rare words could actually stand out a document but not having similar
coincidences with other documents for an effective comparison. Given this reasoning,
Luhn took the Zipfian distribution to establish upper and lower cut-off points over it for
determining terms with a high resolving power. Terms appearing outside these points
are considered words with low distinguishing power. In 1968 Claire Kelly Schultz
described and popularized Zipf’s and Luhn’s work in [14], and represented this
approach with a Gaussian Bell curve over a Zipfian distribution in which medium
frequent terms acquire higher resolving power proportional to the Gaussian curve,
being this the first term weighting scheme for resolving the power of the words
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contained in given documents for a certain language, the curve appearing in [14], is
reproduced in Fig. 1. We can see the upper and lower cut-off points which separates the
stopwords (words which does not have discriminative resolution in the document
retrieval process) from the words that serves to describe and differentiate the documents
content, called keywords.

In 1959 Maron, Khuns and Ray [15], took the approach started by Luhn and tested
a different approach for IR systems over the Boolean Information Retrieval model
(BIR) employed extensively in that time. Instead of returning several unranked doc-
uments given by the user’s query (A combination of terms which relates to the user
topics of interest), they took the approach where each document in a collection
acquired certain score accordingly to its relevance to a query, weighting the keywords
of such documents in the way of Luhn’s criteria. This approach outperformed Boolean
retrieval as demonstrated in [6], and settled the base for the following term weighting
techniques. Term weighting became the de facto practice for ranking the outcome of
information retrieval systems, but still presented some complications. The most noto-
rious pointed by Karen Sparck Jones in [16], who exposed the compromise between
exhaustivity and specificity.

Exhaustivity refers to the coverage of terms extracted from each document, the
more keywords of an index belongs to a specific document, the more chances for that
document to match the user’s query. While specificity refers to the importance for
given keywords of the index. Some terms serves better for matching documents, and
due their specific meaning are used more often than other terms for document retrieval.
In an information retrieval system, something has to be made in order to balance the
compromise between the discriminative and descriptive properties of their index
keywords. Sparck Jones saw this compromise and adventured to predict that “more

Fig. 1. Luhn’s resolving power of terms over a Zipf distribution
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general terms would be applied to more documents than the separated terms” and that
“the less specific terms would have a larger collection distribution than the more
specific ones”. Then, the idea of an optimum level between exhaustivity and specificity
came thereafter. She transferred those ideas into the information retrieval task and
deduced that “the exhaustivity of a document description is the number of terms it
contains, and the specificity of a term is the number of documents to which it pertains”.
So the addition of keywords to an index in relation to their appearance per document
increases exhaustivity. And the addition of keywords to an index in relation to their
appearance per corpus increases specificity.

The idea is to reach an optimum level of exhaustivity that allows high chances of
matching requested documents while reducing the keywords of the index enough to
maintain specificity and avoid false positive retrievals. Assessing weights to the index
terms appear to be the solution, we can add every term from every document to
increase exhaustivity and then assign high value to those terms with high discriminative
power in order to increase specificity. The problem with this is that we don't know
which are those terms. By assigning weights to this terms just following the Zipf law
and Luhn’s “word resolving power scheme” not knowing beforehand if they will be
used as keywords or not can slant the outcome of information retrieval systems. Sparck
Jones also remarked the difficulty to discover if a term should be used for discrimi-
nating purposes, to cite “the proportions of a collection to which a term does and does
not belong can only be estimated very roughly” but also proposed a way to circumvent
the problem. If a query has certain matching quantity of frequent terms with a docu-
ment, and another query has the same amount of matching terms but with non-frequent
terms. The document in question would be retrieved in the same manner. We can think
that non-frequent terms of an index are more valuable than the frequent ones, but we
cannot disregard the latter. The solution seems to point to the relation between the
matching values of a term with its collection frequency. This in a global point of view,
but can be difficult due the dynamic nature of information retrieval. Documents come
and go from the corpus, hindering the calculation of the absolute frequencies of their
terms. For that reason, relative frequency seems to be a more appealing solution.
Relating the matching values of a term within its document frequency. This is a local
approach in which “the matching value of a term is thus correlated with its specificity
and the retrieval level of a document is determined by the sum of the values of its
matching terms”. And by this mean relatively frequent and relatively non-frequent
matching terms can retrieve a document in the same manner.

TF-IDF term weighting scheme emerged from the works of Sparck Jones and
stands for “Term Frequency – Inverse Document Frequency”. Praises terms propor-
tionally to the number of times that appear in each document but offsets the frequency
of the word in the corpus. Adjusting its impact of words that appear more frequently in
general. It is composed by two components, tf or the raw frequency of a term per
document:

tf t; dð Þ ¼ t 2 df gj j ð2Þ
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Where tf is the frequency of the term t belonging to the document d. And idf which
is a measure that represents the rarity of the term across the corpus:

idf t;Dð Þ ¼ log
Dj j

d 2 D : t 2 df gj j ð3Þ

Which is the logarithmically scaled fraction of the total number of documents |D|
by the number of documents d belonging to the corpus D containing the term t. In some
cases, a 1 is added to the denominator in order to avoid division by 0 when no
document in a collection contains a term of the index. But the common practice
consists on eliminating such word from the index.

Finally, the TF-IDF factor is the product of both, the TF which maximizes
exhaustivity and IDF which maximizes specificity.

tfidf t; d;Cð Þ ¼ tf t; dð Þ � idf ðt;CÞ ð4Þ

Notice that in the TF-IDF weighting scheme, the words that appear the least acquire
higher discrimination power and words that appears in every document got disre-
garded. This in accordance to the Zipf distribution and Luhn’s term resolving power.
Also, notice that the denominator of the IDF vector contains the sum of documents
which contains the term in question, not the sum of a term frequency on the whole
corpus.

We can say that TF-IDF is a global weighting scheme. Its value relies on the
inclusion of each term per document in the corpus. Including or excluding documents
from the corpus affects directly the IDF factor. For that reason it is difficult to
implement the TF-IDF in large scale real-time retrieval scenarios [17] such as Web
with its dynamic nature. In order to circumvent this problem of weighting an index not
depending on the dynamic relationship of their documents, local weighting schemes
emerged. Being the normalized term frequency or NTF the most common example, it
takes the raw frequency of each term of a document divided by the maximum raw
frequency of any term in the document. This relative frequency doesn’t change over-
time but lacks the intrinsic and desired relationship between exhaustivity and speci-
ficity of terms noted by Sparck Jones. Here resides the difference between local and
global schemes as seen in [18], global schemes implements certain factors taken
directly from the corpus, while local schemes does it from the documents. And while
global schemes are desired, they are difficult to implement.

3 A Marginal Distribution Weighting Scheme

In this section we present a weighting scheme that improves the results of a NTF
weighting scheme. Extrapolating this measure to a new marginal distribution vector
that contains the global frequency count of terms. Taking a local weighting scheme and
applying it in a global way, making it corpus representative. The advantage of this
approach resides in that the weighting method is applied to the marginal distribution
vector only and not the whole corpus making it efficient in time each time the weights
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needs to be recalculated. Also, it is flexible in the sense that can be extrapolated to other
local weighting methods as well.

The approach consists on taking the TDM raw frequencies and create an additional
vector with the marginal distribution of terms. We calculate the local weighting scheme
component on this vector only, instead of the whole corpus and apply the product of it
by each term of the TDM to obtain a global weighted TDM from it. By doing this, we
get the advantage of the local weighting methods, estimating the term importance of an
index relatively to its corpus, and by multiplying for the TDM we increase the term
importance proportionally to its document appearance.

This can be achieved treating the original TDM and marginal term frequency vector
as a matrix product, but in order to obtain a weighted TDM of the same size of the
original. The marginal term frequency vector should be expressed as a diagonal matrix
instead of a vector. Let D ¼ fd1; d2; . . .; dng be a corpus of documents, and let A be the
matrix of size n × m denoted by:

A ¼ aij
� �

n�m ð5Þ

aij consist on the number of times that the jth term appears in the ith document of the
TDM. Then B is the matrix of size m × m denoted by:

B ¼ bkl½ �m�m ð6Þ

Whose bkl are defined as a�j ¼
Pn

i¼1 aij when j = k = l and 0 for k ≠ l. The diagonal
of B corresponds to the marginal term frequency vector of the terms in the TDM. This
matrix denotes the vector in which we are going to apply the local term scheme, such as
NTF and then multiply the matrices A and B. Being C the weighted matrix of a local
weighting scheme applied on a global way.

C ¼ A � B ¼
a11 � � � a1m

..

. . .
.

aim
an1 anj anm

2

664

3

775 �
a�1 0 0

0 . .
.

0

0 0 a�m

2

664

3

775

¼
a11 � a�1 � � � a1m � a�m

..

. . .
.

aim � a�m
an1 � a�1 anj � a�j anm � a�m

2

664

3

775

ð7Þ

In the next example we present the explained method over a NTF weighting
scheme applied to a TDM. We add the marginal variables to the TDM, in other words,
“the marginal variables of a contingency table are the subset of variables found by
summing the values in a table along rows or columns, and writing the sum in the
margins of the table” [19]. In this case, the “document margin” and the “term margin”
of a TDM as shown in the example of the Table 1.
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We apply the NTF measure to the term margin of our TDM, as if this were a new
document to weight. This is shown in Fig. 2. This example applies to two terms only,
but we can see the behaviour the NTF has in a document vector, it normalize the most
frequent term of the document to 1 and the others below that in function of this one. In
normal circumstances, the “ntf” measure should have been applied to each document,
but instead, we applied it only to the term margin because we want to know which term
of the corpus is more representative to it, and what others follows accordingly.

In [2], is stated that “a document or zone that mentions a query term more often has
more to do with that query and therefore should receive a higher score the most
representative word of a document” this is true in a document perspective but in a
corpus perspective, the most representative term of the document collection does not
serve to discriminate because the majority of the documents in the collection contains
that term and is the same case as the “stop words list” of a retrieval system, a list used
to exclude from the TDM all the common terms shared by all the documents of the
corpus in the indexing phase. Also, Gerard Salton in [7], states “this implies that the
best terms should have high term frequencies but low overall collection frequencies”.
Another weighting schemes such as the term frequency-inverted document frequency
or “tf-idf” [16], addresses this problem in a different way from our approach, in the
sense that the aforementioned multiplies the “tf” by an “idf” factor which varies
inversely with the number of documents n to which a term is assigned in a collection of
N documents, being the “idf” factor a statistical descriptive coefficient meanwhile our
approach tries to use the information given by the global term frequency distribution to
soften the impact of the highly frequent words in a corpus. This, and further discussion
on good term criteria for discrimination can be found in [18]. For that reason we want
now to invert the weights estimated by “ntf”, this is achieved easily dividing 1 by each
weight of the term margin variable, and with this the less frequent terms of a corpus
become more representative and the most frequent, less representative. Now we can

Table 1. TDM with added marginal variables for terms and documents

Term 1 Term 2 Document margin

Document 1 99 159 258
Document 2 52 105 157
Term Margin 151 264

Fig. 2. ntf measure applied to the term margin variable
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test both approaches and according to the present experiment, inverting the importance
of the most representative terms tend to give better results, suggesting that queries with
less frequent terms improves the specificity of the search. This operation is shown in
Fig. 3.

Next we continue multiplying each term of the TDM by its corresponding term
marginal variable, this is, the global weight of a term by the quantity of terms per
document. By now we can discard the document margin variable in spite of that we are
not using it. The result for the “inverse marginal term frequency” or “gobal normalized
term frequency” (gntf) as we call it, can be seen in Table 2.

4 Experimental Design

The extents of the previous example are not visible at simple sight, but this is a case of
a TDM of 2 × 2 dimensions, then we present an experimental design for testing the
“gntf” scheme in it, we are trying to see if extrapolating classic weighting schemes
globally applying them to the corpus instead of each document has actually impact in
the results of a retrieval system and if these method is viable to use in large collections
of documents. The benchmark selected was the CACM dataset consisting of 3204
documents and 5763 terms in its thesaurus, giving us a TDM of 5763 × 3204
dimensions. This Benchmark was selected in order to test the efficiency of the scheme
in spite the dispersion of the TDM, being a collection which includes only the titles and
some abstracts of 3204 scientific papers, the majority of the frequencies of his TDM are
zeroes. And in the literature [20, 21] it can be seen that almost all retrieval models
develops poorly on it. Also we implemented a VSM retrieval program [4], for the task
because of his proved and steady performance, in [20], the authors question and test the
VSM against LSI and GVSM, showing that the efficiency of each one is benchmark

Fig. 3. Inverse of ntf measure applied to the term margin variable

Table 2. TDM with “gntf” scheme applied

Term 1 Term 2 Document margin

Document 1 173.25 159
Document 2 91 105
Term Margin 1.75 1
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dependant, reinforcing the intuition of the “no free lunch theorem” as well [22], and
noticing that the VSM is more consistent in its results, regardless the benchmark.

For testing and comparing results, we implemented a program which reads the
results given by the VSM and builds a report in precision and recall [23, 24], for certain
list of queries provided beforehand, the precision-recall measure takes into account the
quantity of documents retrieved (retrieval), against the quantity of retrieved documents
which are actually relevant to a query in question (precision). The higher the recall and
the higher the precision, the better result, but these are conflicting objectives and
represent a multi objective problem, increasing the documents retrieved, the recall rises
but the precision tends to fall and vice versa. For this motive, optimizing the result of a
precision-recall measure is achieved approximating the front in the like of a pareto
chart. The list of queries given in the CACM benchmark consist in 52 queries with its
respective list of results of relevant and non-relevant documents for the query in
question. Finally is to be mentioned that the charts showing these results were built
accordingly to specifications given for TREC benchmarks [25], which is the de facto
test in the literature and is provided by one of the longest and more confident resources
for information retrieval in the web. The first step in our experiment consisted on
creating a TDM in the form of a csv file to contain the raw frequencies of the CACM
corpus, this step was necessary because the CACM benchmark provides the TDM in a
compressed form, and a parser was necessary to build a table in which the marginal
variables could be estimated.

Once we calculated and estimated the “gntf” weighting described on the CACM
TDM, we entered the table and the list of queries to the VSM program and asked to get
100 incremental replicas for the 52 queries given in the benchmark, each replica is
incremental in the sense that the 1st one retrieve only one document for each query, the
2nd two documents for each query and so on until retrieving 100 documents for each
query. Each pair of replica-query then reports a recall-precision measure which is
stored and served to interpolate and build the following shown in Fig. 4.

Fig. 4. Precision-Recall and F1 score for “f”, “ntf” and “gntf” weighting schemes on CACM
dataset
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The results shown in Fig. 4 summarizes and compares three different schemes for
weighting terms in the CACM TDM, the “f” measure which represents the interpolated
precision of the raw frequencies (the TDM without weighting), the “ntf” measure
which represents the interpolated precision of a classical term frequency weighting
scheme and lastly the “gntf” measure which represents the interpolated precision of
“ntf” inverted and interpolated to a corpus level. All the three graphs are shown at 11
recall levels in accordance to the guidelines given in [25]. We can see form the chart
that even the high dispersion level of the CACM TDM benchmark, applying a
weighting scheme such as “ntf” to being corpus representative does really has impact in
the outcome of the VSM and generally speaking, a slightly better than their counterpart
at middle and higher levels of recall. The only drawback is at low levels of recall (30 %
and below) which corresponds to the VSM retrieving low quantities of documents, but
notice that is at this same point when all the measures recovers from a high tendency to
loose precision and is the “gntf” which does it best, even reverting the loose com-
pletely, something that the others could not do.

5 Conclusions and Further Work

We can say from our experiments, that using a weighting scheme such as the “ntf”
applied to the term frequency margin count like the case of our “gntf” does improves
the performance over its classical counterpart. Also, a program for porting other
measures to a corpus level via the marginal distribution of their term frequencies is
done. We have proven that a global weighting scheme is viable and can be done,
contrary to the common belief argued in [2, 9, 10], reinforced by other weighting
schemes with a global approach applied successfully like the one in [18], and both in
accordance and sustained by [26].

In the future we will continue to test more benchmarks and schemes like Okapi and
TF-IDF, porting them to a corpus level via its marginal term distribution, in order to
find the general performance of this approach. Also we would like to analyse the
complexity and his impact in computational time. And finally have devised a way to
extend the present work by weighting the terms of a corpus through their term and
document marginal distributions, trying to make the retrieval task by his conditional
probabilities.
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