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Abstract. We develop a parallelization method using the PETSc toolkit
and apply it to a time-varying structural analysis program based on the
finite element method in order to reduce its total computation time. This
is a common problem in engineering as the spatial discretization of large
structures frequently originates meshes of sizeable dimensions and large
linear systems which must be solved over time. As a practical example
we consider the analysis of the Peti concrete dam through 66 years of
operation, using a finite element mesh of about 13 thousand nodes each
with 3 degrees of freedom. Preliminary results are obtained using a local,
distributed memory cluster and show that a significant decrease in the
program’s total running time is achieved.

Keywords: structural analysis, parallelization, finite element, cluster
computing.

1 Introduction

Over the past few years parallel computing models have been growing in rel-
evance and acceptance, both in research and industry fields, as traditional se-
quential programming performance improvement is slowing down as a result of
physical limitations imposed upon transistor enhancement and failing to prop-
erly respond to new challenges [1]. However, solutions to many of these challenges
rely on specific, sequentially designed processes which must be adapted to this
new paradigm in order to remain useful and capable of solving modern problems.

In this article we develop a parallel version of such an existing solution, a
sequential finite element (FE) method program used for time-varying structural
analysis within the domain of civil engineering. This program is particularly
suited for the analysis of thermal, hygrometric and mechanical behaviour of
structures over long periods of time (≥ 50 years), and its main core resides in
iteratively solving a large-sized system of linear equations.

As required spatial and temporal resolutions increase, meaning larger meshes
and more time iterations, so does the computational workload and thus the
total running time of the program. This has urged us to develop a new version
of the program that would be able to exploit parallelism using the Message-
Passing Interface (MPI) and suit a distributed hardware architecture, with the
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purposes of i) reducing the simulation’s total running time, ii) allowing for better-
resolution meshes to be explored within a reasonable amount of time, and iii)
improving code maintainability.

As an application case study we analyse the behaviour of the Peti dam, located
in Brazil, considering viscoelastic behaviour on a mesh with 13,135 nodes, 3 de-
grees of freedom per node, through 66 years of operation. For the computational
effort the LNEC cluster Medusa is used.

2 Problem Formulation

Before proceeding any further we should describe the general problem being
solved and the theoretical background for the proposed solution. A brief de-
scription of the working use case is also presented.

2.1 Theoretical Framework

In order to study the behaviour of concrete dams over time, a viscoelastic model
has been developed, which makes it possible to analyse the structural behaviour
of concrete dams or other plain concrete structures subject to swelling, by con-
sidering the different load histories during their lifetime. The model is based on
an incremental technique making use of the finite element method1.

The discretisation of load histories allows to consider: i) the action of the dead
weight of concrete; ii) the actions corresponding to variations in the reservoir
water level (hydrostatic pressures and uplifts); iii) the thermal actions corre-
sponding to seasonal air and water temperatures, by taking into account the
influence of solar radiation; and iv) the free swelling of concrete.

In order to model the concrete time behaviour, considering the concrete ma-
turing process, the incremental constitutive relation corresponding to a Kelvin
chain is used[4]. By assuming material isotropy time-invariant Poisson ratio, the
constitutive relation for 3D equilibrium is derived; then, discretizing the analysis
period in time intervals Δtr = tr − tr−1, applying the equilibrium equation to
the extremes of interval Δtr and assuming the time intervals to be small, so as
to have the elastic modules E(t) and Ei(t) approximately constant and equal to
their values in the mean instant of the interval Δtr, the constitutive viscoelastic
equation in incremental form can be obtained:

Δσ
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rC¯
−1(Δεr

¯
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¯
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¯
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On the basis of the constitutive viscoelastic incremental relation (1) and using
the principle of virtual works, the following equilibrium equation is obtained for
each finite element:

K
¯

e(t)σ̇
¯
e = (ḟ
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1 Here we present only a summary of the complete formulation, which can be found
in [3].
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where K
¯

e(t) is the elementary stiffness matrix and the vectors (ḟ
¯

a)e, (ḟ
¯

0)e and

(ḟ
¯

∗)e correspond, in each finite element, to the time derivatives of nodal forces

equivalent to applied loads, to prescribed strains and to the effect of the load
history, respectively.

For small time intervals Δtr the time derivatives can be approached by in-
cremental relations σ̇

¯
∼= Δσr/Δtr and ḟ

¯

∼= Δfr/Δtr. Therefore, by properly

superposing (2) for all the structural elements, the following equilibrium equa-
tion can be written for the entire structure, in the incremental form

K
¯
(t)Δu

¯
= Δf

¯

a +Δf
¯
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This equation must be solved for all time steps, while updating of the stiffness
matrix K

¯
in each one of them.

2.2 Peti Case Study

As a case study example we will consider the brazilian Peti concrete dam. It
began operating in 1945 and we must study its behaviour for 66 years up to
2011. For that we have built a finite element mesh of nelem = 2366 elements
and nnos = 13135 nodes, each with 3 degrees of freedom, which satisfactorily
approximates the dam’s structure, and have also periodic experimental data for
determining other relevant data structures, such as the derivatives of nodal forces
vectors. The resulting stiffness matrix K

¯
is symmetric and positive-definite, and

since this is a very rigid structure interactions occur only among contiguous
neighbour (and foundational) nodes, hence K

¯
is also a sparse matrix. Figures 1

and 2 show the actual dam and the finite element mesh used in calculations.

Fig. 1. Peti dam Fig. 2. Peti dam finite element mesh
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3 Serial Approach

Our current approach for solving problems of this kind relies on a serial algorithm
implemented with a Fortran 77 code first developed in 2001 and since then
only sporadically adapted or reviewed, usually to fit new specific situations or
requirements; hence its maintenance, along with its performance, also presents a
challenge which we will try to address in Section 4. A necessary first step before
delving into parallelization is to understand how the serial solution works and
what its limitations are.

The core of the computation is solving 3, which is done by establishing a
separation between instantaneous and delayed responses (the phase of the com-
putation), and considering that the increments due to loads, Δf

¯

a and Δf
¯

0,

occuring at an interval Δtr = tr − tr−1 are applied at instant tr−1 and remain
constant in the interval.

Subsequently, the system is solved for the increment in displacementsΔu
(inst)
r ,

ΔK
¯
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¯
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¯

0, and then both the stress increments Δσ
(inst)
s

and the corresponding strain increments Δε
(inst)
s are computed. Then, the nodal

forces due to swelling actions are computed again until the variations in the
stress field are sufficiently small so as to fulfil the convergence conditions and by
ensuring the equilibrium and compatibility conditions.

The analysis of the delayed behaviour begins with the computation of the
global stiffness matrix ΔK

¯
for E = E∗

r . Then, the vector of nodal forces equiv-

alent to the effect of the load history Δf∗
r
¯
(Δε∗) is calculated and subsequently

the equation system ΔK
¯
(E∗

r )Δu
(del)
r = Δf

¯

∗ is solved, thus obtaining Δu
(del)
r

and, with that, the increment in displacements corresponding to the interval Δt.
This allows computing the stress and strain increments corresponding to the
viscoelastic behaviour of concrete.

Under the serial approach global stiffness matrix assembly is accomplished
through the usual process, thoroughly described in literature (e.g. in [7]). A
key feature of this process is that each finite element contributes to the global
stiffness matrix independently of any other element, which an open door to
parallelization as it suggests performing the global assembly separately for every
element and then merging everything together in the end.

As a first attempt at parallelization, we have tried to preserve this structure
and focus on parallelizing the main structures’ assembly process as well as the
actual linear system computation.

4 Parallelization Process

Our work focused on building a parallel solution to this problem that would i)
reproduce the original serial results, ii) run within a reasonable amount of time,
and iii) allow for easier code maintenance.
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As a first step we looked for computational load hotspots in the serial imple-
mentation, two of which were readily identified: the global stiffness matrix K
assembly and the linear system Kx = f solve. These steps are carried out twice
for every timestep, thus representing a large portion of the calculation; this led
us to search for an appropriate tool for numerically solving large linear systems
of equations in parallel.

4.1 Finding Suitable Tools

Among several available tools addressing numerical solution of linear systems,
the PETSc library [2] was selected as the best fit to our purposes, as it allows
for developing our solution within a framework that permits further adapting
and enhancing, thus not limiting its applicability to any fixed set of problems
and enabling its iterative improvement.

PETSc uses the MPI standard for communications between parallel proces-
sors; since this standard fits the distributed memory model most suited to the
cluster architecture, we adopted it as well.

We also meant to address the issue of poor code maintainability, which arises
mostly from the way the code was developed — by several engineers rather than
programmers, with each iteration attempting to solve a particular problem —,
from the general lack of programming background among the developers and
from the absence of solid documentation. As a first step towards improving code
readibility and usability for present and future users, we decided to migrate the
original program from Fortran 77 to C, which in fact meant thoroughly rewriting
the code in C while also adapting its structure to fit the parallel, distributed
memory model.

4.2 Implementing Parallelization

We now attempt to describe the main steps of the parallelization process, which
was driven primarily by the need to address the two identified hotspots, solv-
ing the linear equations system and assembling the global stiffness matrix, and
compassed both adapting the Code structure to be fit for parallellization and
rewriting it in C.

As a first approach we focused on minimizing communications ahead of mem-
ory usage, since the main goal was to minimize running times and no severe
limitations of memory availability were imposed; this led to creating local copies
in each processor for most input scalar values and data arrays — those used by
an a priori undetermined set of processors in calculations.

This approach allows us to avoid communication overhead, and despite the
need for most data strucutres to be globally available, some are also only used
locally in their own processor; this locality arises from the introduction of domain
partitions, an essential step for dividing the workload among processors.

Domain Partitioning. A suitable data partition must be defined in order to en-
able splitting the computational workload as evenly as possible between all avail-
able nodes. In our study we face twomain types of operations: node-oriented (such
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as the interaction between global stiffness matrixK or characteristic forces vector
f) and element-oriented (mainly finite-element techniques); hence we must create
two separate partitions, one that is node-oriented and another element-oriented.

The node-oriented partition is naturally assumed by PETSc and
implemented via GetNodeRanges using the standard PETSc routine
PetscSplitOwnershipBlock. By specifying the total number of nodes nnos and
the number of processors world this routine returns the local number of nodes
lnnos in each processor; we then obtain the lower and upper bounds lbound

and ubound by adding lnnos cumulatively over all processors, as shown in Table
1’s example.

Table 1. Example of nodal partition for world = 4 and nnos = 309

Rank lnnos lbound ubound

0 77 0 77
1 77 77 154
2 77 154 231
3 78 231 309

On the element level, we create a manual domain partition rather than using
an intrinsic PETSc method. In order to minimize communications, we assign
an element to the processor who has the most nodes it is connected with, so
that when looping through all nodes linked to an element most of them will be
stored in the same processor. By implementing this process we created an array
elemproc of nelem entries which has, for each element, the rank of the processor
it belongs to. Henceforth each iteration of all element-oriented loops must verify
the condition elemproc[ el] == rank, which guarantees it is only run in its
home processor.

We further create a ghost region for each processor comprising all nodes which
are not local but are connected to at least one local element, so that all nodes of
all local elements are also locally stored — either as a local node or a ghost node.
This allows for the removal of communications in element-oriented operations
by duplicating foreignnode information in each processor.

Matrix Assembly. Building the stiffness matrix K contributes heavily to the
program’s total running time since the entire routine must be repeated for every
time-phase iteration throughout every mesh element; it was therefore a main
focus of our parallelization process. The method for assembling K sequentially
can be roughly described by the following pseudo-code:

for every time iteration nit

for every phase iteration iid

for every element el

for every element node il

for every other element node jl

val = kelem[ el, il, jl] * E[ nit, iid]

assign val to proper position in K



42 J. Coelho, A. Silva, and J.P. Gomes

A similar process must be undertaken to account for foundation nodes, the
difference being that by considering the whole foundational structure as a single,
1304-node element, the element loop is removed and the node loops are run
through 1304 iterations instead of 20.

Having already defined both element- and node-oriented domain partitions, we
had to define which one to use to parallelize this particular process. Although
the element partition is the most immediate assumption — we could simply
split the element loop among the processors, — this would require introducing
a different process to account for foundation nodes; by applying node-oriented
parallelism, on the other hand, we address both assembly phases without the
need for a second loop.

for (nit=0; nit<nint; nit++){

for (iid=0; iid<2; iid++){

MatZeroEntries( K );

for (int i=lbound; i<ubound; i++){

MatAssembleDiag( i, nit, iid );

if(fund==1) MatAssembleInser(i, nit, iid);

}

MatAssemblyBegin( K );

MatAssemblyEnd( K );

Here parallelism is achieved by limiting the assembly loop to the interval
[lbound, ubound[, and the treatment of foundation nodes is neatly carried out
by the MatAssembleInser routine. This assembly method, in turn, requires the
creation of a node-element table by which we should be able to find, for a given
node, all elements it belongs to (the inverse of the incid array), thereby limiting
the assembly element loop only to connected elements. For this purpose we create
three separate arrays, described in Table 2.

Table 2. Node-element association arrays

Array Size Description

celems nnos # of elements connected to each node

selems nnos + 1 index of 1st node element in aelems

aelems
nnos−1∑

i=0

celems[i] node elements global indexes in sequence

With these arrays we can easily define the algorithm for the node-oriented
assembly, which essentially amounts to adapting the initial algorithm to loop
through node elements instead of all elements. Actual value assignment is only
performed for the upper triangular part of the matrix and matrix symmetry
is exploited by using the matrix object K created earlier with PETSc rou-
tine MatCreateSBAIJ2. The block structure of K also allows for the use of

2 This creates a symmetric block matrix; block size (bsize = 3).
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MatSetValuesBlocked to assign values to a 3x3 matrix block rather than in-
dividually, further enhancing runtime performance. Assembling the foundation
part follows an identical procedure, again with the exception of the node ele-
ments loop.

Linear System Solve. Solving the linear system Kx = f constitutes the core
operation of this program, as it must be repeated for every time-phase iteration
and claims, along with K matrix assembly, the greatest share of computation
resources; hence, it is another major focus of our parallelization approach.

Working with PETSc, solving this system is simply a matter of creating and
properly setting up the stiffness matrix K, the right-hand side (RHS) vector f
and the solution vector x, and afterwards calling a solver operator to compute
x. An early decision on whether this solver should use direct or iterative meth-
ods had to be made; even though both methods could be used, there was no
opportunity to explore both of them so we decided to rely on iterative methods
based on the assumption that those were most suited for solving systems of large
sparse matrixes.

We build the RHS vector f by adding up contributions from various sources
such as hydrostatic pressure, thermal expansions of imposed deformations, as
specified in the input data file. The actual construction of f is also parallelized
by using PETSc data structures and the domain partitions already specified to
divide the workload among processors.

Solving the system then simply amount to calling the chosen iterative solver
with K, f and x as inputs. Section 5.3 presents a detailed analysis of available
methods and explains our choice of solver.

5 Case-Study Results

Building a preliminary parallel version of the program allowed us to use it to
obtain partial results and compare them to the output from the original serial
version. In order to generate these results, the program was run on the Medusa
cluster, a LNEC-based infrastructure for high-performance computing (HPC);
we then evaluated parallel results for accuracy and conducted a performance
analysis as a way of determining the actual benefits of implementing parallelism
and using the HPC infrastructure to run the simulation.

5.1 Medusa Cluster

Numerical results for the program were obtained on the Medusa cluster, the
LNEC HPC infrastructure which comprises a set of 67 Fujitsu Siemens
PRIMERGY RX220 servers each with 2 dual-core CPUs of 2GB each, linked
by a 1 GBit/s Ethernet connection and running a Scientific Linux 6 operating
system. A NFS filesystem was used to store the results.
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5.2 Results Validation

In order to evaluate the results of parallelization, we should first guarantee that
actual simulation results are consistent with the serial version’s, so as to ensure
the preservation of the original behaviour. However the delayed response mod-
ulus is not yet completed, which prevents a full comparison; we therefore ran
a test to verify all the stages of the program except for the delayed response,
including building data structures, assembling the stiffness matrix and solving
the linear system.

In order to carry out this test we ran the simulation through the entire time
period (all 66 years) considering a constant elastic module and varying the dam
water level (and thus the hydrostatic pressure on its structure). We expected to
obtain a linear response of the total displacements as a function of the water level;
in fact, Figure 3 shows that the behaviour observed in control node 5062, located
in the top-center region of the dam (subject to the greatest displacements),
matches these expectations.

Fig. 3. Displacements in node 5062 with instantaneous response

Despite this test’s limited scope, it is reasonable to assume that adjusting
the delayed response shouldn’t significantly affect the total running time of the
simulation, which allows us to proceed with the performance analysis for the
parallelized version despite the exactness of the delayed response remaining to
be checked.

5.3 Performance Analysis

The primary goal of this work was to reproduce the results of the original serial
simulation in the least possible amount of time. Having established the consis-
tency of the parallel results in Section 5.2, we then focused our research in mini-
mizing the program’s running time. Two major factors determine the program’s
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running time: first of all the time spent solving the matrix equation K x = b,
and secondly the amount of calculations assigned to each core. Therefore, a nat-
ural assumption is that the choice of both the Krylov subspace (KSP) method
employed and the number of cores in which to run the simulation weight the
most on the application’s overall running time.

KSP Solver. Given the iterative structure of the program, choosing a suitable
solver is a crucial issue, so we must find which KSP method — solver and
preconditioner — suits our problem best; as a first approach we chose to focus
only in choosing an appropriate solver, for simplicity, using the default Block-
Jacobi preconditioner and leaving its optimization to a later stage of the work.
Table 3 shows benchmark results for a selection of available methods suitable for
solving a sparse, symmetric and positive definite matrix. The values presented
refer to the elapsed real time obtained with the time command when running
the parallel program in 4 cores for only 10 iterations. Based on these results
the conjugate gradient method was selected as the best-performing KSP solver,
while both preconditioned conjugate residuals and pipeline conjugate gradient
methods present suitable alternatives.

Table 3. Benchmark analysis of KSP solvers

Solver cg pcr pipecg lgmres symmlq

Elapsed time (s) 708.77 716.65 728.48 786.87 825.87

Number of Cores. Certainly the number of cores the program is run in also
contributes decisively to the simulation’s total running time. We use the most
common definitions of speedup, SN = t1

tN
, and efficiency, EN = SN

N , with tN
being the total running time for N processors and t1 the time taken by the
parallel simulation to run in a single core; ideally we should rather use the
running time of the serial implementation [5], however this data is unavailable
to us for the current state of development of the program, and merely resorting
to the time used by the complete serial program would not result in a meaningful
comparison since the parallel version would be performing only a fraction of the
serial’s workload.

In a fully parallelizable context a speedup of SN = N would be expected,
however the existence of limiting factors such as uneven load distirbution and
communication overhead leads us to expect running time to decay as a function
of the number of cores until a minimum threshold is reached. We tested this
behaviour by running the simulation (using the cg solver) in a varying number
of cores, as shown in Table 4.

Table 4 shows the expected decay pattern with an apparent lower limit of
about 9 hours. We have managed to achieve a maximum speedup of 4.08 with an
efficiency of 12.8%, which stands as a good result for the parallelization method
employed. The decline in efficiency, although natural, is steeper than anticipated
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Table 4. Performance indicators for varying number of cores

Cores 1 2 3 4 6 8 12 16 24 32

Running time (h) 39.70 27.32 21.84 24.23 19.38 13.87 12.88 10.47 10.25 9.72

Speedup - 1.45 1.82 1.64 2.05 2.86 3.08 3.80 3.87 4.08

Efficiency - 0.727 0.606 0.410 0.341 0.358 0.257 0.237 0.161 0.128

and might indicate flaws in the parallel implementation — some of which were
to be expected since, at this stage, little attention was paid to optimization and
the main focus was to achieve a working implementation. It may also be a result
of the limited size of the mesh, in which case we would expect a larger mesh
to exhibit a slower efficiency decay; however we have thus far not been able to
consistently test this hypothesis.

Similar works (e.g. [6]) have obtained parallel speedups of only about 1.3
running in 8 processors with E8 ≈ 40%, whilst our simulation manages S8 = 2.86
and E8 = 35.8% ; this supports the parallelization approach chosen, despite the
limitations imposed on such comparisons3.

In our case, since our goal is to run the simulation as quickly as possible, we
should use as many processors as there are available; we should note, however,
that if only greatly limited resources were available, running in more than 16
cores would probably not have been worthwhile, since the efficiency in that
case drops well below 25%. In general, a decision model weighting both these
parameters should be constructed and used to decide on the optimal number of
running cores.

It remains to be seen how these results would change for larger, finer-grained
meshes; our expectation is that the bottom limit would rise only slightly (given
that most of the program’s computational load is distributed) and that it would
therefore be possible to run this larger mesh in approximately the same amount
of time by using more processors. This is as issue that we will address in future
work.

6 Concluding Remarks

We have developed a parallelization method for a finite element structural anal-
ysis application and used it to obtain a parallel program which solves a real engi-
neering problem, fundamentally allowing us to obtain the results of the original
simulation at least four times faster.

Results coherence with original application has not yet been thoroughly tested
due to this work’s early stage of development, however these initial results are
encouraging and match our expectations.

3 Comparing speedup and efficiency results presents a difficult task since final results
depend on many factors other than the number of cores used, hence this comparison
is useful mostly to check the results’ order of magnitude.
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LNEC’s cluster infrastructure Medusa was fundamental in obtaining these
results, however the size of our case study prevented us from obtaining significant
performance gains for more than 16 processors; in order to fully explore Medusa’s
potencial, finer-grained meshes will need to be considered.

Future work will necessarily lean upon extending the current application to
fully reproduce previous results and to feature the inclusion of a damage model
as a means of simulating cracking processes in the dam; this will introduce a non-
linear dimension to the computation which is likely to slow down the simulation.
We expect future development of this work to ultimately allow for the solution
of previously impossible or over-simplified structural analysis problems.

Acknowledgments. Part of this work is funded by the TIMBUS project, co-
funded by the European Commissions 7th Framework Programme (FP7/2007-
2013) under grant agreement No 269940.

References

1. Asanovic, K., Bodik, R., Demmel, J., Keaveny, T., Keutzer, K., Kubiatowicz, J.,
Morgan, N., Patterson, D., Sen, K., Wawrzynek, J., Wessel, D., Yelick, K.: A view
of the parallel computing landscape. Commun. ACM 52(10), 56–67 (2009),
http://doi.acm.org/10.1145/1562764.1562783

2. Balay, S., Adams, M.F., Brown, J., Brune, P., Buschelman, K., Eijkhout, V., Gropp,
W.D., Kaushik, D., Knepley, M.G., McInnes, L.C., Rupp, K., Smith, B.F., Zhang,
H.: PETSc users manual. Tech. Rep. ANL-95/11 - Revision 3.4, Argonne National
Laboratory (2013), http://www.mcs.anl.gov/petsc

3. Batista, A.: Análise do comportamento ao longo do tempo de baragens abbada.
Ph.D. thesis, Technical University of Lisbon (1998)

4. Bazant, Z., Wu, S.: Dirichlet series creep function for aging concrete. Journal of the
Engineering Mechanics Division (ASCE) 99 EM2 (1993)

5. Coelho, J., Silva, A.: Computação paralela no lnec - guia introdutório e estudo de
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