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Abstract. Tomography has been recently introduced in fluid velocime-
try to provide three dimensional information of the location of parti-
cles. In particular, author’s previous works have proven the potential of
Optical Diffraction Tomography for biological and microfluidic devices.
In general, image reconstruction methods at visible wavelengths have
to account for diffraction. First Born Approximation has been used for
three dimensional image reconstruction, but a non-linear reconstruction
method is required when multiple scattering is not negligible. Therefore,
to improve the spatial resolution of the fluid velocimetry techniques, a
non-linear iterative optimization should be used to locate the seeding
particles and compute afterward the flow velocity field. This inversion
method requires the solution of the Helmholtz equation, computation-
ally highly demanding due to the size of the problem. Therefore, High
Performance Computing is required to find the particle locations. This
work shows the results of accelerating this task using GPU computing
and a customized storing format.

Keywords: ODT, Helmholtz equation, GPU-based application, High
Performance Computing.

1 Introduction

Holographic Particle Image Velocimetry (HPIV) provides simultaneous three
components, three-dimensional (3C-3D) measurements of a seeded fluid flow
[2,6]. Classical analysis of HPIV recordings assumes that the particle illumi-
nating and the scattered beam do not suffer multiple scattering. In practice,
however, multiple scattering effects increase background noise, decreasing the
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number of velocity vectors that can be retrieved from a given flow field [11]. To-
mographic methods using several recordings from different observation directions
have been proposed in the last years to mitigate this problem [19,20]. In Tomo-
graphic Particle Image Velocimetry the particles within the entire volume need
to be imaged in focus, which is obtained by setting proper numerical aperture
(NA). The application of Optical Diffraction Tomography (ODT) in HPIV [13],
and more specifically the non-linear ODT, would improve the spatial resolution.
ODT is a non-damaging radiation technique that provides a 3D map of the ob-
ject refractive index from holographic recordings of scattered fields with different
illumination or observation directions. If the linear approximation is assumed,
the spectral components of the field scattered by the object are directly related
to the spectral components of the object refractive index field [5,22]. Some im-
pressive advances have been done recently in coherent microscopy [10,14], even
though these measurements are incomplete and the assumption of weak scatter-
ing is severely restrictive.

For the non-linear ODT approach, image reconstruction is considered the solu-
tion that better explains the scattered far field but it requires large and powerful
computational resources. In the implementation of the optimization method, the
Helmholtz equation [7] needs to be solved for a known refractive index distri-
bution and illuminating field - the forward problem. Appropriate sampling is
roughly a tenth of the wavelength, and due to the size of volume of interest
in biological flows the computational requirements are very demanding. Thus,
the performance of the non-linear Optical Diffraction Tomography in HPIV is
determined by the selected computing strategy, and this is particularly true for
its implementation for 3D problems. The use of a priori information concerning
the object can reduce instability in optimization and computation time [4,13].
In fluid velocimetry we usually have additional information about the object,
such as the diameter and the optical properties of the seeding particles, effec-
tively reducing the particle imaging reconstruction problem to a particle location
problem [21].

In this context, High Performance Computing (HPC) is required to implement
and validate the aforementioned model. HPC allows the scientific community to
extend their models and accelerate their simulations by the exploitation of a wide
variety of computing resources. However, the selection of HPC architectures and
programming interfaces for the models to be developed require an important
effort. Earlier works have shown the parallel computation capability of GPUs
in performing ODT models [10,16]. In this paper, we discuss an implementation
of a Non-Linear ODT model at a source-level MATLAB compiler calling MEX-
files for using GPU routines, which is also experimentally evaluated. Moreover,
this work shows the feasibility of this approach and the outstanding imaging
capability of non-linear ODT compared to linear tomographic approaches.

2 Description of NLODT-P Model

In fluid velocimetry the studied flow is seeded by small particles with a refrac-
tive index different from the background. Typically, a coherent source is used
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to illuminate the flow, and this illuminating beam is scattered by the seeding
particles, which allows to determine their location at one instant of time. To
determine the velocity field of the flow, two consecutive recordings are required.
In particular, we will focus our attention on the combination of several simulta-
neous recordings to recover the position of each particle on a certain volume of
interest at one time.

The proposed method consists in a minimization of the cost function defined
by the square root difference between the measured and the computed scatter-
ing field by the seeding particles. This is a non-linear optimization problem that
would be addressed by a modified Conjugated Gradient Optimization Method
(CGM) [13]. The search direction at the first iteration is the negative gradient of
the cost function. Although the gradient can be expressed by an analytical equa-
tion, it still requires the resolution of the forward problem twice. This forward
problem consists of computing the scattered field Es(r) by a known object and
an illuminating beam Er(r). According to scalar diffraction theory the (complex)
amplitude of a monochromatic electric field, E(r) = Es(r) +Er(r), propagating
in a medium of (complex) refractive index, n(r), obeys the Helmholtz equa-
tion [18] which can be rewritten in the following inhomogeneous form using the
appropriate transformation described in [13]:

(∇2 + k20n
2(r))Es(r) = f(r)Er(r) (1)

where f(r) is the scattering potential, defined by:

f(r) = −k20(n
2(r)− 1) (2)

Our objective is to find the particle field position that minimizes the square
difference between the measured Em(r) and the computed field that should be
measured, cost(f), according to the available estimation of the refractive index,
Ec(f, r):

cost(f) =
∑

i

|Ei
m(r) − Ei

c(f, r)|2 (3)

where for any hologram there is a separate contribution (i) to the cost function.
CGM has been chosen to minimize this cost function. Thus, given a scat-

tering potential, the gradient of the cost function can be taken as an image of
the difference between the real n(r) and its available estimation. This image
is typically a smooth distribution with several local maxima, even when some
sharp refractive index changes are expected, as for our case of particles on a flow.
Furthermore, in general the object in fluid velocimetry applications is a sparse
distribution of particles of known refractive index and shape. Subsequently a rel-
atively small matrix PL that stores the location of the particles could describe
the 3D refractive index field.

Bearing in mind the previous considerations, the developed model referred as
NLODT-P is detailed below. A procedure presenting the most important steps
involved in the NLODT-P model are shown in Algorithm 1.

This model is composed by a first procedure (step), where the location of
the first particle is determined and an iterative process, where the remaining
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Algorithm 1. Algorithm of the NLODT-P model.

1: #Step 1. Location of the 1st particle (line 2)
2: Compute PL(1)
3: It = 2
4: while It < iterMax and V alue < threshold do
5: for i = 1, 2, ... until i < Number of holograms do
6: #Step 2. Update the refractive index field (line 7)
7: Update n(r)
8: #Step 3. Compute the updated gradient, g(r) (lines 9 - 14)
9: Ei

s(r) = Forward(Ei
r(r), n(r))

10: Ei
r,n(r) = Ei

s(r) + Ei
r(r)

11: Ei
c(r) = Filter(Ei

s(r), k
i
0, NA)

12: Ei
m,n(r) = Forward((Ei

c(r)−Ei
m(r))∗, n(r))

13: Ei
m,n(r) = Ei

m,n(r) + (Ei
c(r)−Ei

m(r))∗

14: g(r)∗ = g(r)∗ + (Ei
m,n(r), E

i
r,n(r))

15: end for
16: #Step 4. Locate next particle (lines 17 and 18)
17: gMF (r) = Matched F iltering(g(r), sample)
18: [PL(It), V alue] = max(abs(gMF ))
19: It = It+ 1
20: end while

particles are located. The initial step does contain computations similar to the
subsequent iterations, but no special computing resources are required, therefore
it is considered separately. Next, the main details for every NLODT-P step are
described.

Step 1. Location of the 1st particle
In [12] it has been shown that the gradient of the cost function can be ex-

pressed as the sum of the simulated Bragg holograms between the illuminating
field and the back propagated measured field. In particular, for the initial it-
eration, the illuminating field Ei

r(r) and the back propagation of the measured
field Ei

m(r) are considered undisturbed. Thus the gradient is essentially the First
Born Approximation of the scattering potential:

f(r)∗ ≈
∑

i

Ei
m(r)∗Ei

c(r) (4)

where ∗ represents the conjugate value. So, the particle location could be ob-
tained from the location of the absolute value of the maximum of f(r)∗. Although
a better performance of the model can be obtained if a matched-filtering is previ-
ously applied. This matched-filter can be obtained considering the (linear) ODT
image from an isolated particle.

Step 2. Update the refractive index field, n(r)
From the a priori knowledge of the object in fluid velocimetry, we assume that

the refractive index field can only take: (1) the refractive index of the seeding
particles within a spherical region around any located particle; and (2) the fluid
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refractive index in the remaining voxels of the volume of interest. So, if a new
particle is located the refractive index around its position is updated.

Step 3. Compute the updated gradient, g(r)
The gradient g(r) of the cost function provides the distribution that should be

added to the estimated scattering potential f(r) to minimize the cost function
according to the classical Conjugated Gradient Optimization Method. However,
our model does not need to solve the full image problem neither to update the
scattering potential. Once an estimation of the scattering potential is available,
a similar expression to Equation 4 can be obtained for the new gradient g(r).
However, the meanings of both interfering fields and its computational strategy
have changed:

– Update illuminating field: Ei
r,n(r). We need to take into account the presence

of the particles already located. The forward solver computes the scattered
field Ei

s(r) due to the object described by n(r) and the original illuminating
field Ei

r(r). The updated illuminating beam, Ei
r,n(r) will be the sum of both

fields Ei
r(r) + Ei

s(r).

– Update measured field: Ei
m,n(r). The back propagation of the measured field

is computed in two stages: Firstly, the expected or computed measured field:
Ei

c(r) can be obtained by filtering the Ei
s(r) to take into account the numer-

ical aperture and the far field situation of the recording devices. Secondly,
the difference between the measured field and the computed measured field
(Ei

m(r) − Ei
c(r)) is back-propagated taking into account the diffraction in-

troduced by the estimated refractive index n(r). Let us remark that the role
of the illuminating beam in this case will be the conjugated remaining field:
(Ei

m(r)− Ei
c(r))

∗.

As in the initial iteration, a separate contribution to the gradient g(r) should
be obtained for each hologram.

Step 4. Locate next particle and exit
As for the initial iteration, the most probable position of next particle is the

absolute maximum of the matched-filtered gradient (gMF (r)). The position is
stored in the output variable PL, and the peak value (V alue), can be used to
decide the end of the iterations. Experience shows that value will decrease in each
iteration and a convenient value of threshold ensures the process stop. However,
the criterion to select an appropriate value of the threshold is not addressed in
this work. Thus, a maximum number of iteration is imposed (iterMax).

In each iteration of the optimization problem, the Helmholtz equation (For-
ward solver in Algorithm 1) has to be solved. The Helmholtz equation is an
example of a linear elliptic Partial Differential Equation (PDE), which has been
extensively studied [18]. It can be numerically solved by means of an appropri-
ate transformation based on Green’s functions and a spatial discretization [7,18],
for example, Finite Element Method (FEM) [8,9]. FEM discretizes the region of
interest in small elements, assuming the function E(r) can be approximated to
a constant value in each of these elements. A regular mesh of elements is usually
considered when the object shape is the unknown (inverse problems). So, the
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spatial derivatives of the Laplace operator can be discretized with a seven-point
stencil in 3D.

Thus, when the discretization process is based on FEM and a spatial regular
3D mesh, the linear system of equations resulting from Equation 1 is described
by a matrix with only seven non-zero diagonals. Therefore, FEM transforms the
3D Helmholtz equation into the linear system (Ax = b), where the independent
term, b, depends on the illumination field (Er), the unknown vector, x, identifies
the scattered field and the matrix A, related to the refractive index (n(r)), is
sparse and exhibits a strong regularity in both the pattern and the values of
its non-zero elements and has a very large size which depends on the number
of spatial discretization points or voxels into the volume (V ol) [17]. It means
that the Forward solver actually consists on the resolution of a large size linear
system of equation composed by complex number.

3 Experimental Validation of the Model

In order to validate our model we have chosen an apparently simple particle dis-
tribution consisting on four 2μm particles recorded with three inline holograms.
The illumination (and observation) direction for each hologram is chosen along
x, y and z axis, respectively. We consider a typical coherent illumination pro-
vided by a He-Ne laser, with λ = 0.633μm and that the holograms are recorded
at far field with a NA = 0.55 microscope objective.

The volume of interest has been divided in 160×160×160 voxels of one tenth
of the wavelength. Multiple scattering presences will be due to two main reasons:
(1) the particle cannot be considered as point source and (2) the scattering field
diffracted by one particle will modify the illuminating beam that reaches the
others.

One of the most difficult particle distributions to recover is shown in Figure 1,
as for any of the holograms there is always one particle obscured by the others.
The minimum distance between particles is 3μm.

Fig. 1. 3D view of the particle distribution problem

The particle distribution of solving a linear ODT image problem is shown in
Figure 2. The scattering potential obtained from Equation 4, which coincides
with the first gradient, is shown on the left, and the filtered gradient with the
matched filter obtained from Figure 1 on the right.
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Fig. 2. Gradient (left) and filtered gradient (right) computed at the initial iteration:
3D view of the surface at 0.6 the maximum value (top) and 2D views at z = 57 pixels
(middle) and at z = 104 pixels (bottom)

Top row pictures in Figure 2 show the shape of the voxels with higher values
(above 0.6 the maximum value). To better illustrate the blurred image, the
modulus of the gradient at the planes centered on the particle positions are
shown below: plane z = 57 pixels (middle row) and plane 104 pixels (bottom
row).

Although the expected resolution of the system should be λ/(2NA) = 9 pix-
els. The position of the particles cannot be recovered from the linear ODT image
(left row). However, taking into account that particles cannot be considered point
sourced and computing the matched-filtered gradient, we can clearly identify the
position of four peaks. The error of the particle positions are below 2.5 pixels,
that means 0.16μm. As expected, NLODT-P can also solve this particle distribu-
tion problem with similar error results. For this case, the use of a matched-filter
was enough to unravel the linear ODT image.

However, for real fluid velocimetry application, the number of particles will
increase to the order of one thousand particles. In that case, the effect of the
multiple scattering between particles will be more significant. In addition, a lim-
ited optical access can make compulsory the iterative optimization. To illustrate
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the problem let consider the case when the minimum distance between particles
is 2μm (close enough), so multiple scattering is mainly due to its proximity (see
Figure 3). We considered two configurations: (1) a full-optical access with three
in-line hologram as in the previous experiment and (2) a slightly more realistic
set-up, in which we illuminate as before, but we only have one camera. The
observation direction has been chosen pointing along the direction k̃obs = 1, 1, 1.
That means the camera will look to the particle distribution of Figure 3 roughly
as the reader.

Fig. 3. 3D view of the particle distribution problem

As expected, the linear ODT image does not solve the four particles. The
matched-filtered scattering potential is shown in Figure 4. For the full optical
access configuration (Figure 4 left) does resolve the four particles. The particle
image at the bottom corner is significantly smaller than the others. That particle
image cannot be recovered from the one-camera configuration (Figure 4 right).
Only the other three particles can be envisaged, even for any other selection of
the iso-valued surface.

Fig. 4. Linear ODT image after computing the corresponding Match-filter of the par-
ticle distribution of Figure 3 for a three-in-line hologram configuration (left) and three
illumination and one observation direction configuration (right)

Meanwhile NLODT-P finds the particle position for both configurations, with
a position error roughly of 4.6 pixels (0.3μm). Further work using more realistic
problems with larger number of particles, is needed. It has also to be consid-
ered the non-linear ODT performance when there is a particle size distribution
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and some background noise is present. From these small numerical experiments,
it can be derived that the performance of NLODT-P is clearly advantageous
compared to the linear approach. In the next section it will be shown that the
combination of MATLAB with GPUs for solving the Forward problem makes
feasible the study of such kind problems and, subsequently, the NLODT-P for
fluid velocimetry applications.

4 GPU-Based Implementation of the Model

The computational cost of the advanced numerical model described in this paper
is very high. So, it is essential to apply High Performance Computing techniques
to its implementation. The implementation of the NLODT-P model is based
on the exploitation of both, the MATLAB framework and GPU computing by
means of MEX-files routines. As aforementioned, our starting point has been
a MATLAB implementation of NLODT-P, for which the procedure with the
highest computational cost (Forward solver) has been accelerated using a GPU
device.

The Forward solver is in charge of obtaining a solution for the 3D Helmholtz
PDE. The large system of equations obtained from the discretization of the 3D
Helmholtz PDE can be solved using different solvers. In this paper, a Krylov
subspace method, the Biconjugate Gradient method (BCG) is used for solving
the Helmholtz equation [3]. Moreover, the regularities of the sparse matrix A
have been exploited on a GPU device. From a computational point of view,
BCG has a high memory requirement because of the storage of a large sparse
matrix (A) [15]. It is necessary to use strategies for the reduction of memory re-
sources runtime because the ODT model has double precision complex numbers.
Bearing in mind that the sparse matrix exhibits several regularities, a specific
storage format, which stores the minimal information to define the sparse ma-
trix, is considered. In this way, both, memory requirements and BCG runtime
are considerably reduced since this new format requires less memory accesses
to read sparse matrix elements. The format which takes advantage of the reg-
ularities of A was called “Regular Format (RF)” and was defined in [16]. RF
optimally minimizes the amount of data needed to store the sparse matrix. RF
significantly reduces the memory requirements with respect to the coordinate
list format (COO) in a factor of 10.

5 Computational Experiments

This section analyses the computational performance of our NLODT-P model
with different dimensions of the volume. In order to show the evolution of the
runtime of our NLODT-P model, several tests (with different dimensions of
V ol) have been carried out. Four particles of 0.5μ diameter have been located
in the tested volumes. The remaining parameters of the example are: Number
of holograms= 3, iterMax = 4 and the values of V ol range from 2003 to 2803

voxels. For the evaluation, a CPU (2× 4 Intel Xeon E5620 cores, 48 GB RAM,
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2.4 GHz clock speed and under Linux) and a GPU device NVIDIA Tesla M2090
have been considered. The NVIDIA GPU, which is CUDA enabled [1], is used
in parallelizing the Forward solver. The main characteristics of the GPU device
are shown in Table 1.

As it is well known, there can still be significant differences in performance be-
tween a program written in MATLAB and one written in a lower-level language,
say C. In this work, the model has been developed and tested for several exam-
ples using (1) MATLAB framework; and (2) MATLAB framework and CUDA
programming. It means that one GPU device is called from MATLAB for ac-
celerating the two Forward solvers involved for each iteration. Figure 5 shows
the runtime (in seconds) of the execution of NLODT-P using both approaches
(only MATLAB framework and CUDA-MATLAB combination). For the GPU
implementation of NLODT-P, the runtime is approximately reduced by a factor
of ≈ 40× with respect to the initial MATLAB version.

Table 1. Characteristics of the GPU for the evaluation of NLODT-P

Tesla M2090

Peak GFlops (single precision) 1331
Peak GFlops (double precision) 665

Memory Bandwidth (GB/s) 177
Clock rate (GHz) 1.3

Device memory (GB) 6
CUDA Cores 512

Fig. 5. Evolution of the runtime of NLODT-P using different values for V ol (from 2003

to 2803). The remaining parameters of the example are: Number of holograms = 3 and
iterMax = 4.
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6 Conclusions

In this paper we have detailed a three dimensional non-linear ODT model to
locate particles, as part of a fluid velocimetry technique. We have presented some
numerical experiments to illustrate the accuracy, reliability and effectiveness of
the Non-Linear ODT model compared to the Linear ODT one. In particular,
we have considered some circumstances when an image post-processing, such
as a matched filter, could be enough to unravel the linear ODT image, and
when an iterative optimization such as NLODT-P will be compulsory. We have
implemented the model using MATLAB combined with GPU computing by
means of MEX-files. Acceleration factors ≈ 40× with respect to the approach
that only uses MATLAB framework have been obtained. Additionally, the use
of a specific format to store the large sparse matrix (A), involved in the BCG
method, has reduced the memory requirements until ≈ 10× with respect to the
traditional format for specifying sparse matrices in MATLAB (coordinate list
(COO)).

As consequence of this work we can say the NLODT-P is able to improve
the accuracy of linear ODT methods to locate particles into a fluid and the
High Performance Computing is essential to develop and apply this approach.
Our future work will be focused on the extension of the NLODT-P model to
experimental data of practical interest, it means that larger volumes will have
to be computed. For this purpose, an additional effort based on the integration
of the distributed resolution of the Helmholtz equation in combination with
MATLAB will be carried out. Thus, the resolution of larger problem sizes of
practical interest will be possible.
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