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Abstract. Machine learning algorithms are gaining increasing interest
in the context of computer-assisted interventions. One of the bottlenecks
so far, however, has been the availability of training data, typically gen-
erated by medical experts with very limited resources. Crowdsourcing is
a new trend that is based on outsourcing cognitive tasks to many anony-
mous untrained individuals from an online community. In this work, we
investigate the potential of crowdsourcing for segmenting medical instru-
ments in endoscopic image data. Our study suggests that (1) segmen-
tations computed from annotations of multiple anonymous non-experts
are comparable to those made by medical experts and (2) training data
generated by the crowd is of the same quality as that annotated by med-
ical experts. Given the speed of annotation, scalability and low costs,
this implies that the scientific community might no longer need to rely
on experts to generate reference or training data for certain applications.
To trigger further research in endoscopic image processing, the data used
in this study will be made publicly available.

1 Introduction

Computer-assisted minimally-invasive surgery (MIS) as well as computer-assisted
surgical training is gaining increasing interest in the past years. One of the main
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challenges in this context is the image-based tracking of medical instruments in
the endoscopic images, which is a prerequisite for surgical navigation [1], skill
assessment [2] and workflow analysis [3], for example. State-of-the-art methods
apply machine learning techniques to learn the shape and appearance of dif-
ferent objects from labeled training data [4]. However, the performance of the
classifiers depends crucially on the availability of reference annotations, which
are extremely expensive to obtain because they are typically made by medical
experts with very limited resources. As a consequence, the data sets used to
train or validate a new method are typically small and thus not able to capture
the wide range of anatomical/scene variance.

Crowdsourcing is the process of outsourcing cognitive tasks to many anony-
mous untrained individuals from an online community. In contrast to outsourc-
ing, the work comes from an undefined public rather than being commissioned
from a specific, named group. Its advantages include speed of annotation, scal-
ability and low cost. While the concept has already been applied to a variety
of different applications, its usage in the context of medical image processing
is extremely limited. According to a very recent review article, the few medical
applications can be classified into four main areas [5]: Problem solving, survey-
ing, surveillance and data processing. Tasks related to the last category include
shape-based classification of polyps in computed tomography(CT) [6], skill as-
sessment [7], and medical image classification [8].

The purpose of our work is to investigate whether crowdsourcing is an ap-
propriate tool for training instrument tracking algorithms in the context of
laparoscopic surgery. Using a set of endoscopic video images with reference in-
strument segmentations we (1) quantify segmentation performance of the anony-
mous crowd using the raw annotated data as well as segmentations obtained via
majority voting and (2) determine the performance of a basic instrument seg-
mentation algorithm on data sets labeled by experts, the crowd or both groups.

2 Methods

2.1 Data Annotation Software

Amazon Mechanical Turk (MTurk) [9] is an internet-based crowdsourcing plat-
form that allows requesters to distribute small computer-based tasks, referred to
as human intelligence tasks (HITs), to a large number of untrained workers, re-
ferred to as knowledge workers (KWs). The KWs can freely choose the HITs they
want to perform and receive a small monetary reward for each completed one from
the requester (typically a couple of cents for a task of a few minutes). Our anno-
tation user interface was integrated into MTurk by supplying a dynamic webpage
(HTML5, JavaScript). In this study, each HIT refers to the segmentation of one
medical instrument in a given endoscopic image. Figure 1 shows a screenshot of
the annotation process. Based on a bounding box and a very rough contour speci-
fying which of potentially multiple instruments in the image to segment, the KW
needs to place a polygon around the object under investigation. For each HIT, our
software records (1) the user ID, (2) the coordinates of the points as well as (3) the
time needed for the completion of one HIT.
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Fig. 1. Screenshot of the Amazon Mechanical Turk [9] image annotation software de-
veloped for this study. In the header, the micro task to be performed is described to
the user. The user generates and moves the blue points from which a red contour is
generated.

2.2 Endoscopic Video Data

The training data was generated from a total of 6 surgical procedures, three from
laparoscopic adrenalectomies and three from laparoscopic pancreatic resections.
From each surgery, 20 images containing one or several medical instruments were
extracted, yielding 120 images in total.

Half of the data from each surgical procedure was annotated by a medical
expert with experience in laparoscopic surgeries, as shown by means of example
in Fig. 2. The 6 · 10 images each contained 2.1 instruments on average, such
that 122 reference instrument segmentations (data set Y I) and 60 background
segmentations (data set Y B) were obtained for these images.

All images (i.e. twice as many as those annotated by the experts) were further
annotated by 10 KWs each, yielding 2350 instrument segmentations in total
(data set XI).

2.3 Quality of Crowd Segmentations

The quality of the crowd segmentation was determined via the dice similarity
coefficient (DSC) as follows. Let Y I represent the set of binary images corre-
sponding to the reference segmentations of the instruments (|Y I | = 122), and

let XIREF ⊂ XI represent the set of crowd segmentations for which a reference

annotation was available (|XIREF | = |Y I |). The elements of Y I and XIREF

are
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Fig. 2. Concept of endoscopic video annotation using crowdsourcing: For each instru-
ment in a given image, 10 annotations are acquired. Majority voting (MV) is applied
to remove outliers. Multiple instruments are then combined using the OR operator to
yield the final result (blue) which is very similar to the reference segmentation (yellow).
In this example a Dice Similarity Coefficient (DSC) of 0.95 was achieved

again sets (of pixels) representing a particular instrument. Let Xik ∈ XIREF

(i: instrument ID; k: KW id) further correspond to the same instrument as Y I
i .

Then the DSC

DSCik =
2|XIREF

ik ∩ Y I
i |

|XIREF

ik |+ |Y I
i |

(1)

quantifies the similarity of crowd segmentation k for instrument i with the cor-
responding reference segmentation.

To investigate whether multiple segmentations for one object can be applied
to improve the segmentations of the crowd, the crowd segmentations for one

particular instrument XIREF

i was obtained by majority voting, i.e. a pixel was
classified as instrument, if and only if at least 5 KWs had marked it as in-
strument. The resulting DSC with the reference annotations was determined as
follows:

DSCi =
2|XIREF

i ∩ Y I
i |

|XIREF

i |+ |Y I
i |

(2)

The corresponding background annotations were defined as the complement of
all (merged) instrument segmentations. To quantify segmentation performance
by the crowd, a boxplot of DSCik and DSCi was generated.

2.4 Classifier Performance–Experts vs Crowd

For this experiment, we developed a basic instrument classification algorithm
based on random forests [10] that classifies each pixel into instrument or back-
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ground. Based on a preliminary evaluation on different data sets, we used the
following features: the B channel from RGB color space, the S channel from HSV
color space and o1 from opponent color space. The forests were trained with the
bagging approach [10] and consisted of five trees, each with a maximum depth
of five. Based on this algorithm and the data described in section 2.2 we trained
three classifier types:

– CEXP (n): The classifier was trained exclusively on expert data
(n = 10, 20, . . . , 50 images)

– CKW (n): The classifier was trained on images resulting from merging 10
crowd annotations for each instrument via majority voting (cf. sec. 2.4 )
(n = 10, 20, . . . , 100 images)

– CEXP−KW (n): A combination of 1. and 2.: The classifier was trained on
images from the experts and the crowd. For this purpose, half of the data
was taken from the experts, half was taken from the crowd. In this process,
each image was included at most once for each training (i.e., it was annotated
either by an expert or by a KW)
(n = 10, 20, . . . , 100 images)

For a given n and a given classifier type (1.-3.), each of the six video sequences
described in sec. 2.2 was used for testing in a leave-1-out approach. To ensure
comparability of results, the n training images and 10 testing images used were
identical for all methods for a given n. For each training set, 10 random forests
were trained leading to a total of 6 ·10 ·10 = 600 automatically annotated images
for testing.

To investigate the influence of different variables (group: crowd, expert, mixed;
surgery: OP1,...,OP6; number of training samples: n) on classification perfor-
mance, we applied multiple linear regression modelling. Models of the following
form were fitted for the three outcomes true positive (TP) rate, true negative
(TN) rate and precision:

Yi = μ+ α1Xi1 + α2Xi2 + β1Xi1 + . . .+ β4Xi4 + γ1Xi1 + . . .+ γ5Xi5 + ei,

where Yi represents the ith observation of the respective outcome and μ denotes
the common mean. Further, α1 and α2 are regression coefficients corresponding
to the dummy variables X1 and X2, where X1 = 1 represents a crowd segmen-
tation and X2 = 1 represents a mixed segmentation (X1 · X2 = 0). Thus, they
quantify the difference in the outcome to expert segmentations that serve as the
reference. In an analogous manner, β1 to β4 are regression coefficients pertaining
to the number of training images (20, 30, 40, 50) with 10 training images being
the reference, and γ1 to γ5 similarly adjust for differences between surgeries. The
ei denote normally distributed random errors with mean zero. We considered p
values <0.05 of the regression coefficients to indicate statistical significance.

For n > 50, we only had data from the crowd and the mixed group. In this
case, we used an analogous model with X2 omitted.
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Fig. 3. Box plot (median, first and third quartiles, minimum and maximum) of the Dice
Similarity Coefficient (DSC) for all crowd segmentations for which reference data was
available (60 images; n = 1200) as well as for the annotations obtained with majority
voting (n = 120).

3 Results

The mean time required for obtaining one segmentation for each tool in 20
images (i.e. for one surgery) was 39 ± 11 min averaged over 10 requests (i.e.
uploads of HITs). Hence, all 2350 annotations were available in less than 24
hours. The mean DSC for the crowd was 0.89 ± 0.13 (n = 1200 1) averaged over
all instruments in all images. This could be increased to 0.93 ± 0.05 (n = 120)
using the concept of majority voting. Figure 3 shows boxplots of the DSC for
the individual KWs as well as for the majority voting.

Table 1. Selection of model coefficients from multiple linear regression models of true
positive (TP) rate, true negative (TN) rate and precision for the experiment with
n ≤ 50.

Variable TP rate TN rate Precision

(Intercept) 0.519 0.970 0.769

Experts (ref.) (ref.) (ref.)
Crowd 0.012 −0.002∗ −0.007
Mixed 0.005 −0.001 −0.004
∗p < 0.05

With respect to the type of segmentation (by crowd, experts or mixed) the
only statistically significant impact on any of the three outcomes (TP rate, TN
rate, precision) was observed for the TN rate in the case of the experiment

1 2 · 10 data sets had to be excluded due to a misplaced bounding box in two images.
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with ≤ 50 training images (p = 0.04). However, in this case, the difference
in performance was only -0.2%. According to the model applied, the surgical
data set used for testing explained by far the most variation in segmentation
performance and was highly statistically significantly associated with TP rate,
TN rate and precision (all p < 0.001). A selection of regression coefficients for
the experiment with n ≤ 50 are shown in Tab. 1.

4 Discussion

To our knowledge, we are the first to apply the concept of crowdsourcing for
training classification algorithms in the context of computer-assisted MIS. In
this study, we showed that the segmentations of medical tools generated by
anonymous untrained workers are comparable to those made by medical ex-
perts. Outliers can be removed with high reliability when using the concept of
majority voting. The number of annotations required to reliably remove outliers,
however, remains to be investigated. An important result of our study is that
the performance of an endoscopic object classifier was not statistically different
when trained with crowd data compared to expert data. Given the speed of an-
notation, scalability and low costs, this implies that the community might no
longer need to rely on experts to generate reference or training data.

A limitation of our study could be seen in the fact that the segmentation
tool only allowed for drawing a polygon, and hence, tools with holes could not
be segmented with maximal specificity. As the experts used different software
to annotate the images, a dice coefficient of 100% could thus not be achieved.
Furthermore, to distinguish multiple instruments in a single endoscopic image
from each other, we manually positioned a contour with bounding box in the
images. Future work should investigate computing automatic bounding boxes
such that manual pre-processing is not necessary at all.

It is worth mentioning that the classifier performance achieved may not appear
to be very high. One explanation is that we used endoscopic images with very
high variability (6 different surgeries) in order to capture a maximum of scene
variance. However, the focus of this study was to investigate the quality of the
crowd annotations rather than the performance of a specific algorithm.

Although crowdsourcing platforms are becoming increasingly popular, user
performance varies greatly. To improve performance, researchers have explored
developing games to motivate workers, using qualification tests to eliminate un-
qualified workers, incorporating verification tasks to confirm that workers are
paying attention, applying the concept of priming and - like us in this study
- duplicating effort across many workers. Although majority voting improved
the DSC by only 5% in this study, the minimum could be improved from 0 to
> 0.7. Based on a parallel study on correspondence establishment [11] and the
results of this study, we believe that outlier removal is critical to fully exploit
the potential of the crowd in the context of MIS.

We showed that non-experts are able to generate high quality image segmen-
tations, which implies that the physicians’ expert knowledge and experience is
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not necessary for this particular task. Future studies should explicitly aim to
identify further key applications but also limitations of crowdsourcing in the
context of medical image computing and computer-assisted interventions.
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