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Abstract. As minimally invasive surgery becomes increasingly popular,
the volume of recorded laparoscopic videos will increase rapidly. Invalu-
able information for teaching, assistance during difficult cases, and qual-
ity evaluation can be accessed from these videos through a video search
engine. Typically, video search engines give a list of the most relevant
videos pertaining to a keyword. However, instead of a whole video, one is
often only interested in a fraction of the video (e.g. intestine stitching in
bypass surgeries). In addition, video search requires semantic tags, yet
the large amount of data typically generated hinders the feasibility of
manual annotation. To tackle these problems, we propose a coarse-to-
fine video indexing approach that looks for the time boundaries of a task
in a laparoscopic video based on a video snippet query. We combine our
search approach with the Fisher kernel (FK) encoding and show that
similarity measures on this encoding are better suited for this problem
than traditional similarities, such as dynamic time warping (DTW). De-
spite visual challenges, such as the presence of smoke, motion blur, and
lens impurity, our approach performs very well in finding 3 tasks in 49
bypass videos, 1 task in 23 hernia videos, and also 1 cross-surgery task
between 49 bypass and 7 sleeve gastrectomy videos.

Keywords: surgical workflow analysis, laparoscopy, time boundaries,
video indexing, sliding window, Fisher kernel.

1 Introduction

Most knowledge, in the form of texts, images, and even videos, is just one key-
word and a click away thanks to search engines. Because images and videos have
a rich content that still cannot be fully extracted automatically by computers,
their retrieval is mostly possible because of the semantic tags provided by man-
ual annotation. However, with vast amounts of data, browsing the videos and
associating them with semantic tags manually becomes tedious. This is espe-
cially true for medical data, where the skilled annotators are moreover likely to
be clinicians with little time on their hands.

In this paper, we therefore propose a method that looks for the time bound-
aries of a task in a video based on a video query. We use a video snippet of the
task as query in order to eliminate the need for semantic tags. By providing the
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snippet, the method automatically provides the annotation of the task in rele-
vant videos in the database. We call this problem video indexing and focus in this
work on laparoscopic videos. Such videos contain invaluable information about
the execution of surgeries in various clinical configurations. By implementing this
method, fellow surgeons can observe different techniques in performing a specific
surgical task. Additionally, such a method can provide boundary candidates in
order to automate or simplify semantic tag annotation. Processing laparoscopic
videos is, however, not a trivial problem due to atypical visual challenges, such
as the presence of smoke, specular reflection, motion blur, and lens impurity.

In the domain of surgical video processing, one of the most explored topics is
surgical phase recognition [1,2,3]. For instance, Lalys et al. [1] presented a frame-
work to segment high-level surgical phases from 20 videos of cataract surgeries
based on visual features; Padoy et al. [2] proposed a method that uses the signals
from the surgical tool to model and recognize the surgical workflow of 16 chole-
cystectomies; and Blum et al. [3] combined both visual features and surgical tool
signals to train a classification model for segmenting 7 cholecystectomy videos.
However, all of these previous works depended on a model that was trained on
videos whose phases had been previously fully annotated by a human annotator.
Moreover, the model required training from complete workflows, which can be
an issue when the workflow is not sequential or when the videos are incomplete.
In contrast, our work aims to perform the video indexing in an unsupervised
manner using a single video query.

Our work is closely related to video sequence matching, which is the process
of finding similarities between two video sequences. Typically, such a method is
performed to find videos that are relevant to the query video [4], but not to find
the time boundaries of a particular task in the video. Other related methods, such
as [5], focus on action recognition and work in a supervised environment using
datasets that usually contain short actions. One of the closest works to ours is [6]
where Chu et. al proposed the temporal commonality discoveries (TCD) method.
It is an unsupervised approach to find the time boundaries of the commonalities
between two sequences using a branch and bound (B&B) optimization with
histogram encoding and l1/χ

2 bounding distance. We observed that, despite the
optimization, the B&B still carries out too many evaluations, thus taking a long
time to find the task boundaries for one video. Moreover, the global optimality
comes at the cost of a suitable similarity measure, namely TCD enforces the use
of histogram encoding. In contrast, we are particularly interested in the Fisher
kernel (FK) encoding. The FK has become popular since Perronnin et. al. [7]
showed that it can be understood as an extension of the bag-of-words (BOW)
approach (i.e. histogram encoding). It is a generic framework that combines the
benefits of generative and discriminative approaches. As presented in a recent
work [8], applying FK on frame-based features is also superior to BOW due to
its ability to model the variation in time in the videos.

In this work, we propose a novel coarse-to-fine temporal search to find the time
boundaries using FK-based similarity. The coarse-to-fine search speeds up time
boundaries discovery compared to the traditional sliding window approaches.
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While coarse-to-fine approaches are popular in image processing, they have not
been investigated as much in such time-series data because the considered tasks
are usually already short. Furthermore, unlike TCD, our method accepts any
types of feature encoding and similarity measures. We will show in particular
that FK-based similarity largely outperforms traditional similarities between
time-series, such as dynamic time warping (DTW) [9]. We will also show that the
combination of FK with coarse-to-fine temporal search gives higher performance
compared to the globally optimal TCD. We carried out extensive experiments to
retrieve the time boundaries of 3 tasks (i.e. intestine stapling, intestine stitching,
and fat stitching) from 49 bypass videos, and one task (i.e. net placing) from
23 hernia videos. We also carried out a cross-surgery retrieval of the intestine
stitching from the bypass videos to 7 sleeve gastrectomy videos.

In summary, the contributions of this paper are three-fold: (1) we tackle the
problem of automatic video indexing which, to the best of our knowledge, has
not previously been addressed in the medical community; it is also very differ-
ent from the shot detection and action recognition problem from the traditional
computer vision community; (2) we propose a coarse-to-fine temporal search
combined with Fisher-kernel based similarity and show its suitability for laparo-
scopic video data; and (3) we present an extensive retrieval comparison with
multiple techniques and similarity measures.

2 Methodology

2.1 Frame Rejection

This step is carried out to reject irrelevant frames (e.g. blank or static images,
arbitrary views outside the patient’s body) from the laparoscopic videos before
the feature extraction process. Supervised methods, such as [10], have been pre-
sented to tackle this problem. However, to keep the whole process completely
unsupervised, we propose a simple RGB histogram thresholding. Through obser-
vation, it is apparent that the red color channel is particularly more dominant
compared to the other color channels in relevant frames (i.e. views inside the
patient’s body). A scalar value is computed to represent each color channel his-
togram in such a way that if the red scalar value is in a certain range and
superior to the blue and green scalars, the frame will be accepted and then pro-
cessed. It was shown in [11] that this approach significantly reduced the number
of frames to be processed and improved the accuracy of surgery classification for
laparoscopic videos.

2.2 Feature Representation

In the field of video processing, many visual-based features have been explored,
such as color information, image gradients, optical flow and spatio-temporal
interest points (STIP) [12]. However, based on preliminary experiments, the color
histogram is not a discriminative feature since our frames look very similar to one
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another. Also, optical flow fails due to the rapid movement of the laparoscopic
camera, and the STIP was observed to be very sensitive to specular reflection.
Thus, we decided to extract histogram of gradients (HOG) [13] since it acts as
a global descriptor for the video frames.

We encode the features using two approaches: bag-of-words (BOW) and fisher
kernel (FK). We use the typical BOW approach using k-means clustering to build
the vocabulary with a hard data-to-cluster assignment. For the fisher kernel, we
represent the vocabulary as a Gaussian Mixture Model (GMM) with K Gaus-
sians. As repeatedly suggested in many works such as [8], we also tried to reduce
the dimensionality of HOG using principal component analysis (PCA) for the
FK representation. However, we found during preliminary experiments that the
dimensionality reduction did not bring any improvements to the overall precision
and recall, so we keep the original dimensions of the features.

2.3 Video Sequence Similarity

Given two video sequences A =
[
a1 . . . anA

]
and B =

[
b1 . . . bnB

]
where nA

is the number of frames in video A (respectively nB and B) and ai is the vector
representation of the i-th frame in videoA (respectively bi andB), the similarity
between the two is defined as either S (A,B) = DTW (A,B) or S (A,B) =
De

d (A,B). DTW (A,B) computes the similarity between A and B using DTW,
while De

d (A,B) computes the similarity using encoding e ∈ {BOW, FK} and
distance d. In this paper, we consider vector distances (i.e. l1 and l2), histogram
distance (i.e. χ2), and also mutual information (MI).

2.4 Boundary Search

We represent our query and target videos respectively as matrices Q =[
q1 . . . qm

]
and R =

[
r1 . . . rn

]
where m < n. The problem of video indexing

is to find the best time interval [b, e] ⊆ [1, n] in the target video, such that

(b∗, e∗) = argmin
b,e

S (Q [1,m] ,R [b, e]) , (1)

whereR [b, e] =
[
rb . . . re

]
denotes the subsequence of R that begins from frame

b and ends in frame e, hence Q [1,m] = Q.
We initialize our algorithm by temporally partitioning the target video R into

L overlapping segments with the size of m. The amount of overlapping depends
on the predefined time step s = αm, where 0 < α < 1 to ensure overlapping. For
a target video R, this partitioning then defines Ri = R[bi, ei] where i ∈ {1, L},
b1 = 1, ei = bi +m− 1, and bj = bj−1 + s, j ∈ {2, L}.

We find the most similar segment to the query by computing the similarity:

i∗ = argmin
i

S (Q,Ri) (2)

Taking Ri∗ as our initial segment, we find the time interval by refining the
boundary through boundary shrinking and expansion. This is carried out since
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the size of the queried task in video R is not necessarily equal to the query
size m. By considering a step σ, we compute the distance of Q to four possi-
ble segments:R [bi∗ + σ, ei∗ ], R [bi∗ − σ, ei∗ ], R [bi∗ , ei∗ + σ], and R [bi∗ , ei∗ − σ].
Next, we choose the best segment among the four possible ones. This process is
repeated until the similarities between the query and all four possible segments
are less than between the query and the initial segment.

2.5 Coarse-to-Fine Approach

In order to improve the computational time, we propose to use a coarse-to-fine
approach. Both query and target videos are downsampled N times by a factor of
2. The search algorithm begins at the lowest resolution. Next, we limit our search
on the higher resolutions based on the result (i.e. the time boundaries) from
the search at lower resolution. This process is repeatedly done until the highest
resolution is reached. This way, the total number of comparisons is reduced since
we get the rough estimation of the time boundaries from the lower resolutions.

3 Experimental Results

We conducted experiments to retrieve 4 tasks: intestine stitching (IStit), intestine
stapling (IStap), fat stitching (FStit) and net placing (NP). Our dataset consists
of 79 surgeries performed by 8 surgeons. The details of the tasks and surgeries are
shown in Table 1-b. There are only 45 videos of 49 videos for the task IStap due
to incomplete recordings. For quantitative analysis, we manually annotated the
time boundaries of the tasks in all videos. To evaluate the method, we performed
random testing for bypass and hernia surgeries by searching 4 random queries
within the remaining videos. We repeated this process 5 times. The underlying
assumption was that the task was present in every target video. Methods, such
as in [4], that retrieve relevant videos can be used to determine whether the task
is present in the target videos. This is however not the focus of this work.

In Table 1-c, the full experimental setup is shown and the explanation of the
naming conventions is given in Table 1-a. We trained BOW and GMM dictionar-
ies with respectively 500 and 50 words. We set α = 0.1 to get high overlapping
segments and a large refinement step σ = 5. For TCD configuration, we used the
χ2 bounding function since it was shown in [6] to provide the best result. This
was also confirmed in our preliminary experiments. We downsampled the videos
to 0.5 frame per second (fps) for the best performance-time trade-off. For our
method, we carried out extensive experiments to observe the effects of various
parameters. Due to limited space, we only show the most significant results.

For evaluation, we use the method proposed in [6]. Given the ground truth of

the time boundaries T̂ = [b̂, ê], the evaluation of the estimated time boundaries

T = [b, e] is done by computing precision φp = T∩T̂
T and recall φr = T∩T̂

T̂
. We

consider a boundary estimation to be correct in terms of precision if φp > 0.5,
meaning more than half of the frames in the estimated time boundaries is in the
ground true boundaries. We also apply the similar thresholding for recall.
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Table 1. Experimental setup: (a) the naming conventions for the experimental config-
urations; (b) the details of the tasks and surgeries, including number of surgeries and
the mean ± std of the task and surgery length; and (c) the configuration of experiments
complying to the conventions defined in (a), except for TCD.

Code Description

C Coarse-to-fine approach

B BOW representation

F FK representation

L Low resolution

H High resolution

R Refinement

(a)

Task Surgery #Surg.
Avg. Len. (min.)
Task Surg

IStit
Bypass 49 14± 5 111± 27

Sleeve Gast. 7 25± 8 109± 16

FStit Bypass 49 6± 2 111± 27

IStap Bypass 45 7± 5 114± 26

NP Hernia 23 4± 2 50± 25

(b)

ID FPS N

TCD 0.5 -

CBH-DTW 2.5 3

CBH-MI 2.5 3

CBH-χ2 2.5 3

FL-l1 0.5 1

FL-l2 0.5 1

FH-l1 2.5 1

FH-l2 2.5 1

CFH-l1 2.5 3

CFH-l2 2.5 3

CFHR-l1 2.5 3

CFHR-l2 2.5 3

(c)

Comparison with TCD. From multiple search configurations shown in
Table 1-c, we show in Table 2-a the best configurations (with the highest
F = 2 · rec·prec

rec+prec) of our video indexing method compared to TCD. Compared to
TCD, our method is significantly faster since it does less evaluations. Note that
the best results are all obtained from the coarse-to-fine configurations. Thus,
not only does the coarse-to-fine approach decrease the number of evaluations,
but it also improves the performance of the method. This is possible because
less noise is present in lower resolution, giving better initialization at the higher
resolution.

For all events, our method gives the same or higher precision compared to
TCD. The recall is only slightly decreased for IStit task and largely increased
for all the other tasks. Out of 5 task retrievals, 4 are obtained using coarse-to-fine
approaches with FK, 3 of which use the boundary refinement method.

It can be seen that the method tends to fail at retrieving IStap and NP tasks.
Compared to stitching tasks, these tasks have higher variability in terms of the
sub-task execution. However, the precision and recall are still much higher than
TCD and chance. In summary, the complete approaches that we propose, namely
CFHR-l1 and CFHR-l2, have higher average F-measure (respectively 35.29 and
35.36) over all retrievals compared to TCD (34.88).

Effect of Resolution, Feature Representation and Choice of Similar-
ity Measures. To observe the effect of various parameters, we show the com-
plete results from IStit task retrieval in Bypass videos using queries from Bypass
videos (B→B) in Table 2-b. Since our method performs really fast, we have the
possibility to increase the data resolution up to full resolution. In preliminary
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Table 2. Experimental results. (a) Comparison of precision, recall, and mean ± std of
execution time between TCD and our boundary search method. Q and T respectively
stands for query and target. We use the first letter of the surgery to ID them, thus B,
S, and H respectively represents bypass, sleeve gastrectomy, and hernia. For instance,
B→S means looking for a task based on video query from bypass surgery in sleeve
gastrectomy videos. (b) Precision and recall comparison of our method for IStit B→B.

Task Q→T
TCD Best of ours

Prec (%) Rec (%) Time (s) ID Prec (%) Rec (%) Time (s)

IStit
B→B 70.91 78.26 33± 21 CFHR-l1 78.57 77.85 4.4 ± 3.3
B→S 58.57 22.14 45± 24 CFHR-l1 59.28 19.28 1.9 ± 0.5

FStit B→B 37.44 38.19 21± 12 CBH-MI 53.51 45.61 0.3 ± 0.2

IStap B→B 10.02 12.44 26± 17 CFH-l2 23.44 26 2.4 ± 1.2

NP H→H 19.47 18.52 9± 8.2 CFHR-l2 38.04 31.95 2.2 ± 1.2

(a)

Task Eval.
CBH FL FH CFH CFHR

DTW MI χ2 l1 l2 l1 l2 l1 l2 l1 l2

IStit, B→B
Prec 40.91 70.12 56.42 77.65 58.36 76.12 58.16 77.95 58.57 78.57 58.77
Recall 41.83 71.3 55.51 78.06 57.85 77.85 58.26 78.36 57.95 77.85 56.53

(b)

results, we observed that 2.5 fps gave the best performance-cost trade-off. Having
data with higher resolution means that the we can retrieve the boundary more
precisely. However, searching directly on the high resolution may cause wrong
initialization due to the presence of noise. Thus, most of the time, the improve-
ment from using higher resolution is obtained after the coarse-to-fine approach.
This can be observed from the FL, FH and CFH configurations.

As expected, the FK representation performs better in most cases than the
BOW approach, which confirms the conclusions of previous works [14,8]. In
terms of similarity measures, our FK-based approach significantly outperforms
the usual similarity on sequence, DTW, by over 35%. However, it can be noticed
that the FK is sensitive to the distance function (i.e. l1- and l2-distance).

4 Conclusions

In this paper, we present a video indexing method for a laparoscopic video
database using Fisher kernel based similarities. This method performs signifi-
cantly better than DTW, the standard similarity measure between sequences.
In addition, our method is more flexible than TCD as it can be adapted to any
feature representation and similarity measure. We also compared our method
with the globally optimal TCD and showed large improvements in most cases by
using more suited similarities. Furthermore, we demonstrated that in addition
to decreasing the number of evaluations, the coarse-to-fine approach does not
impede the method’s performance. In future work, we plan to try our approach
on bigger datasets containing a greater number of tasks and explore more pos-
sibilities for cross-surgery retrievals. We also plan to further investigate the use
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of other distance functions for FK in order to find a function that will work
uniformly well in all cases.
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