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Abstract. We solve a standing issue of the recently published Com-
mon Implementation Framework (CIF) for Online Virtual Museums:
programmatic access to the transcoding, optimization and template ren-
dering infrastructure of the CIF. We propose a method that enables
researchers and developers to build novel systems on top of the CIF in-
frastructure beyond its current Cultural Heritage workflow. Therefore,
we introduce a way to programmatically access the powerful backend of
the CIF through a universal access layer, addressable by standards like
HTTP and the JSON Data Interchange Format. In order to demonstrate
our approach, we present two different use cases in which the CIF pipeline
is utilized as a service through the proposed resource-based access layer:
a native mobile iOS application for browsing 3D model repositories re-
alizing just-in-time optimization of large models, and a MeshLab plugin
to asynchronously convert and prepare a model for the Web.

Keywords: Web 3D, Virtual Museums, Cultural Heritage, Content Au-
thoring, Distributed Systems.

1 Introduction

Today, the majority of web applications remain predominantly 2-dimensional.
However, embedding 3D graphics is increasingly adopted by many services like
geological visualization solutions (cp. e.g. [4]) or displayal of archeological arti-
facts [3]. In the Cultural Heritage (CH) domain 3D technology has long gained
a strong foothold into the work of researchers and museums. Artifacts need to
be presented on multi-display virtual museum installations as well as on a broad
range of different devices to support researchers in this ambit in different ways
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[26]. Traditionally, these systems where developed with great expenses on spe-
cialized, often closed-source, platforms.

The introduction of WebGL [21] paved the way for real-time 3D graphics in
the common web browser. It subsequently has become a mainstream technol-
ogy deployed on a wide variety of desktop and mobile devices. However, within
the CH domain, 3D models usually stem from scanner-acquired data at very
high resolutions and need to be optimized aggressively to be useful on devices
with limited resources like mobile phones, tablets or desktops with integrated
graphic chips, esp. for connections with low bandwidth. Furthermore, to present
and interactively explore 3D models in a web browser, the optimized models
need to be embedded in a custom HTML5 application or web site, which can
not be generalized. The spectrum of the presentation format can range from a
simple website to a full virtual environment like an interactive exploration of
an archeological excavation site or the presentation of a virtual reconstruction
hypothesis.

Therefore, Wilkosinska et al. [29] recently proposed a system called the Com-
mon Implementation Framework for Online Virtual Museums (CIF), which
presents a method to convert and optimize 3D heritage models into a form
suitable to be displayed and interactively explored in a standards-based cus-
tomizable web application. While the CIF is tailored to the CH domain, its
transcoding and optimization backend can be utilized much more broadly and
without the limitations imposed by a web front-end and a process specific to the
Cultural Heritage workflow.

In this paper we outline how researchers and developers can build novel sys-
tems on top of the CIF infrastructure without being tied to a CH workflow or
the web interface provided by the original CIF. We introduce a way to program-
matically access the powerful optimization/transcoding and delivery backend of
the CIF through a universal middleware access layer addressable by standard
protocols and formats like Hypertext Transfer Protocol (HTTP) [10] and the
JSON Data Interchange Format (JSON) [9]. To display the usefulness of our
approach, we present two different cases of using the CIF pipeline as a service
through the proposed access layer.

First, we present an iOS [2] application that allows accessing a remote repos-
itory of 3D models. In order to interactively explore 3D models on the mobile
device, an optimized version of the model is generated by the CIF pipeline, and
transmitted to the mobile outlet for presentation and storage. Due to the CIF
and its API no large datasets need to be exchanged between the handheld de-
vice and the repository. Second, we extend the well-known MeshLab [7] desktop
application by a “web export” plugin. This plugin employs the CIF API to send
a 3D model to the CIF, which generates an HTML5 application presentation
package according to some pre-defined templates. As a result, the users of Mesh-
Lab can easily deploy his/her work on a web site, without knowledge of WebGL
or other web technologies.
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2 Related Work

2.1 Foundation Technologies

WebGL is a gateway technology enabling developers to deploy 3D graphics
through the use of a common web browser. Most major browser vendors adopted
the WebGL standard early on. Recently, also the last remaining major browser
without WebGL support, Microsoft Internet Explorer, gained this ability with
version 11 [22]. However, WebGL is a low-level API to the GPU and not very
approachable for typical web developers who are used to frontend technologies
like HTML, CSS and DOM-scripting. Therefore, JavaScript libraries have been
emerging, which aim to close the gap between front-end developer and computer
graphics expert. For instance, one such library is X3DOM [5], a polyfill, which
allows for declarative embedding of 3D graphics based on the open ISO standard
X3D [28] into HTML documents. Over the past year substantial performance
improvements of X3DOM enable progressive streaming of heavily optimized bi-
nary data to the client to further enhance the usability and maximize resource
usage of the library [19].

Rendering a 3D scene on a web site constitutes only one challenge in bring-
ing 3D into the browser. Within the CH domain, 3D models usually stem from
scanner acquired data at very high resolutions, consisting of an abundance of
vertices. Those large 3D models are non-trivial to manage, especially when con-
straints like memory, network bandwidth, storage capabilities and processing
power are key factors in the successful adoption of an application. Therefore the
raw models need to be optimized massively to be useful on devices with the
limited resources mobile phones, tablets or commodity desktops with integrated
graphics provide. To that end we further developed the aopt transcoder tool for
optimizing 3D models with special focus on scene-graph data [16]. We use aopt,
which is part of the InstantReality framework [14] that utilizes the X3D stan-
dard [28] as application description language, to convert the 3D scene into an
HTML5 representation suitable for the presentation in X3DOM. The tool also
allows to optimize large models for progressive loading through X3DOM (cf. [6]
and [17,19]).

To optimize a model even further, the software package MeshLab is used.
It allows for more advanced healing and filtering processes like removing faces
from non-manifolds or edge collapse mesh decimation[7]. Within the CIF pipeline
running the model through MeshLab is an optional pre-processing step. To this
end we are using a service instance of MeshLab (called MeshLabServer). For a
detailed overview on how the CIF pipline is orchestrated cp. [29].

2.2 State of the CIF

Since the introduction of the CIF prototype, further reserach has built upon
the presented framework. Especially Aderhold et al. [1] described more specifi-
cally how the transcoding and optimization backend of this system can be scaled
through the use of distributed processing. Moreover, the system has been im-
proved for robustness and has been in productive use for over a year now. The
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originally presented stack (cp. [29], Figure 2) was slightly modernized to a pro-
duction ready version. For example, the Apache/mod wsgi combination has been
replaced with an nginx [25] and Chausette [30] setup managed by the Circus [23]
socket and process manager. An output bundle for the CAD domain has been
added as well as additional template related features and complete customiz-
ability of the pipeline behavior, through the use of a template preset system, is
also work in progress. Finally, in gathering best practices for CH workflows, a
case study has been provided by Baldassari et al. [20] by example of the online
museum of “Villa Di Livia”.

3 Resource-Oriented Access

While the CIF allows for easy transcoding and optimization of 3D models for
Cultural Heritage applications, it is inherently tied to the workflow used by
that domain. With the proposed system it is not readily possible to integrate
the transcoding, optimization and templating into other applications, like batch
processing scripts, native mobile applications or even yet unknown scenarios like
for example an online furniture shop, where the user can customize a living room
suite or cupboard and interactively try out the drawers etc.

In essence, the basic steps and operations performed to transform a model
into a Web usable form are generic by design. Domain-specific behavior can be
implemented through the use of highly customized output templates. In order
to access the fundamental technologies underpinning the CIF, we propose a
generic way to access the CIF subsystems by means of a standards-based API
to facilitate the use of the CIF a service.

As more and more of the web experience moves into the browser, enabling
access to applications and data through asynchronous HTTP calls is increasingly
important. Therefore, we decided to extend the CIF with a resource-based inter-
face. By exposing a middleware layer through a network-based service, the entire
CIF pipeline, or only parts of it, can be accessed by any 3rd party application
using a fixed set of API instructions.

This service endpoint can be accessed utilizing the standardized HTTP [10]
protocol combined with the JSON [9] data exchange format. A resource-based
architecture inspired by Fielding [12] is employed to make full use of the HTTP
protocol as well as provide a sensible future aware and easy to understand im-
plementation.

Through this API complete control of the individual steps in the processing
pipeline can be offered. In contrast to other HTTP based protocols like SOAP,
using elements characteristic to REST style architectures allows us to fully ex-
ploit the potential of HTTP. In SOAP for example, mainly the HTTP POST
verb is used and return status codes are largely ignored. Additionally by im-
plementing a concise JSON-based request/response content, in contrast to the
verbose XML messages used in SOAP, we minimize the amount of data to be
transferred over the network. This part is especially important for mobile devices
which often have a limited network bandwidth capacity and/or throughput.
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3.1 Entities, Resources and Operations

To use the CIF through a generic API a new vocabulary needs to be derived to
address resources within the system. What was formerly handled by an HTML
web interface with an implicit narrative in the domain language of the CH do-
main, now needs a more generic exposition to be useful in other domains. There-
fore, the following entities in the system are defined:

Assets are files processed by the pipeline, for example model files, metadata,
templates, textures, images, etc.

Application Bundles define how the transcoded and optimized model(s) will
be delivered. A bundle consists of one or more “templates”, images,
JavaScript, etc. that form a blueprint HTML application. Additionally, a
bundle can contain specific settings, which allows for very fine grained and so-
phisticated configuration of the pipeline behavior. Those two powerful mech-
anisms allow creating highly domain specific application bundles that range
from simple catalog style applications to whole virtual environments like an
interactive virtual museum.

Buckets represent a container for a single asset or a collection of assets. In the
simplest form this container represents a directory on a disk containing a set
of files. However, there are no conceptual limitations of where and how the
contents of a bucket are stored. For example it could also be a database or
bigdata file system.

Jobs are asynchronously executing sets of operations triggered with a specific
payload and input/output options. Usually the input of a job consists of a
URI pointing to a bucket or a single web resource. The output of job can be
a URI to a bucket or other web resource.

Tasks are small, side-effect free, independent computing units which perform a
single specific function, for example transcode a model or unzip compressed
assets. Tasks are triggered during the lifecycle of a job. Tasks can also start
subtasks which can run in parallel or block the parent task until completed.
Tasks run distributed and can be spread over multiple machines to expedite
processing (cp. [1]).

Payloads represent sets of assets to be processed by the pipeline. Usually this is
the content of a bucket, identified by a URI pointing to the bucket container.
It could also be a URL pointing to a single resource on the Web, for example.

Furthermore we distinguish between collections and items – both of which
can represent a resource. A single item is usually part of a collection. However,
there is no artificial limit on how nesting can occur. A specific task item for
instance can be part of a tasks collection. Or a single model file (item) is part
of a bucket (collection). On each resource different operations can be performed
like retrieve, create, delete, update, status etc.
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3.2 HTTP and JSON

For the CIF, we decided to address resources through the well understood HTTP
protocol. Each resource is addressed by a unique URI (Uniform Resource Iden-
tifier) combined with an HTTP verb detailing the required operation to be per-
formed on the resource. Optionally an HTTP body containing JSON data is
provided with requests that need to modify a resource. Using HTTP verbs, the
following CRUD operations can be performed:

GET Retrieve a resource (e.g., GET /tasks or GET /tasks/4711)

POST Create a new resource within a collection (POST /buckets)

PUT Update an existing resource (PUT /buckets/123/herkules.ply)

DELETE Remove a resource (DELETE /buckets/123/herkules.ply)

The next example illustrates the use of our proposed API through HTTP
requests. We demonstrate a typical workflow to obtain a fully optimized model,
embedded in an HTML application, by providing a locally stored large model.
To illustrate the working of the API on the lowest level, we make use of the cURL
[27] utility, a command-line HTTP client, which can be also be used in batch
processing scripts. Additionally, Figure 1 outlines the entire API session.

Fig. 1. Sequence of a typical API session to convert a 3D model to a representation
suitable for web display

First a large model stored locally needs to be uploaded to a bucket:

$ curl -X POST
-H "X-Filename:herkules.ply"
-H "Content-Type: application/octet-stream"
--data-binary @fixtures/herkules.ply
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http://pipeline.v-must.net/api/v1/buckets

# Response:
HTTP/1.0 201 CREATED
Content-Type: application/json
{

"bucket_id": "4711",
"filename": "herkules.ply",
"message": "Bucket and file created."

}

The response contains a bucket ID, 4711 for sake of this example, as well as
a file name. We retain this information and use it to start processing of the file
just uploaded:

$ curl -X POST
-H "Content-Type: application/json"
-d ’{"payload":"bucket://4711","payload_filename":"herkules.ply"}’
http://pipeline.v-must.net/api/v1/jobs

# Response:
HTTP/1.0 201 CREATED
Content-Type: application/json
{

"message": "Task added and started",
"task_id": "abc123"
"job_url": "http://pipeline.v-must.net/api/v1/jobs/abc123",
"progress_url": "http://pipeline.v-must.net/api/v1/stream/abc123/"

}

The response contains, amongst other data, a job url field. This URL can
subsequently be used to poll the server for status information about the conver-
sion process.

$ curl -X GET http://pipeline.v-must.net/api/v1/jobs/abc123
HTTP/1.1 102 PROCESSING

# in case of success:
HTTP/1.0 200 OK
Content-Type: application/json
{

"state": "SUCCESS"
"message": "Conversion Ready.",
"download_url": "http://pipeline.v-must.net/download/abc123/abc123.zip",
"preview_url": "http://pipeline.v-must.net/preview/abc123/index.html"

}

As soon as the conversion finished, the response contains JSON data with
download and preview links, which can be used to display the web page in a
browser or download the whole HTML application in a single archive.

For an exploded technical overview of the HTTP calls involved in this work-
flow, please refer to [15].

4 Use Cases

4.1 Mobile 3D Repository Browser

Cultural Heritage repositories are an important tool to help historians and re-
searchers in their work. For example Doerr et al. [8] describes the design and
implementation of such a repository for large CH models, and Koller at al. [18]
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recognizes the need for interoperability of large CH archives, however does not
specify details on how this challenge could be met. Using mobile devices that
connect to CH repositories provide great potential for researchers and historians.
A device like a tablet computer could be used for efficient communication, on-site
exploration, augmented reality applications, and much more. Commonly, within
a 3D model archive a large number of big models are stored for preservation.
Exploring or even annotating, modifying or storing these models on a mobile
device over the internet is currently not feasible. Large models take a long time
to download and potentially require a massive amount of storage space a mobile
device can not provide.

Fig. 2. Basic operation of the repository browser application. A a list of models and
metadata is retrieved from a 3D repository (1). Details are shown in a separate view
and a device optimized version can be requested through the CIF API (2). The CIF
servers retrieve the requested model from the remote location and start to create an
optimized version (3). The mobile device is polling the CIF servers to determine if the
conversion process has finished (4). Once the model is ready, it is retrieved (5) and
displayed to be explored on the mobile device.

To help overcoming those limitations, we also created a prototypical mobile
repository browser application, which utilizes the pipeline API for just-in-time
transcoding and optimization of remotely stored models. For optimal perfor-
mance, our iOS application makes use of a pipeline API feature which allows to
convert a model stored on another server accessible by the pipeline cluster (i.e.,
the 3D model archive). In order to trigger the conversion of a remotely stored
model, the iOS application sends the location of the large model to the pipeline
servers. The pipeline servers subsequently download the remote model, optimize
it for the mobile device and provide a preview as well as a downloadable bundle
for the device to further process as needed (cp. Figure 2).
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4.2 MeshLab Web Export Filter

Another interesting example of use of the CIF API regards the extension of the
well-known geometry processing software MeshLab for exporting 3D models for
the Web. This permits any user to deploy his/her content on a web site, even if
the user has no knowledge of 3D graphics or web programming.

Fig. 3. The MeshLab plugin allows the user to send models stored in different MeshLab
layers to the pipeline. Furthermore, she can select a target template and leave an email
address to which the pipeline sends a notification email with download and preview
links upon completion of the transcoding process.

A specific plugin has been designed for this purpose. The MeshLab user,
after doing the desired processing on the 3D content, can use this Web Export
plugin to prepare its content for the Web. The plugin requires to select the 3D
model to convert (since multiple 3D models can be loaded in different layers in
MeshLab), to select the application template according to which the 3D content
will be prepared for the Web, and to enter a notification email to get the results,
i.e. the converted model. The notification email contains also the link where to
download the web package prepared by the CIF. Obviously, the selection of a
different application template causes that a different web package is generated.
Figure 3 shows this plugin in action. As can be also seen, the converted output
does not necessarily to be in X3D/X3DOM format, but can be also any other
3D format convenient for the web, like the Nexus format for multi-resolution
meshes [24], which now is also available as a WebGL/SpiderGL implementation
on the client side.
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From an implementation point of view, since MeshLab uses extensively the
Qt framework, the Web Export plugin simply performs the necessary HTTP
requests using the Qt Network module that comes along with Qt.

5 Conclusion and Future Work

With this publication we solved a standing issue of the Common Implementa-
tion Framework for Online Virtual Museums. We have shown how the CIF can
be utilized as a backend service for a wider audience than just the CH domain
through the introduction of a unified middleware access layer based on top of
the HTTP and JSON standards. We applied a REST [12] inspired architectural
style to access entities within the system as resources. During this process we
established a vocabulary generic enough to be applicable to various domains
that use 3D models as well as narrow enough to be useful in practice. Applying
well understood standards like HTTP as a transfer channel and the light-weight
JSON as data exchange format, on top of this vocabulary, we achieved a sys-
tem which can be wielded by 3rd party workflows, applications, programming
languages, or even shell scripts.

To demonstrate the usefulness as well as the technical possibility, we have
shown two use cases where the pipeline API can be utilized to improve usability
and optimize workflow for end-users. First, a novel mobile application has been
created that allows to browse an archive of possibly large 3D models and convert
a model, just-in-time, to a device optimized form for immediate display and/or
storage on the device. Second, the well-known MeshLab application has been
extended by a plugin, which allows the user to export 3D models to a Web site
using the CIF as a backend service.

While the CIF matured considerably the past year, there are many areas
which remain unexplored. First and foremost, the powerful Application Bundle
and Template mechanism, as well as more specific details of the application
generation layer, still need to be considered in more detail. Another standing
issue is how and where the input and output is stored and organized. Even though
we introduced the bucket as a storage container and organization concept in this
paper, the advance of cloud-based storage offerings provides a good opportunity
for further research.

The entire topic of scalability, which has been touched upon in [1], is another
work in progress. For example, the automation of a process to dynamically al-
locate cloud resources and startup/shutdown machines on-demand for a given
set of model conversions and/or based on pre- or auto-determined criterias like
time, budget, and model complexity has not yet been thoroughly explored.

While the API presented here is heavily influenced by Fielding’s REST ar-
chitectural patterns, it is not truly RESTful in the original sense (see also [11]).
The approach we used is coherent, pragmatic and used by many web services
today and achieves a Level 2 rating in the Richardson Maturity Model (cp. [13]).
A future interesting area of research might be to modify the CIF API to adhere
strictly to REST principles.
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Finally, the presented iOS application is in its early stages and leaves many
areas of improvement. For example, caching of optimized models and metadata
has not yet been realized (which is a requirement for offline usage). Furthermore,
additional features like the annotation of models, sharing and social media in-
tegration, geo-location related features may present further interesting areas of
research.

Free Software. The results of this research as well as prior efforts are all
available in form of free and open source software projects.

– MeshLab: http://meshlab.sourceforge.net

– CIF Pipeline: http://github.com/aha/pipeline

– iOS App: http://github.com/annakasia79/modelviewer
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