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Abstract. Pervasive applications present stringent requirements that
make their deployment especially challenging. The unknown and fluctu-
ating environment in which pervasive applications are executed makes
traditional approaches not suitable. In addition, the current trend to
build applications out of separated components and services makes the
deployment process inherently continuous and dynamic. In the last years,
we developed several industrial pervasive platforms and applications.
From these experiences, we identified ten requirements vital to support
the continuous deployment of pervasive systems. In this paper we present
these requirements and the associated challenges.

Keywords: Pervasive Computing, Continuous Deployment, Dynamism,
Requirements.

1 Introduction

Pervasive computing aims to remove the barrier between users and computing
systems by blending the computers into the users’ environment [1]. This vision
is becoming possible in the near future thanks to the recent evolutions in mo-
bile, wireless and sensor technologies. However, the development, deployment
and evolution of pervasive applications are difficult challenges [2,3,4]. Building
a robust pervasive application does not only require the business logic but a
large amount of code to deal with device heterogeneity and volatility, security
enforcement and adaptability.

A multitude of works are providing smart execution environments dealing with
the pervasive constraints at runtime on behalf of the application [5,6,7,8]. These
approaches distinguish the execution environment from the applications. The
platform deals with the device communication, manages the application schedul-
ing, and provides different technical services, simplifying the application code.
These approaches have proved their maturity reaching operational states [9]. A
large part of these works are built upon the service-oriented computing paradigm.
Indeed, pervasive applications are often subject to architectural reconfigurations
at runtime to cope with the changeability of the surrounding environment. The
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loose-coupling and dynamic management of the service-orientation [10] allows
such reconfiguration, avoiding service disruptions [11].

Fewer works have been done on the deployment of such applications and
platforms. Unfortunately, the pervasive environment characteristics lead to nu-
merous challenges impacting the deployment process. The unknown nature and
variability of the environment, in which pervasive applications are executed, dis-
card traditional deployment approaches. The deployment process must not only
install the application’s components but also adapt them to the current and fu-
ture context situations (i.e. available devices, users, computation resources. . . ).
In addition, continuous evolution of pervasive applications and platforms makes
the deployment process even more complex. As a consequence, specific tools
must be provided to manage the deployment of such systems in a robust and
industrial way.

In the last years, we implemented pervasive platforms and applications in
several industrial projects. Throughout these developments, we identified strin-
gent requirements that must be fulfilled to successfully support the continuous
deployment of pervasive systems. This paper presents the different requirements
for pervasive system deployment and confronts existing tools with these require-
ments.

This paper is organized as follows. After having briefly remembered the per-
vasive environment characteristics and the pervasive system deployment scope,
the different requirements are described. These requirements are organized in
two categories: the deployment platform and the deployment process. These
sections are followed by a comparison of industrial and academic works with
these requirements. This paper concludes by giving perspectives to successfully
implement a deployment support for pervasive systems.

2 The Pervasive Environment

Before presenting the key features of pervasive system deployment, let’s first
remind the characteristics of pervasive environment. The term ‘Pervasive‘ is
used as a synonym for ubiquitous, ambient, seamless and transparent: it is the
extension of software systems in the physical world. Pervasive systems offer so-
phisticated services to users by relying on smart, communicative, autonomous
and diffused objects. The ‘how‘ such features are provided is remarkable. Per-
vasive systems are so melted with the environment that features are accessible
seamlessly naturally and unobtrusively. This invisibility makes usages so easy
that users are consuming them even without noticing the system. However, this
invisibility makes the development of pervasive systems very strenuous.

Developing pervasive systems is not only a software development challenge. It
is an integration problem between devices, software applications and platforms.
This triptych is fundamental, but extremely delicate to achieve correctly. Indeed,
it involves tough aspects as the device volatility, continuous context evolution, se-
curity enforcement, privacy protection, and the so difficult but essential melting
of the user interactions with his/her environment. Supporting all these charac-
teristics have an obvious consequence on the application complexity. Software
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engineering principles, methodologies, techniques and specific tools are required
to support pervasive application development.

A common approach to deal with the inherent complexity of pervasive appli-
cations is the distinction between the execution framework and the applications
(Figure 1). The execution framework is responsible for dealing with all non-
functional properties, such as persistence, security and remote management, on
behalf of the application. These applications running on such a platform are
much easier to develop, manage, and maintain because they rely on the features
provided by the specialized domain-centric platform. This architecture is not
new, and widely used in other domains such as enterprise applications [12,13]
and mediation platforms [14].

Fig. 1. Pervasive application server in its environment

In this paper, we define the pervasive system as the execution platform and
the set of applications running on it. The surrounding environment is composed
by the devices and users. Finally, the context is a set of data collected from
the environment and the platform, containing all the required information to
implement context-aware behavior [15].

3 Continuous Deployment of Pervasive Systems

Informally, the term software deployment refers to all the activities that make
a software system available for use [16]. It’s a post-production activity [17].
Generally, it is at this point in time that all user centric customization and
configuration takes place. Traditional deployment facilities are able to install
and activate resources (code, binaries, files, configurations. . . ) on pre-defined
sites. Different works use different terms for defining manipulated resources such
as component, artifact and yet product. The deployment descriptor defines how
the deployment process will proceed.
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The deployment process also includes the update and uninstallation of the de-
ployed artifacts [18]. The process can be triggered from the platform or remotely,
but an agent, present on the platform, deals with all the on-site activities [19].

Recently, continuous deployment approaches are becoming very popular [20].
Software systems are continuously updated with new versions continuously im-
proving the services provided to the users [21]. Continuous deployment opens
several possibilities such as the reduction of service disruptions and migration
between versions [22]. Although, providing these capabilities is intricate, contin-
uous deployment is particularly interesting for pervasive systems. The character-
istics of the pervasive environment induce unceasing installations, updates and
removals of software components. First, the platform itself is remotely operated,
and subject to regular updates. Second, applications are deployed on-demand,
and are updated regularly. Finally, whenever a new device type is discovered, a
software driver must be installed to correctly interact with the device. Unfor-
tunately, despite the ability of most of the deployment technologies to manage
some pre-defined variability, and drive adaptations [19,18], they are insufficient
for pervasive systems. The pervasive environment and system exhibit a large
degree of dynamism. Devices appear and disappear dynamically; users also ar-
rive, leave, or modify their intents. This dynamism does not only require actions
at installation time, but must keep these components continuously in-sync with
the changing environment. This characteristic extends the deployment process
with a continuously executed adaptation loop such as in [23]. The deployment
agent has to monitor and adapt the deployed system to environment changes.
Obviously these reconfigurations are only possible if the deployment descriptor
enables enough flexibility.

Fig. 2. Deployment agent on pervasive execution platform
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Consequently, new deployment facilities must be provided to face the pervasive
environment characteristics. The requirements described in this paper must be
satisfied to successfully support pervasive application deployment (Figure 2).

4 Platform Requirements

The first category of requirement focuses on the deployment platform, i.e. the
facilities that must be provided by the execution environment to support the
continuous deployment of pervasive applications. The platform must provide
the ability to deploy components separately at runtime in a continuous way.
Because of the dynamism exhibited by the pervasive environment, the platform
must also provide configuration, introspection, architectural reconfiguration and
context mining capabilities.

4.1 Requirement PF.1 – Modular Dynamic Deployment Platform

Obviously, pervasive systems cannot be monolithic, the underlying execution
platform must provide modularity support. Monolithic approaches would not be
able to dynamically adapt themselves to unanticipated situations. The platforms
and applications must be composed by distinct modules that can be deployed
and updated individually. Modularity also requires dependency management.
Modules declares dependencies that must be handled by the deployment process.
The targeted entities can be a module, or be more abstract in order to introduce
variability and constraints.

As the deployment of a module must not disrupt the services offered by other
already deployed modules, the platform must offer dynamic deployment facilities.
Modules can be installed, uninstalled or updated dynamically without requiring
a restart of the platform and impacting the execution of unrelated components.

4.2 Requirement PF.2 – Configurability

The deployment process is not limited to transfer software components to the
execution environment; it also includes configurations. This requirement is par-
ticularly important in pervasive environment, as the configuration is one of the
most used levers to handle adaptations.

Because of the dynamic adaptations required by pervasive systems, the config-
urations must be updatable at runtime. The platform must provide mechanisms
to store configurations, update and apply them dynamically.

4.3 Requirement PF.3 – Introspection

Managing modules and configurations is not enough. The platform must also
provide information about the current modules and their states, and configura-
tions. Having such introspection facilities is an absolute requirement to let the
deployment process determines the changes to apply on the system.
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The introspection layer must not be limited to the installed modules, but also
represent system specificities, available services, computational resources and
any data required by the deployment agent to drive the deployment process.

4.4 Requirement PF.4 – Architectural Reconfiguration Support

As stated above, pervasive applications often require architectural reconfigura-
tions [24] to meet the changing environment constraints. The platform must
provide all the required mechanisms to support such reconfigurations [25]. This
includes the management of state integrity of modules [26] and the reduction of
the service disruption [27]. Service-orientation is today widely used to support
dynamic reconfiguration support as in [11].

4.5 Requirement PF.5 – Context access

Finally, the last requirement for the platform is the context representation. Per-
vasive applications are context-aware, but the deployment process also depends
on the context. The continuous deployment process needs to consume contextual
data and performs deployment tasks in respond to the changes. Therefore, the
platform must provide means to retrieve and observe contextual information.

4.6 Related Work on Deployment Platforms

In this section we position well-known platforms and academic works against
presented platform requirements and compare them (Table 1). Nearly all de-
ployment solutions are built on existing platforms. They enhance standard func-
tionalities on these platforms for providing deployment operations.

Package managers, such as RPM [28] built on Linux systems, are heavily used
in the provisioning of industrial applications. The combination of the underly-
ing operating system and the package manager allow the installation, updates
and removal of packages dynamically. The package structure, their customiza-
tion and how dependencies are expressed make them an interesting approach to
build Linux-based pervasive systems. With the rise of Cloud Computing, new
tools have emerged to ease deployment in large-scale [29,30]. Infrastructure as
code [31] facilitates creating deployment descriptions. These systems support
configuration and reconfiguration of different types of systems. However, they
don not support architectural reconfiguration. Their context management is also
limited to predefined data.

The OSGi service platform has become the de-facto modular layer for the Java
Virtual Machine. OSGi defines a dynamic deployment platform fulfilling most of
the platform criteria. With modular deployment capabilities, OSGi constitutes
an important foundation for building Java-based deployment platforms. OSGi
supports way to support architectural reconfiguration by promoting service-
orientation. However it requires very complex code to manage it correctly. In
addition it does not provide any context support.
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In academia, early works such as [32] concentrated on defining bases of de-
ployment platforms and stressed importance of modularity and the dynamic
update of modules. Later, platforms that provide dynamic reconfigurability fea-
ture [33,34] gained focus as foundations for deployment in pervasive environ-
ments.

By default, all of these systems satisfy introspection requirement, which is
absolutely necessary for any kind of deployment. However, they lack the context
mining ability. Without a proper access to contextual information, they cannot
be used for deploying pervasive systems.

Table 1. Positioning of deployment approaches against the platform requirements

Tools
Dynamic and

Modular
Deployment

Configurability Introspection
Architectural
Reconfigura-

tion

Context
representation

RPM w/
Linux � � � � �

Puppet w/
Linux � � � � ��

Chef w/ Linux � � � � ��
OSGi � � � �� �

JDrums[32] � � � � �
Sofa 2.0[33] � � � � �

5 Deployment Process Requirements

The previous section has constrained the execution platform. This section focuses
on the deployment process itself. The pervasive environment imposes several
characteristics to the deployment process.

Whether it is for an installation, update or uninstallation, the deployment
process is initiated either from the system or externally. Then, it analyzes the
deployment request and defines a deployment plan listing all the actions. This
process includes the selection and/or refinement of the components to deploy.
Because of the pervasive environment characteristics, the decisions taken during
the deployment process may become invalid, and adaptations must be applied
to keep the applications in an operational state.

5.1 Requirement P.1 – Pull and Push

The deployment process may be triggered either by system itself or push from
externally. In the first case, the system discovers a new required resource, such as
a device driver and asks the deployment agent to install the required artifacts. In
the second case, the deployment process is triggered by an external entity. It can
be the user having purchased a new application on a store, an application update
pushed by the application vendor or the platform operator updating technical
services.
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The openness and uncertainty of the pervasive environment requires that the
pull and push are supported. More interestingly, the source of the push is not
unique. Multiple sources complexify the scheduling and prioritization of deploy-
ment requests.

5.2 Requirement P.2 – Determinism and Idempotence

Determinism is an essential property to make pervasive system deployment re-
producible. For a particular environment, on a specific platform, a singular de-
ployment process must always result to the same system. Such a capability is
critical for making the deployment process testable, and improve the reliability
of the deployment infrastructure.

In addition, the idempotence is also important. It implies that deployment of
already deployed artifacts would not change the system. This property is rarely
supported in traditional deployment platforms. Unfortunately, the multiplicity of
deployment sources makes the idempotence a requirement necessary but difficult
to satisfy.

5.3 Requirement P.3 – Transactional

The deployment process is constituted from a set of actions that change the
pervasive system. However, one ore more of these deployment actions can fail.
In this case, it is essential to rollback to an operational state, avoiding stale
situations. As a consequence, all the deployment activities must be executed
inside a transaction [35].

Many deployment technologies are supporting transactions, however in case
of the pervasive environment and its surrounding dynamism, transactions are
not only impacted by the deployment process but also by external events. This
aspect makes the transaction support very complex to implement.

5.4 Requirement P.4 – Adaptability and Customizability

One of the main differences between traditional deployment and pervasive system
deployment is unknown environment in which the applications are deployed. The
constantly changing target site entails the process to adapt itself. These adap-
tations include variability in the resource selection, resolution and activation.
This variability often relies on the dependencies and constraints expressed by
modules or in the deployment descriptor.

In addition, the platform is an active actor in the deployment process. It often
needs to participate to the resolution and decision making process to adapt the
deployed resources and their configurations. The deployment process should be
customizable according to platforms changing requirements and constraints. For
instance, the platform may provide the process with configuration data and
influence dependency resolution to fit the underlying system constraints.
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5.5 Requirement P.5 – Continuous Adaptation

Deployment process adaptation does not only happen during the initial deploy-
ment. Throughout the lifetime of the system, adaptations are required such as
in [36]. Environmental changes may require to adapt already installed resources.
Newly installed applications may also ask for optimizations or reconfigurations
on technical services provided by the platform.

This continuous adaptation process is similar to the autonomic computing
loop proposed by [37]. In such paradigm, the deployment agent would be an
autonomic manager handling deployment requests, and adapting applications
when changes influence the component selection and/or configuration. Notice
that pervasive applications are often autonomic [38,39] and application’s auto-
nomic manager collaborate with the deployment agent as proposed in [40].

5.6 Related Work on Deployment Process

In this section, we position well-known platforms and academic works against
the presented process requirements. Table 2 summarizes this study.

Table 2. Positioning of deployment approaches against the process requirements

Tools Pull & Push
Determinism
&
Idempotence

Transactional
Process

Adaptable &
Customizable

Continuous
Adaptation

RPM w/
Linux Pull only � � � �

Puppet w/
Linux � � � � �

Chef w/ Linux � �� � � �
OSGi Pull only �� � � �

OSGi w/
Deployment

Admin
Pull Only � � � �

OSGi w/
Apache Ace Push Only � � � �
Software
Dock [19] Pull Only

Constraint-
based
Ap-

proaches [41,34]

Pull Only � � � ��

Package managers enhancing the operating system are providing very cus-
tomizable transactional deployment processes. Every module can extend the
process with pre- and post- actions. Unfortunately, they do not support external
push. In addition, they do not drive any continuous adaptation.

Tools like Puppet or Chef rely on package managers to support large-scale
deployment. Using a centralized master server, they can trigger deployment re-
motely. Thanks to the resource-based model promoted by Puppet, it supports
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idempotence. However this feature makes the usage of Puppet much more com-
plex for administrators, requiring to shift their mind to this new model.

Software Docks [19] proposes a deployment agent supporting a very customiz-
able process. It can adapt deployed components to the current environment,
and install additional components according to the current constraints. Unfor-
tunately, they do not support continuous adaptation, and do not natively provide
a dynamic deployment platform.

Many tools rely on OSGi to enhance its deployment capabilities. The deploy-
ment admin provide a transaction model. Apache Ace is based on the deployment
admin and allow controlling deployments from a remote server. However both
do not provide enough flexibility to support pervasive deployment.

Several projects have proposed autonomic deployment process such as [41]
and [34]. The proposed approaches are based on constraint-solving to select the
components to install. However, none of them is supporting transactions, and
their support of the continuous adaptation is not deterministic.

6 Conclusion

The heterogeneity, uncertainty and dynamics of the pervasive environment are
not only making developing applications harder but also the deployment. In
addition, pervasive systems require advanced deployment scenarios, including
continuous deployment initiated from different sources. Because of the pervasive
environment characteristics, traditional deployment tools are not suitable.

This paper has presented ten requirements impacting the deployment platform
and process for supporting the continuous deployment of pervasive systems.
Unfortunately, existing tools do not fully match with these requirements. In
the near future, we aim to provide a tool suite to fully support the continuous
deployment of pervasive applications.

Trends such as infrastructure as code and resource-orientation are providing
very interesting features that may be used to implement pervasive deployment
facilities. However, variability must be infused within the language.

The context-awareness of the deployment platform is a very hard require-
ments. We believe that pervasive deployment must rely on a context engine
supporting advanced context mining capabilities and runtime extensibility.

Finally, applying the autonomic computing principles to support the contin-
uous adaptation is a very promising trend. It must go along with a platform
supporting architectural reconfiguration. It looks clear that the service-oriented
computing will play a central role in such platform.
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