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Abstract. Conducting scientific experiments modeled as workflows is a 
challenging task due to the complex management of several (often inter-related) 
computer-based simulations. Many of these scientific workflows are compute 
intensive and demand High Performance Computing environments to run, such 
as virtual parallel machines in a cloud computing environment. These 
workflows commonly present long-term "black-box" executions (i.e. several 
days or weeks), thus making it very difficult for scientists to monitor its 
execution course. We present a workflow event notification mechanism based 
on runtime monitoring of provenance data produced by parallel scientific 
workflow systems in clouds. This mechanism queries provenance data 
generated at runtime for identifying preconfigured events and notifying 
scientists using technologies such as Android devices and message services in 
social networks such as Twitter. The proposed mechanism, named 
SciLightning, was evaluated by monitoring SciPhy, a large-scale parallel 
execution of a bioinformatics phylogenetic analysis workflow. SciPhy took six 
days to complete its execution in Amazon AWS cloud environment using a 
cloud parallel workflow engine called SciCumulus. The evaluation showed that 
the proposed approach is effective with respect to monitoring and notifying 
preconfigured events. 

1 Introduction 

Notification can be defined as the ability to perceive and to be conscious of events 
that have happened in a specific context [1]. Depending on the scenario, the lack of 
event notification can result in several different problems such as conflicts, duplicated 
results or unnecessary computations that may lead to unnecessary financial cost and 
time spent. In the context of large-scale scientific experiments, modeled as scientific 
workflows [2], notification mechanisms are in fact essential [1,3]. Many scientific 
workflows are executed 100,000 times or more using parallel Scientific Workflow 
Management Systems (SWfMS) such as Turbine [4] , Pegasus [5], Tavaxy [6], 
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Askalon [7], Chiron [8] and SciCumulus [9] and varying its input parameter values, 
thus consuming and producing a large volume of data. Although these workflow 
systems execute on large amounts of High Performance Computing (HPC) resources, 
as the workflow becomes increasingly complex (in terms of the number of times that 
their activities are executed or as the volume of processed data increases), they tend to 
execute for weeks or even months. This way, it is critical for scientists to be aware of 
the execution status in order to analyze if the current execution complies with 
scientists’ quality and performance criteria (e.g. total execution time, maximum 
financial cost, reliability) or if scientists have to interfere in the execution (also known 
as steering [10]). SWfMS have to monitor the workflow execution to provide the 
necessary level of notification for scientists. Monitoring allows for performing 
debugging, partial results analysis or failures at predetermined points in the workflow 
structure. We have experienced the lack of monitoring while supporting workflow 
execution in different domains from engineering [11,12] to biology [13–16]. 

However, it is not trivial to monitor the parallel execution of scientific workflows 
in distributed environments [10]. For example, in the cloud, the same workflow can 
be executed in several different HPC virtual machines, each one storing different 
portions of data or executing different applications that are part of the workflow. 
Many SWfMS already implement monitoring mechanisms for providing some kind of 
notification features [17–19]. Each SWfMS usually designs and implements its 
specific monitoring component [20], or provides log messages after the completion of 
the workflow (i.e. post mortem analysis [21]). For workflows that are executed in the 
cloud, the cloud environment providers also dispose tools that monitor the 
performance of your hosted applications at runtime. There are also approaches that 
are SWfMS-independent [20,22] that monitor workflow execution decoupled from 
SWfMS. All of these approaches only consider performance analysis of the 
environment (i.e. cloud monitors) or the workflow execution using traditional 
monitoring packages such as NetLogger [23]. However, scientists need more than 
cloud and workflow performance metrics to analyze or to interfere in a workflow 
execution. In several cases, they need to access and analyze the contents of specific 
resultant files (such as DNA sequences or a finite element mesh [24–26]) produced by 
specific workflow executions. This way, the monitoring has to associate performance 
metrics with produced domain-specific results to improve steering for scientists.  

This type of analysis, that associates performance metrics and domain-specific 
results, can be conducted by scientists using enriched workflow provenance data [27]. 
In provenance repositories scientists can find execution times, performance 
information and domain-specific information to support their steering decisions. This 
way, the monitoring mechanism could use the provenance data to identify important 
events for the scientists and notify them, thus providing subsidies to take important 
actions. However, this type of monitoring is not yet a reality in existing SWfMS. In 
SWfMS such as Swift, Tavaxy or Pegasus, runtime workflow data is only available 
after the execution finishes. It is not possible to query data provenance at runtime 
making it difficult to implement workflow monitoring mechanisms that consider not 
only performance but also domain-specific content. Other approaches such as 
SciCumulus and Chiron already provide provenance data to be queried at runtime; 
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however, they do not present monitoring mechanisms. Currently, in these systems, the 
scientist needs to perform periodic SQL queries to the provenance repository through 
Database Management Systems (DBMS) or using log messages to be aware of the 
scientific workflow executions steps, which is not desirable since this manual process 
does not scale, it is tedious and error-prone. 

This paper proposes SciLightning, an event notification mechanism based on the 
monitoring of scientific workflows runtime provenance data. SciLightning is designed 
to be coupled to different existing SWfMS with low effort. SciLightning queries 
provenance data generated at runtime and notifies scientists about specific events that 
are important (i.e. preconfigured events) using Android devices and message 
mechanisms in social networks such as Twitter. This way, scientists can be aware of 
the execution status of their workflows, since they are able to perform partial results 
analysis or perform workflow steering actions. To evaluate SciLightning, we 
monitored the parallel execution of SciPhy workflow [14] for phylogenetic analysis in 
Amazon AWS cloud environment using SciCumulus workflow engine. The 
evaluation showed that SciLightning is effective with respect to monitoring and 
notifying preconfigured events thus improving scientists’ awareness. 

Besides this introduction, this paper is organized as follows. Section 2 discusses 
important issues of notification in scientific workflows. Section 3 describes 
SciLightning with its conceptual architecture and the provenance model used. Section 
4 presents the experimental results while Section 5 discusses related work. Finally 
Section 6 concludes this paper and points to future work. 

2 Monitoring in Scientific Workflows 

A monitoring component for scientific workflows has to produce awareness 
information about events that happen or have happened, in a one or a set, of scientific 
workflow executions, reporting this information to scientists in a research group, in 
order to improve the interaction between the research group members and allowing 
them to interfere in the workflow execution to perform a fine-tuning in parameters or 
explore different input data, i.e. steering.  

In general, the awareness information (i.e. notification) is associated with the 
research group (Who are the research group participants?), the group objectives 
(What are the activities that should be executed within a scientific experiment? What 
are the expected outcomes? Are the outcomes complying with quality and 
performance criteria?), and the workflow activities execution and coordination (What 
activities have finished? Is there any execution errors?). Workflow event notification 
mechanisms have to be implemented within a SWfMS or coupled to a SWfMS to 
support the generation of awareness information by monitoring parallel executions of 
the workflow and the distribution of that information to research group members. 
Using event information, participants of a research group can interfere in their own 
workflows and can also coordinate interferences in workflow executions of other 
participants, discovering and solving problems such as active failures and low quality 
data produced. The participant role in a research group is important to determine the 
kind of notification information he/she is interested in.  
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SciLightning considers three main roles: Executors, Coordinators and Analysts. 
Executors are those computer science specialists who specify, model and execute the 
workflow in the cloud using a shared workspace, typically distributed storages such as 
Amazon S3. They are interested in performance information about the workflow 
execution, and activity failures, i.e. computer scientists or technical support team. 
Most existing monitoring mechanisms proposed in the technical literature are 
designed to help this kind of user (e.g. Stampede [20,22]). Coordinators are users 
who are responsible for the research group and can grant access to other scientists. 
They usually need summarized and aggregated information about planned and 
executed activities to identify situations where their interference is necessary. 
Analysts are researchers who are responsible for analyzing the overall provenance 
data (including file content) to discover if the scientific hypothesis was confirmed or 
refuted. High level analysis queries might be “What are the produced phylogenetic 
trees in the workflow execution ID number 451?” or “Is the DNA sequence 
‘CCCATTGTTCTC’ part of any phylogenetic tree?” It is not simple to answer these 
types of queries using existing monitoring mechanisms. The specific objective of 
SciLightning is to support the gathering and distribution of awareness information 
(i.e. notification) related to asynchronous interaction for executors, coordinators and 
analysts.  

3 The SciLightning Event Notification Mechanism 

SciLightning is designed to provide monitoring information and to be a non-intrusive 
approach regarding existing SWfMS. No change in the SWfMS is required as long as 
provenance data is provided at runtime for querying. It is based on event notification. 
Events are discovered using a specific interface (i.e. it can be SQL queries or a 
provenance graph transversing). In addition, traditional monitoring mechanisms, 
characterized by a central entity that polls individual workflows, are not adequate for 
today’s large-scale scientific experiments. SciLightning components are distributed in 
the cloud (in several virtual machines) to monitor different scientific workflows on 
demand. Following we describe SciLightning architecture and its provenance model. 

Architecture and Implementation 
The architecture of SciLightning (Figure 1) is composed by five components: (i) Rule 
Database (i.e. Rule DB): in this local database the coordinator configures which types 
of events are captured and which type of notification information is delivered to 
scientists; (ii) SciLightning Cartridge: it implements a cartridge [28] to interface 
SciLightning and the SWfMS provenance repository. It accesses the notification rules 
used to identify events by querying provenance data in the repository, (iii) SciLightning 
Monitor: it monitors and analyzes provenance data provided at runtime by the SWfMS 
through cartridges; (iv) SciLightning Social: it publishes notification messages on 
social networks; and (v) SciLightning Mobile: sends notifications to Android-based 
devices.  

SciLightning needs to be aware of the provenance database schema to extract 
required data, such as produced files, file content or activity and workflow execution 
times. Thus, SciLightning has to implement and access a different type of cartridge 
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for each provenance repository. The implemented cartridge varies depending on how 
provenance is stored. For example, if provenance data is stored in a relational 
database, the cartridge has to implement a database view with a predefined signature 
that returns the notification information to be delivered to scientists according to rules 
stored in the Rule DB. 

 

Fig. 1. Architecture of SciLightning 

Rules are specified using an OCL-like [29] structure that is related to the tables in 
the provenance repository. For example, if scientists want to be notified when a 
specific set of biological sequences was aligned, they can configure a rule as 
presented in Figure 2. 

 

context Alignment /* context can be a table, a graph or a log file */ 

inv: self. owner. Consensus_Alignment = “CCCATTGTTCTC” 

Fig. 2. Example of Notification Rule 

All rules stored in the Rule DB have to be associated with the entities provided by 
the cartridge. This way, any modification in these notification rules can be performed 
without the need for adaptation of other components of SciLightning. The coordinator 
configures the notification rules in SciLightning. These rules and also the specific 
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workflow’s monitoring parameters need to be informed/configured by the coordinator 
through a simple Web interface. Moreover, since SciLightning is based on event 
notification, the scientist defines the types of events that SciLightning needs to reacts. 
Six types of events were identified: (i) Error in the Activity Execution - every 
execution error of the monitored workflow activities are notified; (ii) Workflow 
Termination - notification of workflow execution termination; (iii) Milestone - a 
milestone can be of two types: Activity Start or Activity Termination. When each 
defined milestone is reached, notification information is sent to scientists specifying 
the milestone and time that it has been achieved; (iv) Generated File - one or more 
regular expressions (i.e. regex) can be defined for monitoring the generated files. For 
each file generated by the monitored scientific workflow that complies with at least 
one of the defined regex notification, information is sent; (v) Activity with an Atypical 
Duration - a query identifies activities with the execution time out of the threshold 
(i.e. atypical durations), which are considered outliers. The default range threshold 
execution time is 2.698 standard deviations when compared to the average [30], but 
the coordinator can adjust it before each execution. To calculate this value, the 
average and standard deviation of the execution time of each activity are estimated 
using the provenance database; then the distance between the average and current 
duration for each activity in execution is calculated; and (vi) Configurable Event - 
This event is configured by the coordinator using the OCL-like rules such as the one 
presented in Figure 2.  

The SciLightning Monitor performs regular monitoring of the workflow executions 
through queries to the provenance database (using SciLightning cartridge). The 
monitoring frequency, i.e. the time between queries is configurable, with default value 
of 2.0 minutes. Besides this main functionality, the SciLightning Monitor allows for 
the registration of mobile devices and sends a notification to be handled by the 
SciLightning Social and SciLightning Mobile components. The SciLightning Monitor 
stores the identification token of each mobile device registered. Each identification 
token is related to just one scientist and every scientist may have multiple devices 
registered. When an event complies with the rules defined in the Rule DB, 
notification information is sent to all mobile devices registered for this scientist. Upon 
receiving the notification, a message is created in the status bar of the mobile device 
in a specific Android app (in its current version). If the scientist needs to obtain 
details of the notification, he/she can select the message in the status bar to open the 
SciLightning Mobile application screen and list all notification received. The 
SciLightning Mobile is an Android1 application that receives, stores and organizes 
notification information sent by SciLightning Monitor. The Android platform was 
chosen, among other technology options for mobile devices, as it is an open source 
solution with free development tools. Also, it is used in a wide range of devices 
(mobile phones, tablets and netbooks) from various manufacturers. To register the 
SciLightning Mobile application, scientists need only to create an account and a 
password in the Rule DB. 

                                                           
1 http://www.android.com/ 
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Internally, the SciLightning Mobile registers the same account and password in the 
Google’s Cloud to Device Message Service (C2DM)2 to send messages to Android 
devices. SciLightning Mobile uses C2DM to dispatch notification to various Android-
based devices that are registered in the SciLightning. The SciLightning Social is a 
component that acts as an interface between SciLightning and message features in 
social networks. SciLightning Social accesses the social network API to publish the 
monitoring results as messages in specific scientists’ accounts. The main idea here is 
not to create a scientific social network but to benefit from a message service already 
used by scientists (since many scientists have a Twitter or Facebook account). For 
example, in the case of Twitter, SciLightning Social is associated with a specific 
account (@SciLightning) configured to send notifications to scientists about the 
workflows execution using direct messaging service (note that it does not send 
workflow results, just the notification of events). To receive notifications, scientists 
have only to follow the user @SciLightning. The coordinator can configure in the 
Rule DB that a scientist can receive both Android and Social network notifications. 

Provenance Model 
SciLightning is a non-intrusive approach, which has its own local provenance model. 
Besides monitoring and notifying scientists, SciLightning also stores data provenance 
related to this monitoring process (i.e. when it identified an event and the notification 
was received). This way changes performed using SciLightning do not impact the 
SWfMS provenance database (e.g. the SciCumulus provenance database). 
SciLightning entities are associated with the SWfMS using reference values. In this 
paper we coupled SciLightning to SciCumulus using the value of the field ID (which 
is a primary key). The model presented in Figure 3 shows the association between 
SciLightning and SciCumulus provenance models. The SciLightning provenance 
model allows for the definition and monitoring of parameters, the registration of the 
SciLightning Mobile application and the control of scientists and research groups 
while SciCumulus provenance model is responsible for storing prospective and 
retrospective provenance [27,31]. Since explaining SciLightning entities is the focus 
of this subsection, SciCumulus’ entities were also presented in white and without 
attributes for not polluting the diagram (Figure 3). 

The entity monitorWorkflow stores which workflows are monitored and which 
users or groups are notified. Notification parameters can be defined for each 
monitoring to configure, e.g., to send a notification when the workflow generates a 
particular file or when the workflow reaches a certain milestone. These two 
monitoring parameters are respectively represented by the entities monitorFile and 
monitorMilestone. Scientists’ information, such as login and password (that are used 
for registering the SciLightning Mobile application) and the Twitter account (used to 
send notifications) are stored in the table user. This table user has an associated type 
(userExecutor, userCoordinator and userAnalyst) and can be organized into research 
groups through the entities group and the associative entity userGroup, which allows 

                                                           
2  C2DM is deprecated since June 26, 2012. Currently SciLightning is being adapted for using 

Google Cloud Messaging for Android (GCM). 
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for notifications for all members of the group. The registration tokens of the 
SciLightning Mobile application could not be stored in the entity user, since there 
may exist several devices registered to the same user. For this reason, the entity 
userDevice was created. The monitorLast is an auxiliary entity that stores the date of 
the last monitoring performed, which aims to optimize provenance queries. Finally, 
the monitorError is a domain entity that stores error codes and their respective 
associated messages, which are used to format the error notifications to the scientist. 

 

Fig. 3. The SciLightning provenance model coupled to SciCumulus 

4 Experimental Evaluation 

In this section, we analyze how SciLightning reacts to events when executing the 
SciPhy workflow with the SciCumulus workflow engine. Following we detail Sciphy 
workflow and presents experimental results. 

SciPhy Workflow  
Phylogenetic workflows aim at producing phylogenetic trees to support the 
evolutionary relationships between organisms that are used by biologists to infer a 
phylogeny (e.g., ancestral relationships among species of organisms). SciPhy [14] is a 
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phylogenetic analysis workflow which aims to processing a large collection of multi-
fasta files (each containing multiple biological sequences from different organisms) to 
construct phylogenetic trees. It assists biologists to explore phylogeny and determine 
the evolutionary life of genes or genomes of these organisms. The SciPhy workflow 
consists of four main activities: (i) The construction of the multiple sequence 
alignment (MSA), (ii) the conversion of the alignment format, (iii) the election of the 
best evolutionary model, and (iv) the construction of the phylogenetic tree. These 
activities respectively execute the following bioinformatics programs (i.e., 
applications): MSA programs (allowing the scientist to choose between MAFFT, 
Kalign, ClustalW, Muscle, or ProbCons), ReadSeq, ModelGenerator, and RAxML. 
SciPhy was designed to be executed in parallel, where each multi-fasta file is 
processed independently in different virtual machines and due to the performance 
fluctuations in the cloud environment, a typical execution of SciPhy presents from 2% 
to 9% activities execution failure, which requires the biologist to follow the execution 
to be aware of its state. This experience [13] motivated the design of SciLightning. 

SciCumulus Cloud Workflow Engine  
SciCumulus, proposed by Oliveira et al. [9], aims at scheduling, monitoring and load 
balancing the parallel execution of scientific workflows dispatched from a common 
workstation to the cloud such as Amazon AWS. SciCumulus orchestrates workflow 
execution in a set of virtual machines that form a virtual cluster in the cloud, 
providing resources dimensioning during the course of the workflow execution 
[26,32]. SciCumulus provides computational support for parallelism in workflows 
with runtime provenance, enabling queries to the performed at runtime by 
SciLightning Monitor. However, SciCumulus, as well as other approaches, does not 
provide more advanced mechanisms for monitoring and notification information that 
assist the scientist to be aware of the execution status without needing to be physically 
at a terminal. Currently, the monitoring mechanism in SciCumulus is based on SQL 
queries (conducted by scientist) to the provenance relational database.  

Experimental Results 
For executing the experiments presented in this paper we coupled SciLightning to 
SciCumulus engine executing in Amazon AWS environment. 16 amazon’s large 
virtual machines (7.5 GB RAM, 850 GB storage, 2 virtual cores) were used in this 
experiment. Each instantiated virtual machine is based on a 64-bit Linux Cent OS 5.5. 
The experiment executed SciPhy consuming a dataset of 250 multi-fasta files 
containing protein sequences, as detailed by Ocaña et al. [14]. Each execution 
generated approximately 5,000 parallel activities. The entire execution of SciPhy was 
monitored using SciLightning by approximately 6.3 days.   

Among all SciLightning monitoring options the following events were chosen by 
the scientist to monitor SciPhy: (i) Errors in activity executions; (ii) Workflow 
Termination; (iii) Start and Termination of ModelGenerator activity; (iv) Generation 
of files whose name complies the regular expression ^[A-Z]*.mafft; (v) Activities with 
an atypical duration; and (vi) Generation of files whose content contains the  
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biological sequence “ACGTAGTCC”. To evaluate the results, we used metrics of 
Positive Predictive Value (PPV) and True Positive Rate (TPR) [33] to verify the 
success degree of each of the six types of events that are notified. For classification, 
we used the terms true positives (tp), true negatives (tn), false positives (fp), and false 
negatives (fn) [33]. Thus PPV and TPR can be calculated as presented by (1) and (2). 
Table 1 presents the achieved results.                                                        (1)  .                                                     (2) 

Table 1. Experimental Results 

Event tp fp fn tn PPV TPR
i 73 2 0 0 0.97 1
ii 1 0 0 0 1 1
iii 1 0 0 0 1 1
iv 1,701 0 0 0 1 1
v 38 11 0 0 0.77 1
vi 21 0 0 0 1 1

 

For each of the six types of events, SciLightning presented a TPR value of 1 (i.e. 
100%), which means that it was able to retrieve only relevant events and send 
notification information based on data provenance generated at runtime. However, 
when we analyze the PPV value we can note that for two events (i - Failed Activities 
and ii - Atypical Duration) the PPV value was 0.97 and 0.77 respectively. In the case 
of failure detection it depends on the exit status of the activity execution provided by 
the operational system to the workflow engine. This exit status is captured and stored 
in the provenance repository. However, in two executions the activity executed 
properly and the exit status was 1 (i.e. error). SciLightning provided a failure 
notification when there was an absence of failure. In the case of atypical duration, an 
activity is classified as with an atypical execution if its execution time exceeds 2.698 
standard deviations (as suggested by Juristo and Moreno [34]) compared with the 
average execution times already stored in the provenance repository. There was not 
provenance data previously registered in the repository in the beginning of the 
execution, which makes SciLightning consider all first executions of activities as 
outliers. As new executions were computed, this atypical behavior ceased.  

The second experiment analyzed the number of events and the number of 
notifications on the course of workflow execution (Figure 4) during the first 840 
seconds. Figure 4 presents the number of events in a certain period of time and the 
number of notification information that were received at the mobile device or social 
network message service. We can note that after a peak of identified events (i.e. black 
line) there were also small peaks of received notifications (i.e. dashed line). Although 
SciLightning sends a notification as soon as an event is identified, there is a delay for 
this message to be received at the mobile device or at a social network message 
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service. In the mobile device this is even more critical since SciLightning is 
susceptible to network traffic (i.e. internet connection since we are using  
a cloud service) and the delay in C2DM service. In general, SciLightning  
presents an acceptable communication delay for each notification presenting average 
delay of μ = 88.7 seconds with standard deviation of σ = 25.3. A demonstration video 
(interface in English, but explanations in Portuguese) is available at: 
http://sites.google.com/site/scilightning/. 

 

Fig. 4. Number of events and notifications during execution 

5 Related Work 

There are some studies in the literature that address the issue of monitoring scientific 
workflows executed in parallel. Balis et al. [35] and Gil et al. [10] present a set of 
monitoring and reporting requirements for scientific workflows. However, these 
requirements are generic and could be applied in several of different systems. 
Stampede [20,22] is one of the most prominent approaches that focus on monitoring 
workflows. Stampede is a monitoring framework, which captures performance metrics 
from workflows executed in a variety of environments. It captures information at the 
OS level and uses execution logs. Similarly to SciLightning, Stampede monitors the 
workflow at runtime; however, its monitoring only considers performance issues such 
as execution times and network bottlenecks. Using Stampede we were not able to build 
personalized events that are domain-specific to the scientific workflow. Tudruj et al. 
[36] also provide monitoring mechanisms by using user-defined control-dedicated 
processes called synchronizers. These synchronizers collect information about the state 
of the application execution, but it cannot identify events such as atypical execution 
times and domain-specific events. 
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6 Final Remarks 

Large-scale scientific experiments involve several executions of compute intensive 
scientific workflows. These workflows need to be executed in parallel in HPC 
environments, such as clouds. However, the workflow execution may involve 
100,000 activities executions or more, and even using HPC, it may last for days or 
weeks to complete. It is not acceptable that scientists monitor this execution on-line in 
a terminal without steering tools. Monitoring a workflow execution is essential to 
guarantee the reliability in the execution and check that it is going on the right track 
[37]. To allow for scientists to interfere in a workflow execution, they must be aware 
of what is happening in the execution using workflow steering mechanisms. In this 
paper, we present an approach for monitoring and notifying of events in parallel 
executions of scientific workflows, named SciLightning. Our approach uses 
provenance data generated at runtime and events configured by scientists. Using 
provenance data, SciLightning is able to identify and report events during the 
workflow execution such as semantic errors in activities and inconsistent file 
production workflow termination. 

Our experimental evaluation showed that SciLightning is able to identify and 
report all events defined by scientists. With the exception of the notification of the 
atypical execution time and activity failure, all notifications presented 100% of 
Positive Predictive Value, which showed that SciLightning is effective in identifying 
and reporting events. SciLightning is designed to have a service-based architecture 
that is generic and can be coupled to existing SWfMS such as SciCumulus or Swift, 
since the provenance data is provided at runtime. Improving scientists’ awareness by 
notifying workflow events at runtime is an essential requirement to allow interference 
in the workflow execution from an abort execution until runtime fine-tuning of 
parameters, or even the workflow adaptation during the execution [37].  
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