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Abstract. Process discovery is a technique for deriving a conceptual high-level
process model from the execution logs of a running implementation. The tech-
nique is particularly useful when no high-level model is available or in case of
significant gaps between process documentation and implementation. The discov-
ered model makes the implementation accessible to various kinds of analysis for
functional and non-functional properties. In this paper we extend process discov-
ery to mediator services (or adapters) which adapt the messaging protocols of 2
or more otherwise incompatible services. We propose a technique that takes as
input logs of communication behaviors — one log for each service connected to
the adapter — and a library of high-level data transformation rules relevant for the
domain of the adapter, and then returns an operational adapter model describing
the control-flow and the data flow of the adapter in terms of Coloured Petri Nets –
if such model exists. We discuss benefits and limitations of this idea and evaluate
it with a prototype implementation on industrial size models.

Keywords: Process Mining, Service Mining, Pattern Based Design, Coloured
Petri nets, synthesis.

1 Introduction

The central idea of Service-oriented Computing (SoC) is to build complex distributed
systems by connecting and integrating software components or services. Often a system
integrates existing components that are not directly compatible with each other, but are
made compatible through mediator services or adapters, also known as middleware [22].
Incompatibilities may arise due to incompatible service interfaces (available operations
and message types), due to incompatible protocols of stateful services, or due to se-
mantic mismatches between message contents. A mediator service sits between two
or more other services and remedies these mismatches for instance through reordering
messages sent by one service into a different protocol, or by processing, decomposing,
and enriching messages to be compatible for the receiving service.

In larger systems, mediator services play a central role as they provide the flexibil-
ity to integrate existing key functionality in many different ways. This flexibility is key
when designing new integrations for existing components or optimizing existing inte-
grations. In both cases, the existing mediator services have to be considered to either
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identify whether a particular mediator service already exists, or which properties this
mediator service has. Ideally, one would analyze high level conceptual models of a
mediator services, for instance using the abstract concepts provided by the Enterprise
Integration Patterns (EIP) [10]. However, in many architectures in practice, e.g., Enter-
prise Service Buses (ESB) such as JBoss ESB [11], mediator services are implemented
in software code only. The particular integration of two or more services may only arise
from multiple software artifacts that are difficult to identify in the first place. In such
situations, understanding and optimizing existing software-based integrations becomes
a laborious, and error-prone task.

In this paper, we address the problem of automatically extracting a high-level con-
ceptual model of a mediator service from the communication logs of an existing integra-
tion. The communication log of a service stores at which point in time the service sent
or received a particular message. The implemented mediator service received and sent
exactly the messages recorded in the event logs of the service to which it is connected.
In this paper, we present a technique to extract from these event logs an operational
model of a mediator service in terms of a Coloured Petri Net (CPN) [12]. This CPN de-
scribes the message flow and message transformations between the connected services
that fits the communication behavior recorded in the logs.

We proceed as follows. In Section 2, we consider existing works on extracting mod-
els from event logs, and analyze the problem of extracting mediator services. Section 3
presents a conceptually simple formulation of our approach; Section 4 covers an exper-
imental evaluation of our approach together with some thoughts of optimizing it. We
discuss related work in Section 5 and conclude in Section 6.

2 Extracting Models from Event Logs

In this section, we discuss the problem of extracting behavioral models from logs that
contain recorded events of previous executions. We first consider the “classical” prob-
lem of process mining [1] and available solutions, and then analyze the problem of
extracting models of mediator services.

2.1 Classical Process Mining

Process mining comprises various techniques to analyze information recorded in event
logs. The most prominent technique, process discovery, takes as input an event log L
and returns a process model M that describes the behavior in L. [1]

An event e in an event log usually has a type, written e.type, indicating what kind
of activity or operation happened, a timestamp (e.time) indicating when e happened,
and possibly a number of attributes, e.g., describing the data that was involved in the
occurrence of e. All events that occurred in the same instance of the process together
form a case. Typically, the events of one case are recorded in a trace t = e1e2 . . . en
where events are ordered by their timestamps; a log is a set L = {t1, . . . , tm} of traces.

As our running example we consider a service providing beverages. The service
offers tea (T ) for costs of 1, and lemonade (L) for costs of 2; the choice for the beverage
is made implicitly through the amount paid by the customer. Two possible traces of
this service are t1 = (?m, time = 3, amt = 1), (!T, time = 6, bev = Tea) and
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t2 = (?m, time = 7, amt = 2), (!L, time = 9, bev = Lem). In t1, the service has
received money (?m) worth of 1e at time 3 and sent a tea (!T ), at time 6; in t2, 2e were
received at time 7 and the corresponding lemonade was sent at time 9 (!L).

?m

!T!L

Fig. 1. Possi-
ble Result

A large number of process discovery algorithms exist to extract a pro-
cess model M from an event log; see [1]. The α-algorithm, for instance,
could extract from the log L = {t1, t2} the model shown in Fig. 1. Most
process discovery techniques create for each event type (?m, !T , !L) in L
a separate activity, and then synthesize control-flow structures that “best”
explain the behavior in L where “best” is measured in terms of different
quality criteria: a model fits the log if it can reproduce any trace in the
log; a model is precise wrt. the log if it does not allow for arbitrary more
behavior than recorded in the log; finally, a model should be simple. The
model in Fig. 1 can reproduce both traces t1 and t2, that is, it fits the log.
Though, the model is imprecise because it ignores the data attribute amt

of ?m: it would also return a lemonade for the price of 1e. Generally, these quality cri-
teria are competing: one often cannot find a fitting model that is precise and simple. [4]

2.2 The Problem of Discovering Mediator Services

In this paper, we consider a setting that is slightly different from classical process dis-
covery. In our setting, we are considering an implementation S1 ⊕M ⊕ S2 where two
services S1 and S2 are integrated through a mediator service M .

For example, in addition to the beverage service S1 of Fig. 1 we consider a customer
S2 that wants to order a hot beverage (H) or a cold beverage (C) from S1. The customer
can only pay in denominations of 1e: to order a hot beverage from the beverage service,
the customer pays 1e and then explicitly places the order (!O) and then receives the
beverage; to order a cold beverage, the customer pays 2e, places the order, and receives
the beverage. The mediator serviceM has to fulfill different tasks: the multiple payment
by the customer have to be summed up into a single payment, and the type of beverage
provided by the service has to be translated into the terminology of the customer (a hot
tea vs. a cold lemonade).

All services S1, S2, and M are implemented, for instance in Java code, and running
in a Service-Oriented Architecture [17] such as JBoss ESB [11]. The implementation
recorded event logs L1 and L2 of invocations of the services S1 and S2, respectively.

Following the SOC paradigm of hiding implementation details behind an interface,
the event logs L1 and L2 should only contain events related to interactions of S1 and
S2 with their environment; events of activities not related to the interface do not have
to be recorded. For example, L1 = {t1, t2} with t1 = (?m, time = 3, amt = 1),
(!T, time = 6, bev = Tea) and t2 = (?m, time = 8, amt = 2), (!L, time = 9,
bev = Lem), and L2 = {s1, s2} with s1 = (!p, time = 1, amt = 1), (?ack, time =
2), (!o, time = 4), (?B, time = 7, temp = Hot) and s2 = (!p, time = 4, amt =
1), (?ack, time = 5), (!p, time = 7, amt = 1), (?ack, time = 8), (!o, time = 10),
(?B, time = 13, temp = Cold).

In this setting, we want to discover from logs L1 and L2 a model of the mediator
service M so that the following criteria hold:
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1. M fits L1 and L2, that is, M describes how messages produced by S1 or S2 as
described in the logs L1 and L2 are transformed, aggregated, and forwarded by
M so that S1 and S2 can receive these messages as described in L1 and L2. For
example, the two payment events !p in s2 describe that two payment messages p
with contents amt = 1 are sent by S2 at times 4 and 7. The model M has to
aggregate these into a message m with contents amt = 2 that can be received by
S1 at time 8 (as recorded in t2).

2. M is precise, that is M is deterministic wrt. transforming messages based on their
contents. Unlike the model in Fig. 1, M shall have no ambiguous choice about how
a particular message shall be treated. Otherwise M would describe an integration
that could potentially deadlock.

3. M is simple, that is M contains as few message transformation activities as possible.

While the criteria for M are similar to classical process mining, our setting renders
existing process mining techniques inapplicable. Here, we are not given a log LM of
the mediator service M , but only logs L1 and L2 of the connected services. The events
recorded in L1 and L2 are not events of activities in M , but we have to discover activ-
ities of M . The cases in L1 are independent from the cases in L2; we do not have any
information about cases of M , and how cases of M relate to cases of L1 and of L2.
Altogether, this gives rise to the following challenges.

1. A technique to extract a model for M from logs L1 and L2 has to infer activities of
M from events of the services S1 and S2 recorded in L1 and L2.

2. The technique has to correlate cases in L1 to cases in L2 to correctly describe event
of S1 sending a message lead to an event in S2 receiving a (transformed) message.

3. The traces in L1 and L2 may not only concern communication between S1 and
S2 only. Typically S1 may be used in other service compositions. Thus, not every
trace of L1 has a corresponding trace in L2, and vice versa. M has to distinguish
correlated from non-correlated traces.

4. As S1 and S2 are incompatible, M has to describe how messages produced by
S1 are transformed into messages received by S2 (and vice versa), in particular
considering the data values exchanged between S1 and S2.

As in process mining we need to define a search space for the models to discover. Typ-
ically a technique cannot discover any arbitrary model, but is restricted by some under-
lying assumptions like discovering a sound or block-structured model.

In Section 3 we present a technique that overcomes these challenges and produces a
pattern-based model of the mediator M that fits the logs, is simple, and precise through
determinism. The resulting model will be a Coloured Petri Net, which we recall next.

2.3 Coloured Petri Nets

Coloured Petri Nets (CPN) [12] extend classical Petri nets with the notion of data; they
are successfully applied in research and industry in modeling and analyzing distributed
systems [20].

A Petri Net processes resources called tokens. Places hold these resources, and tran-
sitions process them. A flow relation connects places with transitions and vice versa.
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Fig. 2. Behavior of CPN: Effect of firing of and send rep

In CPN each token is a value (called color) of some type (called colorset). Each place
is typed with a specific colorset and holds only tokens of that type. Each arc of the
flow relation is labeled with either a variable, or a complex term such as function ap-
plications or complex data structures. The labels of arcs adjacent to a transition express
which tokens the transition consumes and produces as explained below. In addition, a
transition can have a guard to restrict consumption and production of tokens. The state
of a CPN is a marking describing a distribution of tokens (colors) over places of the
respective colorset.

Figure 2 shows an example for a CPN (we have chosen the Request-Reply pattern
of the EIP as it shows all aspects of CPN); as usual, a circle depicts a place, a rectangle
depicts a transition, and the arcs depict the flow relation. This basic structure already
dictates that transition recv req has to consume a resource from place chan1 and that it
produces new resources on places p1 and enforce reply. Places chan1 and p1 have type
Request, enforce reply has type CorrelationIDType, and p2 and chan2 have type Reply.
Identifiers like cid or x in the arc inscription are variables, (cid,x) then is a tuple. The
transition send rep has the guard [cid = i], meaning it may only fire, if cid and i are equal.
In Fig. 2a, we have the following marking: place p1 holds token (42,”ping”) (a tuple of
the colors 42 and ”ping”), place enforce reply holds token 23 and 42, and place p2 holds
token (23,”pong”).

The behavior of a CPN is described by firing transitions, which consume and produce
tokens. For that, the inscriptions of each incoming arc have to be bound to a token on
the corresponding place. Only if we find a complete binding and do not violate a guard,
a transition is allowed to fire.

In Fig. 2a transition send rep can fire for the binding i = 23, x = ”pong”, and
cid = 23. The guard of send rep ensures that i and cid are bound to the same value.
Firing means that the tokens bound to the inscription on the incoming arcs are removed,
and a token corresponding to the inscription of each outgoing arc is produced on the
appropriate place. The result of firing send rep is shown in Fig. 2b.

Please note, in the following we will omit the names for places, and instead write
inside a place its type if needed.
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3 Pattern-Based Mediator Discovery

This sections presents our main contribution. For logs L1 and L2 given for service S1

and S2 we want to discover a model of mediator service M acting between S1 and S2

and conforming to L1 and L2. We use CPN patterns to describe the fundamental build-
ing blocks of M , we describe the search space for M , and we check conformance of
M based on replaying; that is, by comparing a model’s run with the logs. The resulting
model for M shall be fit and precise with respect to the logs.

We can compare our approach to solving a jigsaw puzzle, where the CPN patterns
represent the single pieces that we try to arrange, and the replay checks whether the
resulting picture of the puzzle makes sense.

3.1 Patterns as Building Blocks

A mediator transfers and transforms messages between services based on ontological
description of message types. For discovering a model of a mediator we have at least
to know its basic abilities; how it is able to relate events in S1 and S2. We advocate
the idea to use patterns for describing relations between messages. A pattern does not
only describe a semantic relation between messages, but also control flow to fulfill this
relation.

Enterprise Integration Patterns (EIP) [10] are typical example for pattern-based de-
sign. This collection of patterns allows to specifically model single parts of a mediator.
We have provided a translation to Coloured Petri Nets [6] in previous work. In the fol-
lowing we will only consider CPN patterns knowing that they are backed by EIP for
modeling. Using patterns as building blocks allows us to look at a mediator in a more
structured way. In our approach we exploit the idea of building pattern based mediators
and use a set of patterns to describe our search space.

In order to make our approach feasible, we have to define a search space. Firstly, we
assume only finitely many different patterns. Secondly, we restrict the number of times
each pattern is allowed to be used. In general, there can be infinitely many combinations
of patterns, if we are allowed to use them arbitrarily often. Allowing an unbounded num-
ber of candidates would render our approach semi-decidable. We could stop checking,
if we find a conforming candidate, otherwise we would need to explore further combi-
nations of patterns.

Although introducing a finite set of patterns may seem like a considerable restriction
to the set of discoverable services, especially EIP show that such a set is suitable for
describing a multitude of complex systems. As the patterns itself are simple, they can
be provided by a domain user.

As running example we pick up the beverage vending machine. Figure 3 shows it
on the left together with the customer service as described in Sec. 2.2 on the right.
Figure 3b shows the patterns we want to use. Pattern P1 can accumulatee coins — each
coin being acknowledged — , P2 forwards a lemonade as cold drink, P3 a tea as hot
drink, and finally P4 allows to forward the one beverage sent by the vending machine
to the customer. The mediator we want to discover should resemble the structure shown
in Fig. 3b.
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Fig. 3. Services and Patterns

3.2 Building Candidates

A pattern or building block P in our approach now is a small CPN with distinctive
places that act as input and output places. The set P is the set of all building blocks. We
are allowed to combine two building blocks P1, P2 ∈ P by merging an input place of
P1 with an output place of P2, if they have the same type. Please note, that P1 and P2

can actually be the same building block used multiple times. A model is called P-based,
if and only if it can be built by combining building blocks from P .

The first step is, that for each combination of building blocks, where each building
block is used at most k times, we check for every type of places, if there is an equal
number of input and output places.

Definition 1 (Type-Valid Combination). Let P be a set of n building block patterns
and k a given number restricting how often each pattern is allows to be used. Then the
combination combo ∈ {0, . . . , k}n is an n-dimensional vector over the numbers 0 to k
indicating that pattern Pi ∈ P shall be used combo[i] times.

Such a combination combo is called type-valid if and only if for each type used in the
log interfaces and patterns the number of input and output places with this type equals.

In our running example as seen in Fig. 3 using each pattern P1, ..., P4 once leads to a
type-valid combination. The interface of the services also contribute to the counting as
they represent the interfaces of the logs. The left service has 1 input place of type mc
and 2 output places of type md. Using patterns P2 and P3 we have 2 output places of
type db facing only 1 input place of the same type in the right service. Using pattern
P4 equalizes the numbers. For the rest of the types we also have the same number
input and output places. Using P2 twice, but P3 never would also result in a type-valid
combination; however, not a suitable mediator.

For each of these combinations found in the first step, we then build pairs of input
and output places of the same type. Every possible pair then is valid except for the case
where we would pair an input and output place of the same pattern.
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Definition 2 (Candidate). A P-based candidate is the result of a valid pairing of input
and output places in a type-valid combination combo over P with at most k uses of
each pattern P ∈ P .

In our running example, different pairings are for instance possible for the input places
of P2 and P3 in the way how they are connected to the vending service. As they have
the same type, any pairing with the lower two places with type md of the service is
valid.

3.3 Replaying Logs

The replay does not only serve to check fitness for a pair of cases, but in our case also to
find a correlation C between the given logs. Whenever a pair of cases can be completely
replayed, we assume the two cases to be correlated; i.e., we assume that these two
cases actually interacted with each other when they have been recorded. If we find two
such correlated cases, we do not need to check them with other traces again. Since we
consider deterministic behavior for the mediator, there cannot be any better correlation.

Definition 3 (Correlation by Replay). For two logs L1 and L2 we define a correlation
C ⊂ L1 ×L2 between the single cases of L1 and L2. We correlate each case only once,
and a pair of cases (case1, case2) ∈ L1×L2 is correlated, if the pair can be completely
replayed for a candidate — meaning (case1, case2) ∈ C.

Please note, that although the choice of a pair is arbitrary, the number of correlated
traces must be always the same. Otherwise, we could have cases case1, case1′ ∈ L1

and case2, case2′ ∈ L2 and the pair (case1, case2) ∈ C would hinder us to find the
pairs (case1, case2′) and (case1′ , case2). With this assumption we know that we can
completely replay case1 with case2 as well as case2′ . However, we assume determin-
ism, such that the behavior implied by case1 does not influence whether case2 or case2′
can occur. And neither can case1′ influence this, such that the pair (case1′ , case2′) must
also be in C.

In replay, we now have to replay events of a case in exactly the same order with
exactly the values. We therefore translate a case into a sequence of CPN transitions
ordered by places. Each transition then is connected with a corresponding interface
place and sends/receives the value given in the log. For case t1 we show an example
in Fig. 4. As we can see, the structure on the right exactly follows the recorded case.
The vending service’s interface place that is not used in this case stays unconnected
with rest of the case structure. This structure, however, is paired with a candidate as
dictated by the pairing and then we simulate the whole system and check whether we
can completely replay the chosen case pair.

By translating a case into a sequence of transitions in such a way, we impose the
constraint that a candidate needs to send or receive a message in exactly the same order
and with the same content as given in the log. The sequence of events in the case and
the replay shall be identical.

We repeat this kind of replay for all possible pairs of cases. For each candidate we
determine the number of correlated pairs and as result we choose a candidate with the
best fitness.
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t1 = (?m, time = 3, amt = 1), (!T, time = 6, bev = Tea)
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Fig. 4. Replay of a case

4 Evaluation

We have implemented a proof-of-concept prototype for checking our approach on ex-
amples of reasonable size. The prototype is implemented in Java and uses the Ac-
cess/CPN [21] library which is a Coloured Petri Net simulator used in the replays. So
far, the prototype is not publicly available, but we plan to integrate the technique as a
plugin in the process mining framework ProM [19]. The following examples were done
on a standard Linux PC.

4.1 Results

Running Example. For the running example we provided the interfaces and the patterns
as described above. The generated logs contain each 101 cases totaling in 10201 pos-
sible pairs. However, after checking for overlapping timestamps only 101 pairs remain
— when creating the logs only one instance was running at the same time. We allowed
our tool to use each pattern at most twice which results in the 12 candidates. The overall
time for the complete approach is 5.1 minutes, where building the 12 candidates took
1.5 seconds, and just running the replays took 7.6 seconds. The remaining time was
spent for loading the simulator and syntax checking the candidates.

Industrial Example. As industrial example we use Google’s Checkout Service and a
self-designed webshop payment interface. We do not introduce the two service in detail
here, but refer to our previous work on pattern-based design of mediator services [6].
Checkout [8] is a stateful payment back-end provided by Google. The webshop shall
use this back-end, however in our design communication is only possible via a medi-
ator service. With the help of Enterprise Integration Patterns [10] we modeled such a
mediator and then translate it to Coloured Petri Nets.

For our check we created logs for Checkout and the webshop with 200 cases. A case
has between 4 and 26 events using 6 different types of events, 2494 case pairs are pos-
sible when considering overlapping timestamps. We provide 9 different patterns, some
of which need to be used up to 3 times. We find only 1 type-valid combination for these
patterns (with a total of 12 patterns uses), however, 1728 possible candidates by pair-
ing input and output places. After applying a heuristic (see below) 432 candidates need
to be checked. Finally we can rediscover the original mediator with complete fitness.
Many other candidates show partial fitness in various degrees. Running the experiments
takes around 33 hours, where building the candidates takes 170 seconds and just run-
ning the replays without loading and syntax checking the candidates takes around 24
hours, or around 3 minutes per experiment. During each replay around 50,000 to 70,000
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transitions were fired showing the slow performance when tokens remain after running
an uncorrelated case pair.

4.2 Heuristics for Runtime Improvement

Our practical experiments show, that model candidates can be found in a reasonable
time. However, the replay takes a considerable time. Due to the lack of alternatives to
the used CPN library we have also implemented some heuristics to reduce the effort for
replay.

Restricting Possible Case Pairs. Although the correlation of cases needs to be deter-
mined, we can exclude certain combinations. Looking at timestamps included for each
event, we can safely assume, that correlated cases must have overlapping points of time
during which there were executed. We can exclude every pair, where this is not given. If
we have deeper domain knowledge, we may even exclude more pairs based on further
event values or certain execution conditions.

Partial Replay. If a case pair is not related, then normally we can often recognize this
already after the first exchange of a message, i.e., after a message has been routed from
one service to the other. We check the candidate models structurally for corresponding
messages, and then replay the logs only up to the point, when the first messages must
have been exchanged. Many candidate models are structurally equal in this part, such
that we can exclude whole sets of candidate, if the partial replay does not succeed.

Possible Further Improvements. Further work on this approach should focus on the
problem of long replays. This can either be done by accelerating the actual replay, or by
further restricting the possible candidates. As we consider data aspects, using semantic
analysis of a candidate might help to exclude further candidates in a shorter amount of
time.

5 Related Techniques

With respect to process mining there are no techniques that we can directly apply as we
have the change of perspective in our approach. In process mining the discovered model
shall contain the event classes used in the logs. In our setting the event classes are only
used in checking conformance, because the logs just describe the interaction with the
model we want to discover. To get an overview on process mining we refer to van der
Aalst’s book on Process Mining [1]. Similarly, service discovery (e.g., [7,9,13,15–17])
results in a service using the event classes of the log as activities neglecting service
with rich internal or unobservable behavior, or using complex building blocks as in our
approach.

A first solution for the problem described in this paper might be to discover the ser-
vices S1 and S2 first, and then use existing techniques to synthesize a mediator services.
However, in that case we cannot directly influence the fitness of the mediator service.
Both S1 and S2 have individual fitness to the logs, but existing techniques do not allow
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to control the discovery with respect to message mediation. In the worst case, the dis-
covered models are even not adaptable, such that no mediator service can be generated.

Our setting is closer related to Service Composition [18]. The idea there is to use
existing services as building blocks and compose them in order to derive a complex
composition that fulfills a given service specification. Often stateless atomic services
are considered (e.g., [23]), only needing the services to build a certain structure and
interaction is correct anyway; there cannot occur behavioral problems by interaction as
opposed in our setting. Furthermore, we cannot define a target service as goal, such that
we cannot apply such ideas in our setting.

In context of stateful service, service orchestration can be applied (e.g., [5]). A fixed
set of stateful services is orchestrated; that is, a further service is generated that interacts
with the given services, such that the interaction with an environment fulfills a certain
specification. In our setting, however, we do not want to orchestrate the building blocks,
but we actually want to compose them and let them interact directly. Furthermore we
want to consider cases, where building blocks are used multiple times. There are also
results on service composition that actually just compose a set of given services to meet
a certain specification (e.g., [3]). Compared to our setting they can help us to build the
candidates, but they do not check conformance to logs especially with respect to data
values.

Correlation discovery [2, 9, 14] can help us in replay, but these approaches do not
tackle the problem to find a model that is able to realize the found correlation.

Many of the existing publications can be used to further improve our approach, how-
ever, to the best of our knowledge, our approach of building pattern-based candidates
and check their conformance is a new perspective in the area of service mining.

6 Conclusion and Outlook

We have presented an approach for discovering a mediator service. We use as input logs
of the communication behavior of its interaction partner and a set patterns for structur-
ing the search space. In order to make the discovery feasible at all, we introduced some
restrictions, that allows us to discover a model not only in theory, but also in practice.

We consider our result a first step for tackling the problem and see much room for
improvement. On the one hand, we may loosen the bounds on the number of patterns.
Techniques for service composition allow to discover composition of basic services
without necessarily restricting their number. We could use such techniques for finding
candidates. On the other hand, the replay takes a considerable time so far, and an acceler-
ation of the conformance checking is desirable. We see chances in further preprocessing
the cases based on the values used, but also on semantic analysis of the patterns. In the
second case we could exclude more candidate based on insufficient data transformation.

Last but not least, we may even introduce some form of non-determinism. We want
to allow value-substitution acknowledging that some data seem to occur arbitrarily, but
do not change during the run of a service instance. Although a case demands a different
value, it can fit perfectly if we substitute that value.
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