
Chapter 7
Dynamic Application Autotuning
for Self-aware Approximate Computing

Davide Gadioli

Abstract The energy consumption limits the application performance in a wide
range of scenarios, ranging from embedded to High-Performance Computing. To
improve computation efficiency, this Chapter focuses on a software-level method-
ology to enhance a target application with an adaptive layer that provides self-
optimization capabilities. We evaluated the benefits of dynamic autotuning in three
case studies: a probabilistic time-dependent routing application from a navigation
system, a molecular docking application to perform virtual-screening, and a stereo-
matching application to compute the depth of a three-dimensional scene. Experi-
mental results show how it is possible to improve computation efficiency by adapting
reactively and proactively.

7.1 Introduction

The increasing demand for computation power shifted the optimization focus towards
efficiency in a wide range of energy-constrained systems, from embedded platforms
to High-Performance Computing (HPC) [1]. A promising way to improve energy
efficiency is approximate computing [2], which aims at finding a good enough solu-
tion, avoiding the unnecessary computation effort. It is possible to approximate the
computation at different levels: from approximate hardware [3] to software tech-
niques such as loop perforation [4]. Moreover, a large class of applications exposes
software parameters that define an accuracy-throughput trade-off, especially in the
multimedia field [5]. In this chapter, we focus at the software-level, where an appli-
cation exposes software-knobs [6] that can alter its extra-functional behaviour. In this
context, the definition of application performance includes several extra-functional
properties (EFPs) in conflict to each other.

The value of an EFP might depend on the underlying architecture configuration,
the system workload, and the features of the current input. Since this information
usually changes at runtime, it is not trivial to find a one-fits-all configuration of
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the application software-knobs at design-time. This is a well-known problem in the
autonomic computing field [7], where researchers investigate approaches to pro-
vide self-optimization capabilities to a target application, for identifying and seizing
optimization opportunities at runtime.

In this context, we propose a methodology to enhance an application with an
adaptation layer that exposes reactive and proactive mechanisms to provide con-
tinuously the most suitable software-knobs configuration according to application
requirements. The decision process is based on the application knowledge, which
describes the relationship between software-knob configurations and EFPs. It is pos-
sible to learn the application knowledge either at design-time, by using well-known
Design Space Exploration techniques [8], or at runtime by using an external compo-
nent that coordinates a distributed DSE [9]. The benefits of the latter approach are
the following: (1) the application can observe its behaviour with the same execution
environment of the production run, (2) it can leverage features of the production
input, and in the context of a distributed computation, (3) it can leverage the number
of application instances to lower the learning time.

We evaluate the benefits of the methodology implementation, namedmARGOt, in
three real-world case studies. In particular,weuse a stereo-matching application [5] to
assess the benefits of reactive adaptationmechanisms, with respect to changes of both
application requirements and performance. We use a probabilistic time-dependent
routing stage in a navigation car system [10] to evaluate the benefits of the proactive
adaptation mechanisms. Finally, we use a molecular docking application for virtual
screening, to assess the benefits of learning the application knowledge at runtime.

The remainder of the Chapter is organized as follows. First, Sect. 7.2 provides
an overview of autonomic computing, focusing on application autotuning and high-
lighting the main contributions of the proposed methodology. Then, in Sect. 7.3, we
formalize the problem and describe the mARGOt framework. Section7.4 discusses
the benefits of the proposed methodology. Finally, Sect. 7.5 concludes the chapter.

7.2 Autonomic Computing and Application Autotuning

In the context of autonomic computing [7], we perceive a computing system as an
ensemble of autonomous elements capable of self-management. The main idea is to
enable the system to perform autonomously a task which is traditionally assigned
to a human, to cope with the increasing complexity of computation platforms and
applications. For example, if the system is able to incorporate new components
whenever they become available, the system has the self-configuration ability. To
qualify for the self-management ability, a system must satisfy all the related self-*
properties. How to provide these properties is still an open question and previous
surveys [11, 12] summarize the research effort in this area.

In this chapter, we focus on the self-optimization property at the software-level,
which is the ability to identify and seize optimization opportunities at runtime. The
methodologies to provide self-optimization properties are also known in the literature
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as autotuners. It is possible to categorize autotuners in two main categories: static
and dynamic.

Static autotuners aim at exploring a large space of software-knobs configura-
tion space to find the most suitable software-knob configuration, assuming a pre-
dictable execution environment and targeting software-knobs that are loosely input-
dependent. Among static autotuners, we might consider the following works. Auto-
Tune [13] targets multi-node applications and it leverages the Periscope frame-
work [14] to measure the execution time. It targets application-agnostic param-
eters exposed by the computation pipeline such as communication buffers and
OpenHMPP/MPI parameters. QuickStep [15] and Paraprox [16] perform code trans-
formations to automatically apply approximation techniques for enabling and lever-
aging an accuracy-throughput trade-off.OpenTuner [17] and theATF framework [18]
explicitly address the exponential growth in the complexity of exploring the param-
eters space, by using an ensemble of DSE techniques and by taking into account
dependencies between software-knobs. Although very interesting, these approaches
work at design-time and they usually target a different set of software-knobs with
respect to dynamic autotuners.

The methodology proposed in this chapter belongs to the category of dynamic
autotuners, which aim at changing the software-knobs configuration during the appli-
cation runtime according to the system evolution. Therefore, they focus on providing
adaptation mechanisms, typically based on application knowledge. Among dynamic
autotuners, we might consider the following works. The Green framework [19] and
PowerDial [6] enhance an application with a reactive adaptation layer, to change the
software-knob configurations according to a change on the observed behaviour. The
IRA framework [20] and Capri [21] focus instead on providing proactive adaptation
mechanisms to select the software-knob configuration according to the features of
the current input. On the other hand, Petabricks [22] and Anytime Automaton [23]
are capable to adapt the application reactively and proactively. However, they require
a significant integration effort from the application developers. Moreover, they are
capable to leverage only accuracy-throughput trade-off. All these previous works
are interesting and they have significantly contributed to the field, according to their
approach on how to provide the self-optimization capabilities. The main contribu-
tions of mARGOt is to provide a single methodology to provide an adaptation layer
with the following characteristics:

• The flexibility to express the application requirements as a constrained multi-
objective optimization problem, addressing an arbitrary number of EFPs and
software-knobs. Moreover, the application might change the requirements at run-
time.

• The capability to adapt the application reactively and proactively, where the user
might observe the application behaviour continuously, periodically or sporadically.
Moreover, the reaction policies are not only related to the throughput, but they are
agnostic about the observed EFP.

• To minimize the integration effort, we employ the concept of separation of con-
cerns. In particular, application developers define extra-functional aspects in a
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configuration file and the methodology is capable to generate an easy-to-use inter-
face to wrap the target region of code.

Furthermore, being possible to define the application knowledge at runtime,mARGOt
can use an external component to orchestrate a distributed DSE at runtime, during
the production phase.

7.3 The mARGOt Autotuning Framework

This section describes how the proposed methodology can enhance the target appli-
cation with an adaptation layer. At first, we formalize the problem, the application
requirements and how themARGOt interacts with the application. Then, we describe
the main components of the framework and how they can adapt the application reac-
tively and proactively.

7.3.1 Problem Definition

Figure7.1 shows the overview of the mARGOt and how it interacts with an applica-
tion. To simplify, we assume that the application is composed of a single computation
kernel g that reads a streamof input i to produce the required streamof output o. How-
ever, mARGOt is capable to manage several regions of code independently. More-
over, the target kernel exposes a set software-knobs x that alter the extra-functional
behaviour. Since a change of the configuration of these knobsmight lead to a different
quality of the results, we might define the application as o = g(i, x).

Given this definition, the application requirements are expressed as a constrained
multi-objective optimization problem described in Eq.7.1:

max(min) r(x;m | f )
s.t. C1 : ω1(x;m | f ) ∝ k1 with α1 con f idence

C2 : ω2(x;m | f ) ∝ k2
. . .

Cn : ωn(x;m | f ) ∝ kn

(7.1)

where r denotes the objective function to maximize (minimize), m is the vector of
metrics of interest (i.e. the EFPs), and f is the vector of input features. Let C be the
set of constraints, where each constraint Ci is expressed as the function ωi over m
or x , that must satisfy the relationship ∝∈ {<,≤,>,≥}, with a confidence αi , if ωi

targets a statistical variable. If the application is input-dependent, ωi and r depend
on its features.

In this context, the goal of the autotuner is to solve the optimization problem
by inspection, using the application knowledge. The application always needs a
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Fig. 7.1 The overviewof the proposed autotuning framework.Green elements represent framework
components, while blue elements represent application components (Color figure online)

software-knob configuration, therefore if the problem is unfeasible, mARGOt can
relax the constraints, according to their priority, until it finds a valid solution.

We implemented mARGOt as a standard C++ library that should be linked to the
target application. Being the time spent by the framework to select the most suitable
software-knob configuration stolen from the application, the mARGOt implementa-
tion has been designed to be lightweight and to minimize the introduced overhead.
We publicly released the framework source code [24].

7.3.2 Application-Knowledge

To solve the optimization problem we need a model of the application behaviour.
However, the relationship between software-knobs, EFPs, and input features is com-
plex and unknown. Therefore, mARGOt defines the application-knowledge as a list
of Operating Points (OPs). Each OP θ corresponds to a software-knob configura-
tion, together with the reached EFPs. If the application is input-dependent, the OP
includes also the information on the related input features: θ = {x,m, f }.

This representation has been chosen for the following reasons: it provides a high
degree of flexibility to describe the application behaviour, mARGOt can solve effi-
ciently the optimization problem described in Eq.7.1 and it prevents the possibility
to select an invalid software-knob configuration.
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The application-knowledge is considered an input of mARGOt, and there are
several tools that can explore theDesignSpace efficiently. In particular,mARGOt uses
the XML format of Multicube Explorer [25] to represent the application-knowledge.
Moreover, it is possible to learn it at runtime, as described in Sect. 7.3.4.

7.3.3 Interaction with the Application

The core component of mARGOt is the application manager, which is in charge of
solving the optimization problem and of providing to the application the most suit-
able software-knob configuration. The application is able to change the application
requirements at runtime according to the system evolution. Moreover, if the EFPs
are input-dependent, the application can provide features of the actual input to adapt
proactively [9].

To enable the reactive adaptation, mARGOt must observe the actual behaviour
of the application and compare it with the expected one. In particular, we compute
a coefficient error for each observed EFP as emi = expectedi

observedi
, where emi is the error

coefficient for the i-th EFP. Under the assumption of linear error propagation among
the OPs, mARGOt is able to adapt reactively.

The methodology implementation provides to application developers a suite of
monitors to observe the most common metrics of interest, such as throughput or
performance events using PAPI [26]. The customization of a monitor to observe an
application-specific EFP, such as the accuracy, is straightforward.

7.3.4 Runtime Application-Knowledge Learner

The mARGOt flexibility enables the possibility to change the application knowl-
edge at runtime. Therefore, it is possible to learn the application knowledge directly
at runtime, during the production phase. Although this approach is platform inde-
pendent, it focuses on the High-Performance Computing Scenario. The idea is to
perform a distributed Design Space Exploration, leveraging the parallelism level of
the platform to lower the exploration time. In particular, when we spawn an appli-
cation, it notifies its existence to a central coordinator, along with information about
the exploration, such as the software-knobs domains, and the list of EFPs. Accord-
ing to a Design of Experiments, the central coordinator dispatches software-knobs
configuration to evaluate at each application instance, which provides as feed-back
telemetry information. Once the central coordinator collects the required observa-
tions, it uses learning techniques to derive the application-knowledge to broadcast
to the application instances.

Figure7.2 shows an overview of the central coordinator. In particular, it uses a
thread pool of application remote-handlers to interact with application local-handler
of the application instances. The communication uses the lightweight MQTT or
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Fig. 7.2 The proposed
approach to perform a
distributed on-line Design
Space Exploration, using a
dedicated server outside of
the computation node

MQTTs protocols, while we use the Cassandra database to store the required infor-
mation. The learning module leverages a well-known approach [27] to interpolate
application performance, implemented by the state-of-the-art R package [28].

7.4 Experimental Results

This section assesses the benefits of the proposed adaptation layer, by deploying the
mARGOt framework in three different case studies. Each case study highlights a
different characteristic of mARGOt.

7.4.1 Evaluation of the Reactive Adaptation

This experiment aims at assessing the benefits of the reactive adaptationmechanisms.
We focus on a Stereo-matching application deployed in a quad-core architecture
[29]. The application takes as input a pair of stereo images of the same scene and
it computes the disparity map as output. The algorithm exposes application-specific
software-knobs that define an accuracy-throughput trade-off. Moreover, it is possible
to change the number of software threads that the application can use to carry out
the computation.

We create the application-knowledge at design-time, evaluating each configura-
tion in isolation. In this experiment, we execute four instances of stereo-matching,
overlapping their execution: each application has an execution time of 200 s, and we
spawn them with a delay of 50 s between each other. The application designer would
like to maximize the accuracy of the elaboration, provided that the application must
sustain a throughput of 2 fps.

In this experimental setup, we compare two adaptation strategies. On one hand,
we consider as baseline the reaction policy that monitors the throughput of the



98 D. Gadioli

Fig. 7.3 Distribution of deadline misses with respect to the constraint on the throughput, according
to the distance from the target value (2 fps)

application and that reacts accordingly, since it is commonly used in literature. In
particular, if the monitors observe that the actual throughput of the application is
lower than the expected one, mARGOt will choose a configuration with an higher
expected throughput to compensate. On the other hand, we exploit the mARGOt
flexibility to consider also the CPU usage in the requirements. In particular, we define
a constraint on the available resource usage on top of the one on the throughput, to
limit the number of software threads according to the available resources. The value
of the constraint is continuously updated at runtime as follows:

CPUavailable = � − γ + πmeasured

where � is the maximum CPU quota available in the platform, γ is the monitored
CPU quota used by the system, and πmeasured is the monitored CPU quota assigned
to the application by the Operating System. The mARGOt capability to consider an
arbitrary number of EFPs enables this adaptation strategy.

From the experimental results, we can observe how the two strategies are capa-
ble to satisfy the application requirements on average. However, Fig. 7.3 shows the
distribution of the deadline misses for the two strategies. The baseline strategy relies
on the scheduler for a fair assignment of the CPU quota, therefore the contention on
the resources reduces the predictability of the throughput. Conversely, the mARGOt
approach avoids this contention by observing the CPU usage. However, we are not
able to guarantee a fair allocation of the CPU quota by using this approach.

7.4.2 Evaluation of the Proactive Adaptation

This experiment aims at assessing the benefits of the proactive adaptation mech-
anisms. We focus on a phase of a car navigation system: the probabilistic time-
dependent routing (PTDR) application [10]. It takes as input the starting time of the
travel and the speed profiles of all the segments that compose the target path. The
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Table 7.1 Number of independent route traversal simulations by varying the requested maximum
error and the statistical properties of interest

Approach Error (%) Simulations 50th
percentile

Simulations 75th
percentile

Simulations 95th
percentile

Baseline 3 1000 3000 3000

6 300 1000 1000

Adaptive 3 632 754 1131

6 153 186 283

speed profiles of a segment vary during the week, with a fifteen minutes granularity.
To estimate the arrival time distribution, the PTDR application uses a Monte Carlo
approach that simulates multiple times an independent route traversal. The output of
the application is a statistical property of the arrival time distribution such as the 50th
or 75th percentile. This application has been already optimized to leverage the target
HPC node [30], therefore it exposes as software-knob the number of route traversal
simulations.

The application designer would like to minimize the number of route traversal
simulations, given that the difference between the value computed with the selected
configuration and with 1M samples are below a given threshold. The threshold value
might vary according to the type of user that generates the request. In this experiment,
we consider 3% for premium users and 6% for free users.

To evaluate the benefits of the proactive adaptation, we compare two adaptation
strategies. On one hand, we fix the number of samples according to the worst path in
a representative input set [30]. We use this strategy as a baseline. On the other hand,
we use an adaptive strategy that extracts a feature from the actual input to select the
number of simulations according to the target path [10].

Table7.1 shows the experimental results of a large experimental campaign with
randomly selected pairs of Czech Republic routes and starting times. The adaptive
approach can significantly reduce the number of required simulations according to
the target statistical property and the maximum error level. Moreover, we modelled
the car navigation system with the simulation environment Java Modeling Tools to
measure the benefits of the adaptive strategy at the system level. With a load of 100k
requests every 2min, an error threshold of 6%, and assuming that we are interested
in the 95th percentile, the adaptive strategy can reduce the number of nodes by 26%.
These parameters estimate the requested generated by a Smart City with the size of
the Milan urban area.

7.4.3 Evaluation of the Runtime Learner

This experiment aims at evaluating the benefits of learning the application knowledge
at runtime. In the context of the early stages of the drug discovery process, we focus
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Fig. 7.4 Distribution of the
prediction error on the
time-to-solution, by varying
the target pocket

on a molecular docking application for virtual screening [31]. It takes as input two
information. On one hand, the docking site of the target molecule, named pocket. On
the other hand, a huge library of possible solutions, named ligands. The output of
the application is a small set of ligands which may have a strong interaction with the
target pocket, to forward to the later stages of the process. The application exposes
application-specific software-knobs that expose an accuracy-throughput trade-off.

Due to the complexity of estimating a ligand-pocket interaction, and due to the
embarrassingly parallel nature of the problem, this application is a perfect match for
HPC computation. In this scenario, the application designer would like to maximize
the quality of the elaboration, given an upper bound on the time-to-solution. The
relationship between the throughput and the software-knobs configuration depends
on the characteristic of the actual input, especially of the pocket. Therefore, in this
experiment we use mARGOt to learn at runtime such relationship, to be exploited in
the remainder of the production run.

Figure7.4 shows the distributions of the prediction error on the time-to-solution
with six pocket from the RCSB Protein Databank (PDB) [32]. We use a chemical
library with heterogeneous ligands [9]. For example, the number of their atoms range
from 28 to 153. Since the prediction error is limited (<10%), mARGOt is able to
improve the computation efficiency.

7.5 Conclusion

This chapter focuses on a methodology to enhance the target application with an
adaptation layer, based on the application-knowledge, that provides the most suitable
software-knobs configuration according to the application requirements.

We assessed the benefits of mARGOt in three case studies that belong to differ-
ent application domains. Experimental results show how it is possible to improve
drastically the computation efficiency by adapting reactively and proactively. More-
over, it is possible to learn the relationship between EFPs, software-knobs, and input
features using the input of the production run, identifying and seizing optimization
opportunities.
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