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Abstract 
Techniques for improving the performance of global adaptive quadrature on parallel pro
cessors are summarized. Examples using a modification of QUADPACK's QAG routine 
are provided. 
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1 INTRODUCTION 

Almost twenty years ago, the adaptive quadrature package QUADPAGK (Piessens et al., 
1983) was designed. For a weight function w(x) and integrand f(x), it approximates the 
finite range integral 

l w(x)f(x)dx. (1) 

QUADPAGK is the standby quadrature software in the NAG and IMSL numerical libraries 
and on netlib, and provides defaults in the symbolic packages Mathematica and Maple. For 
the case w(x) = 1, there is a routine which automatically detects the presence and power 
of endpoint singularities then uses a special extrapolation algorithm. Also, provided are 
routines for the special cases 

w(x) = xa(1- xl, a,{3 > -1; w(x) = cos(wx) (2) 

where the user supplies f(x) and both a and {3, or w. For users with limited knowledge 
of the properties of the integrand, a general-purpose, globally adaptive routine QAG is 
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provided which uses high-order Gauss-Kronrod formulas: Ei'=t Wi/(zi), Ei'=t ud(zi) + 
Ei~i v;f(y;), with interlaced points Zi, Yi E (a, b) and weights Wi, Ui, v; > 0. QAG's input 
is for (1) with w(z) = 1 but it also works well for both types in (2) posed in the form (1) 
with w(z) absorbed in f(z). So, it provides an appropriate default. 

2 IMPROVING EFFICIENCY 

When QUADPACK was designed, it was assumed that the dominant computational cost 
was evaluating f( z) and that there was a premium on memory. In reality evaluating f( z) 
is often inexpensive and memory is no longer an issue. In this light, we have modified QA G 
to be more efficient sequentially. The resulting algorithms also perform well in parallel, 
for cases where /( z) is not so expensive that the natural parallelism is in evaluating the 
integrands. 

In (Gladwell, 1987), one of us observed a significant efficiency improvement simply by 
reorganizing QAG so that all f(z) evaluations are made in one call, hence reducing over
head and permitting vectorization (and parallelization) of the evaluations. The ranking 
strategy is significantly improved if, at each stage in the adaptive algorithm, we identify 
all current subintervals where the integral and error must eventually be approximated, 
and compute all these approximant& then rank the error estimates simultaneously rather 
than repeatedly in pairs as in QAG. Sequential efficiency improves in cases when many 
subintervals are created in the adaptive strategy. Also, this change provides an improved 
parallel strategy (Napierala and Gladwell, 1995) especially when there are many similar 
sized error estimates; such as happens for oscillatory problems when [a, b] is long relative 
to the wavelength. On the oscillatory, truncated infinite range problem 

Ltooo cos( z2 + z) 
100. . tk 

o (2 + sm(z2 + z))2 
(3) 

the same number of f( z) evaluations are used as for QAG but overall the costs are about 
98% less, mainly due to reduced ranking, see the QAG,.,.u~ results in Figure 1. This is an 
extreme case but generally there is a significant improvement. 

To reduce costs further, in (Napierala and Gladwell, 1995) the authors replace ranking 
entirely using "bins" in a "level" algorithm to contain all intervals with error estimates of 
similar size then work on all the intervals in a bin simultaneously. This provides a power
ful general purpose algorithm which performs well on oscillatory problems. To replicate 
QUADPACK's functionality, but in one code rather than several, we include inexpensive 
code designed to detect the presence of endpoint singularities and to modify the adap
tive partitioning accordingly. This algorithm is designed for superior parallelism, and a 
superior sequential algorithm is a by-product, see the Q AG1eve~ results in Figure 1. Here 
the ranking costs are almost eliminated at the expense of a small increase in the number 
of f( z) evaluations. (FORTRAN 77 and Fortran 90 versions of this algorithm, QAGSNL 
and qagsing_level respectively, are available from netlib*. They implement the same level 

*http://vvv.netlib.org/ 



328 

CJ 
umnn 
ITIIllliiil 

Part IV Case Studies 

1172.00. 

11.44 I 

1.12. 

IIIIIIIIIIl 
QAG QAGnmul 

integrate - includeo integrand eval.uationo and error eotimation 

update + selection - includes rankin& 

subdivision of subintervals selected 

9.111 

0.8 I 0.62 I 

DDIDmmmn 
QAG1eve1 

Figure 1 21-point GK rule, on a 233 MHz DEC Alpha. 

strategy but use different storage mechanisms for the bins, linked lists in QAGSNL and 
arrays of pointers in qagsing_level.) 
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DISCUSSION 

Speaker : I. Gladwell 

T.L. Freeman : How many subintervals do the algorithms generate? 

I. Gladwell : On the problems we considered, lOOs to about 10,000 in the example in 
the text. 

E. Grosse : What is the availability of your implementation? 

I. Gladwell : This is a research code, available from the author. The long-term aim is 
to "publish" the code. Fortran 77 and 90 versions are almost ready for distribution. 


