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Abstract 
An approach to evaluation of minimization software developed from the principles of the 
performance profile is summarized. 

Keywords 
Mathematical software, optimization, performance evaluation 

1 SUMMARY 

In a paper delivered at Baden Austria in 1978, I described in some detail an approach to 
evaluation of minimization software that was developed from the principles of the perfor
mance profile. To my knowledge, this approach has not been seriously used. However, it 
is of interest in the context of this conference. So I am taking this opportunity to give a 
brief and simplified description of it. 

A test bed is chosen. This comprises an objective function, f(x), together with con
straints, a starting region R, and a measurement region M, which does not include the 
minimum Xmin· Indeed, in some test beds, the objective function need not have a mini
mum. 

To fix ideas, one might think of the starting region Rasa cube in which f(x) is large 
and Mas the region between two contours, h2 > f(x) > h1• 

A set of m runs of each software item is carried out using this test bed. Each run uses a 
different starting value :z;0 , chosen randomly in the region R. Statistics are collected only 
with respect to the behavior of the software when values of :z; encountered are within or 
near the measurement region M. 
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One cost component is simply v, the number of evaluations of f( x ). For each starting 
point, one defines v2 , the number of function values used by the software before it "enters" 
the region M, and v1 , the number before it "exits" this region. These definitions involve 
interpolation in v. 

The difference v12 = v1 - v2 is the contribution to v required by the software item to 
transverse the measurement region. 

Since we wish to evaluate only v12 for each starting point, the run may be aborted once 
the algorithm exits from the region M. In practice, it is convenient to use a cut-off Vtop· 

Once it appears that v2 > Vtop, the run is discarded and does not count. However, if, after 
entering M, more than Vtop function values are carried out without exiting M, the run is 
aborted and v12 taken to be infinite. Such a run is considered a failure and does count. 
After a moderate number m of runs of this nature have been carried out, one may plot a 
(statistical) cumulative distribution function 

1/Jm(Y) =[number of runs for which v12 < y]/[Total number of runs that count]. 

Clearly, this is monotonic nondecreasing and is contained in [0,1]. As m is increased, 1/Jm(Y) 
approaches a limit distribution, <I>(y ). 

It is possible to read off such a plot a median Yo.s or a quartile y0 ,25 , etc. (As is con
ventional, <I>(yo.s) = 0.5.) One may also read a "failure proportion". Those runs in which 
the software behaved eccentrically, perhaps "hanging up" within M or encountering an 
"exception", are represented on the plot by the circumstance that, for large y, <I>(y) does 
not attain 1 but becomes constant. The failure probability is simply 1 - <I>( oo ). 

The description above is in terms of a single cost attribute v. For sophisticated software 
there may be several cost components, such as the derivative evaluation count and the 
Hessian evaluation count. The procedure described above may be used to obtain several 
corresponding cumulative distribution functions. The information presented to the user 
is a set of cumulative distribution functions, one for each cost component thought to be 
of interest. 

One advantage of this approach is that the results relate exactly to what the user wants 
to know and expects. He finds that the outcome is not certain. If he is lucky, the cost will 
be less than the median, Yo.si if unlucky, it will be more; if very unlucky, it will fail. And 
how likely is a particular outcome? He is told. 

From the tester's point of view, the problem of how many runs m to carry out has a 
simple resolution. It depends on how accurately he wants to measure the median (or other 
sections of <I>(y )), and that accuracy can be assessed. In case of later contention, since Yo.s 
is a well-defined quantity (almost), it can be remeasured later. 

A major advantage of this approach was discovered only after 1978. Specifically, the 
results such as the median are stable under minor perturbation of the starting region or 
the objective function. This property is essential if the results are to be useful for a user 
whose problem is different in detail from the test bed problem. Individual results from 
battery tests are often unreproducible on other computer systems, since minute differences 
in the problem or its data (for example, in the starting value x 0 ) can result in completely 
different trajectories. 
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