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Abstract 
A database design methodology is presented in this paper which aims to improve the security of 
medical database systems. The proposed methodology is based on both the discretionary and the 
mandatory database security policies. It also supports tuple-level granularity that helps to reduce 
the complexity encountered when supporting field-level granularity and minimise the number of 
fragments encountered when supporting table-level granularity. An experimental implementation 
of the proposed methodology in a major Greek hospital is also presented. The implementation has 
proved the usefulness of the proposals as well as their effectiveness in limiting the unauthorised 
access to the medical database, without severely restricting the capabilities of the system. 
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1 INTRODUCTION 

Security is an important issue when dealing with medical information systems. Current thinking in 
information systems security is that the issues centre on confidentiality (information is only 
disclosed to those users who are authorised to have access to it), integrity (information is modified 
only by those users who have the right to do so), and availability (information and other IT 
resources can be accessed by authorised users when needed). Medical systems are 'risky' systems 
with respect to at least these issues (Pangalos, l994a; Mare!, 1988). Database security plays a 
significant role in the overall security of medical information systems. This is both because of the 
role and the nature of the database technology and its widespread use today (Pangalos, 1994a; 
1994b). 

An appropriate design methodology is necessary for the development of a secure database system 
to guide the steps of the development and to provide tools supporting the automatic execution of 
some steps. As already pointed in (Pangalos, 1994b; Pangalos, 1995), such a methodology should 
be multiphase in order to allow for incremental and differently detailed specification and 
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construction of the secure database system. The various phases of the methodology should also be 
supported by models able to represent the details necessary to each phase and to support the types 
of analysis about the system under design which pertain to each phase. Such a design methodology 
has been described in (Pangalos, 1995). It includes the following major steps: the feasibility and 
preliminary analysis phase, the conceptual design phase, the logical design phase and the physical 
design phase. A detailed description of these phases can also be found in (Pangalos, 1995). In this 
paper we will focus on a number of important problems encounter during the first two phases of 
the database design process. We will discuss first some issues related to security features in the 
preliminary design phase. Then we will study the reflection of these issues to the conceptual 
design phase. The subsequent logical and physical design phases are not discussed in this paper. A 
detailed description has already been published in (Pernul, 1994). Finally, details of an 
experimental implementation of the proposed design methodology in a major hospital are given. 

2 THE FEASIBILITY AND PRELIMINARY ANALYSIS PHASE 

It is the first step of the database design process (Pangalos, 1995). This phase should result in a 
priority list of concepts to be developed (Pangalos, 1994b; Pangalos, 1995). It should be decided 
for example whether multilevel security (MLS) is a proper choice for the specific application 
domain or not. The mission of the system should also be identified and the different and often 
conflicting information needs must be determined. This includes a careful analysis of what the 
potential threats against the security of the system are and what countermeasures are appropriate. 
The output of this step is a set of requirement specifications. Two important security requirements 
specifications that are considered in our model are as seen below the support of the tuple-level 
granularity and the support of both the mandatory and the discretionary database security policies. 

2.1 The granularity problem 

One major problem in the multilevel security world is how to assign access classes (labels of 
security) to the various data types stored in the database (Ting, 1988; Lunt, 1989; Fugini, 1988; 
Pernul, 1994, Pangalos, 1995). A critical issue in this area is the level of granularity assigned to 
the multilevel relation. The proposals so far have ranged from access classes assigned to relations, 
to individual tuples of a relation, or to individual data elements of the tuples in a relation. In the 
case of data element granularity, the complexity is significantly increased since it is necessary to 
assign an access class to every single data item type, and also during the handling of the database 
operations, especially in cases when polyinstantiation is encountered. Another problem is that data 
element level assignment is not usually sufficient, because in most cases the level of an 
aggregation of a data item is usually higher than the highest level of data, and this cannot be 
expressed in element level models. In the case of table level granularity, or fragment granularity 
as it is sometimes called (Pernul, 1992), the major problem encountered is the big number of 
fragments obtained as a result of the fragmentation processes (which aims to give a uniform level 
of security to all the data in a fragment). As an optimum solution, we will examine the tuple level 
granularity which has proved as seen below to reduce the complexity of the field granularity and 
minimise the number of fragments found in models supporting relation granularity. 
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2.1.1 The proposed level of granularity 

As an in-between solution between the field level and the relation level granularity, we have 
chosen to support granularity at the tuple-level, as described in section 3 below. For such a 
granularity to be expressive enough, a decomposition of the relations (as obtained after the 
conceptual relational database design) must be performed in a way that every sub-relation contains 
the primary key, and all the fields contained in a sub-relation are at the same security level. (It 
should be noted that the security criteria that influence the decomposition are context-based). In 
many cases however, after the decomposition process, some records in the table may be more 
sensitive than others. For this reason their level of sensitivity must be upgraded (with or without 
creating a cover story). Later on, for every user role, corresponding views are constructed 
containing the fields they are cleared to access. 

2.1.2 Comparison with other approaches 

The complexity problem which is encountered in the models that support field level granularity is 
satisfactorily addressed in our approach. This is because a unique security label is used to reflect 
the sensitivity of the primary key, the fields in the record and the tuple as a whole. Another 
advantage of the proposed decomposition, is that although the primary key must be repeated in all 
the sub-schemes of an initial schema, this approach would minimise the repetitions in the case 
when cover stories must be created for the same tuple to be accessed by different users. For 
example consider the following schema (tables 2,3,4) 

This approach also leads to significant savings in storage space. The user views can also be 
reconstituted from the sub-schemes depending on the corresponding user role needs. Another 
advantage is related to the fragment level classification. In existing methods the number of 
fragments is usually very big (the fragments are obtained from the initial tables by decomposition 
processes such as vertical, horizontal, and derived horizontal processes). In our model, only the 
first type of fragmentation is necessary. The other fragmentations are obtained directly by the 
definition of the view, that selects dynamically the tuples dominated by the user's clearance. A 
major advantage of this approach is that in most cases for the same user role different user levels 
are possible. For example, in the "nurse" user role, we have in many cases the normal type of 
nurses, and also some special nurses that have access to special cases, for example to the records of 
the YIP's or to patients' records for persons from the hospital staff, that the normal nurses are not 
entrusted to have access to. These two types of users belong to the same user role, but to different 
levels. A unique definition of the view is used to permit access to both of these users but, 
dynamically, the special nurses have access to the high level tuples, while the usual ones have 
access to the lower tuples. 

2.2 Selection of the database security policy 

Given the definition and general framework of medical database security given in section 1 above, 
we can regard a database as a channel in the sense of communication theory. Then a database 
security policy states: (i) which type of sub-channels between (groups of) users can be established, 
(ii) the requirements of the availability of certain facilities of the sub channels, and (iii) the 
requirements on the (partial) separation and non-inte1ference of sub channels (Pangalos, 1994a). 
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pat-num illness pharmac test-res status 
123 s c u u 
123 s s u u 
123 c c u u 
123 c s u u 

Table 1: multilevel security relation supporting field level granularity 

_])at-num illness pat-num. pharmac 
123 s 123 c 
123 u 123 s 

Table 2 Table 3 

status 
u 

Table 4 

Tables 2,3,4: Multilevel sub-relation supporting record level granularity 

Seen from this point of view, we can identify several major proposals for database security 
policies, for example: 
a. The mandatory (multilevel) security approach. The need for such a policy arises when a 
database system contains information with a variety of classifications and has some users which 
are not cleared for the highest classification of the information contained in the system. The 
Mandatory Access Control (MAC) is based on the following assumption (constructs): there are 
users, data items, and a lattice of security levels. The sensitivity label that describes the security 
level of the data is formed of two parts: the category and the sensitivity level of the information. 
The category of the information depends on the belonging of the data to a certain party. For 
example the medical record of a patient can be defined as belonging to a specified ward, so the 
access by a doctor working at another ward must be prohibited. The sensitivity level of the 
information depends only on the data without any consideration of the management procedures. 

b. The discretional (or commercial) security approach. It is designed to enforce a specific access 
control policy (DAC) and is based on the following assumption (constructs): there are users, (well 
formed) transactions, and (constraint) data items. The concept of the 'user role' has a special 
importance in this policy. A role is a set of actions and responsibilities associated with a particular 
organisational function. People in an organisation can play various roles which are functions that 
they carry out in the organisation. Every individual person can play one or more roles. The 
separation of roles and people playing them provides flexibility in binding people to roles and 
allows the people that play a role to change without affecting other activities that depend on their 
roles. The specification of access rights to data can thus be implemented independently of the 
specific individuals that may be associated within an organisation. 

pat-num pat-num 
390 390 
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c. The personal knowledge approach (Mare!, 1988). It was developed with an emphasis to favour 
support of privacy before any other design goal. It advocates to bind any knowledge (data) to some 
agents knowing it and subsequently map this perception of knowledge (data) onto appropriate 
programming concepts, for instance those of distributed systems. Technically it combines 
techniques of relational databases, object oriented programming and capability based information 
systems (Mare!, 1988; Furnell, 1994). It is based on the following concepts. There are users, 
encapsulated objects (persons) representing individual users and their personal knowledge, 
surrogates for persons (acquaintances) and roles and authorities to employee them. A user can 
access the system only via an object (person) representing him. 

d. The Adapted mandatory (AMAC) database security policy (Fugini, 1988). It belongs to the class 
of role-based security models which assume that each potential user of the system performs a 
certain role in the organisation. Based on their role users are authorised to execute specific 
database operations on a predefined set of data. The AMAC model covers access control issues 
and also includes a database design environment with main emphasis on the security of the 
resulting databases. The technique combines well known and accepted concepts from the field of 
data modelling and supports a specific design methodology (Pernul, 1992). 

e. The Clark and Wilson model. It was first summarised and compared to MAC in 1987. The 
authors argue that their model is based on concepts that are already well established in the pencil
and-paper office world. These are the notion of security subjects, (constraint) security objects, a 
set of well-formed transactions and the principle of the separation of duty. If we transfer these 
principles in the database and security environment we can interpret them as follows: The users of 
the system are restricted to execute only a certain set of transactions permitted to them and each 
transaction operates on an assigned set of data objects only. The Clark and Wilson model has 
gained significant attention in recent years. 

2.2.1 Limitations of existing policies 

The mandatory and discretional approaches are the most widely used ones today (Furnell, 199; 
Pernul, 1992). Both however have a number of limitations when used in medical environments 
(Furnell, 1994). In the mandatory (multilevel) security approach, for example, the variety and 
nature of social roles are not appropriately reflected by the lattice structure of (the usually used) 
security levels. Linearly ordered "military" authorisations are not expressive enough. The subset 
lattice of categories cannot deal with degrees of sensitivity, and the widespread Cartesian product 
of these lattices forces the granting of much higher clearances that are necessary to perform 
combined tasks. Furthermore it is difficult to express the sensitivity of relationships between data 
items and to adapt classifications if new tasks evolve (Furnell, 1994 ). Another limitation of the 
MAC mechanism is that it lacks the flexibility which is especially required by the medical 
deontology (Fugini, 1988). The needs of the medical community require an access control 
mechanism that is tailorable in terms of the type of access control. 

The discretional approach (DAC) also has a number of limitations. Unless restricted by application 
programs, discretional controls cannot enforce security' mechanisms for critical applications, as 
for example the healthcare applications. This limitation occurs because the burden of enforcing 
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the security policy of the organisation is in the hand of the users that have discretionary access to 
certain database components (a reason why systems supporting DAC are often subject to Trojan
Horse attacks (Pernul, 1992).Another problem is that access constraints are not tightly bound with 
the data. Thus a user who is allowed only read access to a data object in DAC would still be able 
to make a copy of that object and pass it on to some other user. In the above medical scenario, 
DAC would for example be unable to prevent a subject, acting on behalf of a consulting physician, 
from making copies of a patient's record which could subsequently be passed to another 
indi victuals. 

2.2.2 The proposed security policy 

None of the two main approaches alone is therefore sufficient by itself to solve all the problems 
concerning medical database security. A design methodology that aims to enhance the overall 
security of medical database systems by combining the advantages of both approaches has been 
proposed and described recently in the framework of the SEISMED program of the EU (Furnell, 
1994). From the DAC approach, we have chosen to support the need-to-know principle. From the 
MAC approach we have chosen to support the multilevel security model. Given the particular 
requirements of the hospital environment, write-down is also allowed (contrary to the Bell
Lapadula model). Cover stories are also used for confidentiality reasons where needed (Pangalos, 
l994a; Furnell, 1994; Pangalos, 1995). Every user, depending on his role in the application, is able 
to access a part of the information in the database. This part is the view corresponding to the user 
role in the application and his need-to-know requirements. Every user is assigned a level of 
clearance that is derived from the user role definition hierarchy (URDH) (Pernul, 1994; Pangalos, 
1995) as explained below. Depending on the view and the clearance the user is assigned, he will 
have the permission to access the database in the type of access that is defined depending on the 
DAC security policy (Pangalos, l994a). An experimental implementation of this methodology has 
also been carried out with success in a major Greek general hospital and is described briefly later. 
It is true that the support of both of the security policies gave an observable complexity to the 
application design but this was expected as the cost of the security assurance. 

3 THE CONCEPTUAL DESIGN PHASE 

Conceptual design includes the transformation of all individual user requirements into a single 
conceptualisation of the entire database called 'conceptual database schema' (Pangalos, 1994a; 
Pangalos, 1995). The Entity Relationship (ER) model is widely used today as a defacto standard 
for the conceptual design. In our methodology the Adapted Mandatory Access Control AMAC, an 
extension of the ER, is used for the representation of the security requirements (Pernul, 1992). 
Conceptual database design usually includes the following steps (Pangalos, 1994b; Fugini, 1988): 

l. Identification of the subject and objects that are security relevant and grouping of the 
subjects and objects by identifying analogous functions and roles in the organisation. 

2. Identification of the subjects, objects permitted access modes and the possible conditions on 
those modes. 

3. Study the propagation of privileges in the system due to grant/revocation. 
Since however in our methodology we have chosen to support multilevel database security, the 
third step is not necessary. This is because no propagation of privileges is allowed, as these are 
directly assigned to the user depending on his role in the application. 
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A methodology for the systematic decomposition of the first two steps is however necessary in 
order to apply a procedural methodology able to guide the security designer and to obtain a secure 
and consistent model. Such a methodology is briefly presented below which should help overcome 
several of the problems currently encountered. The methodology can be described in the following 
five steps and has been used successfully in the experimental implementation described in the next 
session. 

Step 1: Identification and classification of user roles 
The identification of the user roles within an application is the first step that must be 
accomplished. We have chosen to support the concept of user roles rather that of user subjects 
because it gives more flexibility to the application (Pangalos, 1994c; Ting, 1988; Pangalos, 
1995). Next, a classification process must be carried out in order to obtain the hierarchy structure 
of the various roles within the application. We have chosen to support for this purpose a User
Role Definition Hierarchy (URDH) based on the one proposed in (Ting, 1988). The (URDH) is 
used to characterise the different kinds of individuals (and groups) who all require different 
levels of access to the application. The responsibilities of the users are characterised for this 
purpose into three distinct levels of abstraction: user roles, user types and user classes. User roles 
allow the security designer to assign particular privileges to individual roles. User types 
characterise common responsibilities among related user roles. Finally the different user types 
can be grouped into one, or more user classes. A four step methodology for implementing such 
an URDH can be found in (Purnell, 1994) and (Ting, 1988). 

Step 2: Identification of objects 
The identification of the objects is then necessary. The objects in this case are the data that must 
be protected. Data is grouped for this purpose into data groups. Every data group reflects the use 
and the nature of the data in it. 

Mter completing this step, an initial design of the entity-relationship model can be performed 
which takes into consideration the structural part and the functioning (data flow) of the 
application. The result is a conceptualisation of the universe of discourse (UoD) (Purnell, 1994) 
which, until now, does not take into consideration the specific security requirements of the 
application. 

Step 3: Assignment of the basic security levels 
As a next step we take the output of the URDH process and the data groups as defined above and 
we begin a down-up assignment of security levels to each data type. The assignment of the 
security level depends on the need to know requirements of the users as represented in the 
URDH, and on the security policy requirements (the security policy must have been previously 
defined in the requirements analysis phase). In our methodology (see also the description of the 
experimental implementation below), we initially assign to every object (data type) a security 
level which is strictly greater than the clearance of the subject (that is one level greater). This is 
because as it is well known, a basic characteristic of mandatory/multilevel security is that if we 
assign a security level to an object greater than the clearance of a subject, that subject won't be 
able to get access to the object. Since we have chosen tuple level granularity, divisions of 
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relations to sub-relations may be necessary in order to keep certain fields unaccessed by some 
user roles. 

Step 4: Processing of security constraints 
After obtaining the initial security lattice, some further refinement may be necessary in order to 
satisfy the security constraints that have been defined during the requirements analysis. For this 
reason an upgrade of some relations, pr some tuples in a relation is performed. For every security 
constraint, a consistency and conflict management must be executed in order to preserve the 
consistency of the conceptual model. At the end of this process we obtain a security lattice that 
satisfies all the security constraints. A graphical representation of the conceptual data model, 
enhanced by the security semantics can be schematised. This extension is called the multilevel 
secure entity relationship model (Pernul, 1992). 

Step 5: Definition of permitted of access types 
Since we have chosen to support also a discretional access (DAC) policy, the permitted access 
types must be defined for all subjects. This definition depends on the need-to-know requirements 
of the subjects to the objects dominated by their clearance. A number of access tables are 
developed for this purpose, one for each type of user. An example of the process is given in 
section 4.5 below. 

4 THE EXPERIMENTAL IMPLEMENTATION 

The AHEPA University Hospital, which has been used as our test-bed, is a general hospital which 
is part of the Aristotelian University of Thessaloniki. The following figures describe briefly the 
hospital: 16 clinics including the reference and hospitalisation centre for AIDS patients from all 
Northern Greece; 40 laboratories; a radiological department including M.R.I., C.T., U.S., D.S.A, 
X-rays, etc.; a nuclear medicine department (SPECT, Gamma-Camera); 705 beds; 520 medical 
doctors including consultants; 762 nursing personnel; 466 personnel for financial and general 
support; 28,000 inpatients per year; 2,500 surgical procedures per year; 107,000 outpatients per 
year; 2,345,000 laboratory tests per year (1993). Details of this experimental implementation of 
the proposed design methodology in the AHEPA hospital have already been reported in (Pangalos, 
1994a; Pangalos, 1994b; Pangalos, 1995). In this section we will concentrate in the 
implementation of the conceptual design phase. 

4.1 Step 1: identification of the user roles 

Physicians and the other staff in a hospital department can have different responsibilities. A 
representative (Pangalos, 1994a; Furnell, 1994) hierarchy, which has been used for the 
identification of the need-to-know requirements of the various types of users in the experimental 
implementation (which is also representative for most Greek hospitals), is the following: 
Head doctor: He is responsible for the entire department. He is not personally involved in the 

everyday medical practice but he administers the medical practice of all the therapists in his 
department. 

Responsible doctors or therapists: They make diagnosis, admissions, and specify treatments 
during the normal working hours of the day. 
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On duty doctors: He is the doctor responsible outside the normal working hours of the day (e.g. 
during the night). During his duty time he has all the responsibilities that are normally given to 
the therapists. 

Head nurse: She has administration activities. These relate to the examination requests, 
pharmaceutical prescriptions, clinical treatments, operations workflow (e.g. waiting list for the 
surgical operations), etc.. She orders the treatments and special materials according to the 
therapist request and to the hospital rules. 

Nurses: They are responsible for providing the daily care to the patients. In our experimental 
implementation we have assumed that a nurse does not need to know any sensitive personal 
patient information (since by using the hospital id-number and the bed number of the patient 
she is able to perform her tasks). 

The paramedical staff: They collect specimens and perform different tasks which include body and 
blood tests, radiology tests and all the paramedical treatments ordered for a specified patient. 

The paramedical doctors: They are responsible for the laboratory tests, (especially those that 
require human intervention) and the evaluation of the results. In most of the cases (especially in 
complex radiological examinations like CAT or MRI) these doctors co-operate with the 
therapists for the defmition of the final diagnosis and the treatment plan. 

Registration staff: They are responsible for the collection of the administrative, social, personal 
and non personal, demographic and insurance information about the patient. The precise 
information that is needed by the financial office about the insurance coverage of the patient is 
included within their responsibilities. 

Financial staff: They are responsible for the update of the financial data, e.g. the calculation of 
the hospitalisation costs. They perform their tasks by using the internal hospitalisation number 
and the insurance information without having access to the identity and other personal data of 
the patient. 

4.2 Step 2: identification of the primary data sets 

A patient record is usually characterised by high complexity and heterogeneity in both the nature 
and the sensitivity levels of the different data sets included in it. Organising these data in a 
structured manner is however necessary for the development of the appropriate user views, which 
in turn is a necessary step for the design and implementation of a secure medical database system. 
The exact set of data groups obviously depends on the particular hospital system under study. 
Based on the experience obtained through the pilot implementation (Pangalos, 1994b; Pangalos, 
1994c) and the related research work, we can however identify the following typical set of basic 
data groups, which will be used to demonstrate the process: 
Administrative information: It includes information related to admission data, in-charge and out

charge information, patient follow-up guidelines, etc. 
Non-medical historical information: It includes some of the patient 'life-style' related information, 

like smoking habits, working environment details, etc. 
Social information: It includes information related to 'social data' concerning the patient, like 

religion, type of work, sexual life style, etc. 
Personal demographic information: It includes patient data like name, ID number, address and 

other types of information that may lead to the direct identification of the patient. 
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Non-personal demographic injornwtion: It includes demographic information about the patient 
that may be used for statistical purposes. This information could not lead to the identification of 
the patient. 

Insurance injornwtion: It includes all insurance related information. 
Diagnosis: It includes information related to symptoms and patient illness, as defined by the 

responsible physicians. 
Examination request: It refers to the doctor orders for specific laboratory tests, other examinations, 

etc. 
Examination result: It refers to the laboratory and radiological test results. 
Treatment Data: It refers to the data about the treatment given to the patient. It may be divided to 

the following categories: pharnwceutical, clinical, operational, radio therapy, physical therapy, 
diet and mental treatment. 

Use of special nwterials: It refers to some specific data like the ones related to heart operations, 
special materials, etc., that can lead to a direct conclusion of the patient illness. 

Billing injornwtion: It relates to all the billing oriented (financial) information of a patient. 

4.3 Steps 3 and 4: Construction of the security lattice 

During these steps, the integration of the security semantics in the conceptual model is carried out, 
based on the users' requirements. As was pointed in section 3, this is performed in two phases: the 
first is an initial assignment of security levels to users' roles and data groups. The second is an 
upgrade of the security level of some data groups in order to satisfy the related security 
constraints. The output of these two phases is shown in table 5. 

4.4 Step 5: Definition of the permitted actions 

The basic well defined actions in most DBMSs are Select', 'Insert', 'Update' and 'Delete'. In a 
medical database system environment however, deletion is usually prohibited in the sensitive 
components, for auditing and follow-up reasons (Pangalos, 1994a). In our experimental 
implementation we use a logical deletion procedure, instead of the physical updating and deleting. 
This procedure activates a flag that can have three states: 'Inserted', 'Cancelled' and 'Executed'. 
'Inserted' means that the action is under execution (is valid), 'Cancelled' means that the action is 
cancelled, or stopped and 'Executed' means that the action is performed. For example during the 
insertion of a laboratory test request this flag is turned to 'Inserted'. If the act is committed it will 
be turned to 'Executed', and in· the case that the doctor wishes to stop this test the flag will be 
turned to 'Cancelled'. This procedure is followed in the diagnosis field and all the other action 
fields (the fields that imply actions). The identity of the initiator of the action (Insert, Cancel, and 
Execute) is logged, for a possible investigation of the medical workflow (audit). Table 6 represents 
permitted access types of all the users to the data groups. 

4.5 The implementation 

Because of technical difficulties it has not been possible yet to implement our system on a trusted 
version of the DBMS (which would support directly the use of both mandatory (MAC) and 
discretional (DAC) database security policies). For this reason and in order to simulate (for 
research purposes) the way our model works, we implemented temporarily the sensitivity label 
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concept indirectly, as a special field in the record, using the ORACLE DBMS version 7, along 
with the existing data schema and system architecture. The system is implemented on a distributed 
database environment, UNIX-based servers and workstations, TCPIIP communication protocols 
and client/server applications. We have used the provided grouping features of the DBMS (Oracle 
7) to define the roles and the related individual users. In the runtime environment, the interface 
between a user and the application depends on: (i) the physical access to the terminal, (ii) the node, 
and (iii) the identification and the authorisation procedures supported by the O.S .. During 
execution the sensitivity level is passed as a dynamic parameter to transparently reduce the user 
view based on his task in the application, or his need-to-know requirements principle. 

The proposed database security policy described in section 3.2 above has been implemented. A 
security schema was developed for this purpose which has been based on the multilevel access 
control (MAC) policy model (table 5). This has been used for the representation of the user roles, 
the sensitivity clearances of each role and the corresponding data sets. This classification has been 
based on the decision of the security officer, according to the hospital and departmental security 
regulations. A special, additional column has been used for the internal representation of the 
sensitivity label of the data (since our DBMS does not support directly MAC). A number of 
interface applications (user views) have also been constructed, based on the discretional access 
control (DAC) policy. A number of access tables have been developed for this purpose, one for 
each type of user. A summary of the complete security schema (access policy) implemented is 
given in table 6. This schema is used for the representation of the views of the different user roles, 
and the modes in which these users are permitted to access the specific data groups. The schema is 
based on a strict appliance of the need-to-know principle. More information on the results of the 
experimental implementation in a real life hospital environment and the acceptance of the users 
can be found in (Pangalos, 1994b; Pangalos, 1994c; Pangalos, 1995). 

5 DISCUSSION 

Based on the experience from designing, implementing and using the above system in the 
testbed hospital the following remarks can be made: 
• No observable performance overheads have been noticed (Pangalos, 1995). This was to a 

significant extend the result of the correct indexing and database table clustering. Also the 
complexity of the applications has not affected the overall system performance (Pangalos, 1995), 
mainly because of the use of the Client/Server model. 

• Some additional physical design storage and programming overhead was required (as was 
expected), due to the extra columns used for sensitivity levels and the implementation of 
application and database triggers. These triggers are used to preserve the security 
countermeasures during the access of the data. 

• A source of several problems has been the fact that the Greek security legislation and the internal 
hospital regulations lack an exact definition of the users' duties and responsibilities in the overall 
system, in a feasible way to make more efficient the design of the security hierarchy. 

• Because of the limited flexibility of the information system (hard structured) some problems 
were encountered caused by the overlapping duties of the medical personnel and the 
unprogrammed changes of shifts between the working personnel. 

• There have been some problems on the information system acceptance by the end users. These 
were however mostly due to their ignorance of the security threats. This can be solved by 
organising special security and privacy oriented seminars. 
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Sensitivity I 
User roles clearance - levels Data sets 

Personal doctor 
Registration staff 5 Personal demographic 
On duty doctor 
Head doctor 
Statistical personell Non personal demograp 
Head nurse 4 Social inf. 
Paramedical doctor Non-medical historical 

Insurance 
Radio-therapy treatment 

Paramedical staff Physical-therapy treatm 
Billing staff 3 Diet 

Mental treatment 
Special materials 
Exam requests and resul 
Diagnosis 

Nurses 2 Pharmaceutical treatme 
Clinical treatment 
Operational treatment 

Others 1 Administrative inf. 

Table 5: The security schema developed according to the MAC access policy 

6 CONCLUSIONS 

A database design methodology has been presented in this paper which aims to improve the 
security of medical database systems. The proposed methodology is based on both the 
discretionary and the mandatory database security policies, in order to enhance medical database 
security by taking the advantages of both policies. It also supports tuple-level granularity that 
enables to reduce the complexity encountered when supporting field-level granularity and to 
minimise the number of fragments encountered when supporting the table-level granularity. An 
experimental implementation of the proposed methodology in a major Greek hospital has also 
been presented. The implementation has proved the usefulness of the proposals as well as their 
effectiveness in limiting the unauthorised access to the medical database, without severely 
restricting the capabilities of the system. 
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User- Head Tberapis On- Hea Nurs Param Param Regist Billin 
roles/ docto t duty d e e-dical e-dical ration g 

Data sets· r doctor docto nurs staff doctor staff staff 
access-modes r e 
Administrative s s s s s s s s,i,u s 

information 
(s,i,u) 

Non-medical s s s s s 
historic (s,i,u) 

Social info. (s,i,u) s s s ~i,u 
Personal s s s s,i,u 

demographic 
(s,i,u) 

Non personal s s s s,i,u 
demographic 

(s,i,u) 
Insurance s,i,u s 

information 
(s,i,u) 

Diagnosis (s,i,c) s s,i,c s,i,c s s s s s 
Examination s s,i,c s,i,c s s,e s,i,c,e s 

requests (s,i,c,e) 
Examination s s s s s s,i,c s 

results 
(s,i,c) 

Pharmaceutical s s,i,c s,i,c s,e s,e s s s 
treatment (s,i,c,e) 
Clinical treatment s s,i,c,e s,i,c,e s,e s,e s s 

(s,i,c,e) 
Operational s s,i,c,e s,i,c,e s s s s 

treatment (s,i,c,e) 
Radio-therapy s s,i,c s,i,c s s 

treatment (s,i,c,e) 
Physical therapy s s,i,c s,i,c s s 

(s,i,c,e) 
Diet (s,i,c,e) s s,i,c s,i,c s,e s,e s s s 

Mental treatment s s,i,c s,i,c s s 
(s,i,c,e) 

Use of special s s,i,c s,i,c s,e s 
materials (s,i,c,e) 

Table 6: The security schema developed according to the DAC access policy 
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