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ABSTRACT: We are constructing models of interactive problem solving, accounting for 
the general problem solving techniques people exploit in performing tasks with computers, 
the device-specific knowledge they need, and the sources of that knowledge. We present an 
approach that allows us to specify separately the behaviour of the computer system, the 
problem solving capabilities of the user, and the knowledge the user applies when using the 
system. This allows us to recognise design features that depend on the user keeping track of 
non-displayed aspects of the device state, as well as those the user can see. 

INTRODUCTION 

One way a design team can assess the usability of a 
proposed design is to construct representations of 
both user and device to understand how they are 
likely to interrelate. Any such representation will 
focus on certain aspects of the user and device; for 
example, Cognitive Task Analysis (Barnard and 
May, 1993) focuses on the allocation of cognitive 
resources, while Cognitive Complexity Theory 
(Kieras and Polson, 1985) is more concerned with 
the structures of user and device tasks. We are 
investigating models of interactive problem solving 
that include a representation of the device-specific 
knowledge people need, the sources of that 
knowledge, and the general problem solving 
techniques they apply in performing tasks with 
computers. Such a model can be run to yield 
predictions of possible user behaviour with the 
device. 

This work is in the tradition of Programmable User 
Models (PUMs: Young, Green and Simon, 1989). 
The PUMs approach involves the designer of an 
interface describing the device using an 'instruction 
language' (IL), which serves as a programming 
language to define a runnable model. The designer of 
an interface should gain insight into the usability of 
the interface both by going through the exercise of 

making the knowledge explicit, and by observing 
the behaviour of the running model. In this paper, 
we focus on the definition of the knowledge needed 
to generate a running model. 

The representations of the different agents in the 
interaction (users and computer systems) may be 
more or less clearly separated. Our original approach 
(Young, Green and Simon, 1989; Blandford and 
Young, 1993) made a minimal distinction between 
what the user knows about a device and the actual 
state of that device. While this approach was 
sufficient for many contexts, it failed to account for 
a range of phenomena that result from the interactive 
nature of computer systems. 

The user of an interactive system is frequently 
dependent on information from the display. This 
may be for various reasons -for example, that the 
effect of a command is not predictable to the user 
and can be determined only by looking at the 
resulting display, or that some effects of a command 
are of secondary importance and therefore not 
anticipated (Payne, 1991 ). In addition, there are 
many system designs that depend on the user track
ing information which is not immediately available 
on the display- for example, tracking the contents 
of a hidden buffer in a word processor, or remember
ing the name and location of a particular file. 
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We have now refined our approach to one in which 
the user maintains knowledge of the device state 
partly through information received from the device 
and partly through her ability to mentally keep track 
of the effects of predictable operations. This allows 
us to model interactions in which the effect of an 
operation is not predictable to the user, to model 
behaviours in which the user may fail to track 
predictable side-effects of operations, and to model 
those in which the device is designed so that the user 
can rely on the display for guidance about what to do 
next. If a design goal is to minimise the amount of 
information the user needs to keep in her head, then 
the modeller should minimise the assumptions 
about the user's device-specific know ledge, to 
establish the minimum the user needs to know to 
make the device usable, and to establish 'worst case' 
likely behaviours. 

SEPARATING USER AND DEVICE 
DESCRIPTIONS 

We separate the user and device simulations, as 
shown in figure 1. The user selects a device 
operation to apply (i.e. issues a device command), 
which causes the device state to be updated. Some of 
the changes to the device state are visible (or 
otherwise detectable by the user), and cause changes 
in the user's knowledge of the state of the device; 
other are not visible, and are only known to the user 
if she tracks the effects of the operation ("I copied 
that text to the hidden buffer, so I know it's in 
there."). 

USER DEVICE 

user selects 

Figure 1: simplified cycle of interactive behaviour 

We will illustrate the approach with the example of 
a text editor that has operations to scroll up and 
down through the document by a page at a time, 
with facilities to move the cursor, mark text, cut 
text to a hidden buffer, copy text to the same hidden 
buffer, and paste text from the hidden buffer into the 

text (at the current cursor location). This example 
has been chosen as being simple and familiar, and 
dealing with several of the issues we are addressing. 

DEVICE DESCRIPTION 

For the purposes of modelling the interaction, the 
device state is defined in terms of a set of relations 
between objects that hold in the current state. The 
device description then defines how the state changes 
as a consequence of events (where the only events 
we are considering so far are the user issuing 
commands to the device). The main component of 
the device description is a definition of all the 
operations that can be applied and their effects on the 
state of the device. In addition, there is a definition 
of which components of the device state are visible 
to the user. 

In providing a device description, we are not 
concerned with producing a full description of all 
aspects of the design of the device, but with 
providing a representation that has a direct mapping 
onto the user's "conceptual model" of the device, for 
the tasks under consideration. For example, if we are 
modelling a text editor manipulating a multiple page 
document, we need some representation of how text 
items appear and disappear from the display as the 
user scrolls through the document, but unless the 
details of this are a focus of the modelling, we do 
not need to model accurately the way words or lines 
move on or off the display as text is inserted or 
deleted. So, for example, the definition of the 
system operation to paste text states that a relation 
is added to the device state specifying that at the 
current cursor location there is a copy of the text in 
the hidden buffer, but it does not specify any other 
changes to what is visible. 

TASKS AND THE DESIGNER'S INTENDED 
PROCEDURE 

A 'task' is specified by pre- and post-conditions on 
states. For any task, we can identify a 'designer's 
intended procedure' (DIP) - a sequence of 
commands that takes the device from the initial to 
the desired state. The DIP can be 'run' on the device 
model to check that it is indeed an effective sequence 
of operations to perform the task, and it can be 
compared later with the performance of the running 
model of both user and device. 

For illustration, we will consider the particular 
scenario illustrated in Figure 2. The user has a 
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3-page document (of which the 2nd page is currently 
displayed) and wants to replace two pieces of text 
(which we will refer to as tx-2 and tx-3) by copies of 
a third (tx-1) - at locations as marked with boxes 
in Figure 2. 

burble burble p age 1 

something 
ITii]] burble ... 

something plip page 2 

Visible plop~ more 
text burble 
burble ... 

plink plank page 3 
[E]) a bit more 
1~-4 the end. 

Figure 2: JllustratJve scenario 

The definition of the initial state of the device 
consists simply of a list of relations that hold in 
that state. E.g.: 

(textat tx-1 1oc-1)(textat tx-2 1oc-2) 
(textat tx-3 1oc-3)(cursorat 1oc-4) 
(onpage 1oc-1 1)(onpage 1oc-2 2) 
(onpage 1oc-3 3)(onpage 1oc-4 3) 
(d-page 2) 

Similarly, the desired state is defined in terms of 
required changes to the state. E.g.: 

(textat tx-1 1oc-2)(textat tx-1 1oc-3) 
(not textat tx-2 1oc-2) 
(not textat tx-3 1oc-3) 

The desired state defines the user's "goals"; this state 
may never be reached, either because it is 
unreachable (or becomes unreachable through some 
user action - e.g. deleting all copies of some text 
that is still needed) or because the user believes that 
the desired state has been reached when in fact it has 
not. In either of these cases, the behaviour of the 
model should alert the designer to the potential 
problem, and yield some insight into possible 
design modifications to address it. 

For this task, we can construct a DIP that consists 
of scrolling up, locating the cursor at loc-I, marking 
tx-1 and copying it to the buffer, then scrolling 
down and pasting it at loc-2. Text tx-2 can then be 
cut. The new instance of tx-1 is then copied into the 
buffer again, before scrolling down to loc-3, pasting 
tx-1, and cutting tx-3 from there. 

This DIP has been tested, and achieves a state in 
which the desired conditions hold, so it can be 
compared with the behaviour of the modelled user as 
discussed below. 

THE USER'S PROBLEM SOLVING 
CAPABILITY 

The model of the user's problem solving capability 
is fixed, in the sense that the person developing a 
running model for usage of a particular device does 
not have to define or modify it. The problem 
solving mechanism can be summarised as follows: 
• the model adopts goals on the basis of known 
differences between the current and desired states. 
• if the goal state has been achieved then the model 
quits. 
• if there are goals but no commitments to actions, 
ways to address the goals are identified (using 
means-ends knowledge) and the model commits to 
one action. 
• if the action committed to can be done right now, 
then the model does it (this involves issuing a 
command, then noting visible and inferable changes 
to the device state). 
• if not, then the model sub-goals (i.e. it identifies 
another operation that will satisfy the pre-conditions 
of the action that has already been committed to). 

As currently implemented, the choice between 
alternative operations is left to the person running 
the model. Possible heuristics for making a 
selection include: 
• prefer an action that is relevant to achieving the 
current goal; 
• if several actions are relevant to current goals, 
prefer one that reduces a more important difference 
(Newell and Simon, 1972) between the current and 
desired states; 
• prefer an action that does not undo the effect of the 
previous action (e.g. continue scrolling in one 
direction through a document). 
• otherwise select arbitrarily. 

At some future point, we anticipate adding 
knowledge-based heuristics representing the 
modeller's view of how the user is intended to make 
such choices (e.g. based on the expected relative 
efficiency of alternatives). This issue (together with 
an appropriate expression of the knowledge needed) 
has not yet been explored. 

The problem solving mechanism is, in essence, a 
means-ends analysis (MEA) schema, with 
refinements that address issues of interactivity, and 
determine the knowledge a user exploits in selecting 
between alternative possible actions. 
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THE USER'S KNOWLEDGE 

The user's initial knowledge of the device and tasks 
is defined by the modeller. This knowledge can be 
divided into knowledge of the effects of operations 
and knowledge about the current state of the device 
(together with other 'world knowledge'). 

Knowledge of operations 
Operations may be internal - for example, the 
deliberation about which of several alternatives to 
select - or external, involving actions on the 
device. For the latter, the information encoded about 
each includes a definition of the pre-conditions (what 
must the user know to be true before the operation 
can be performed?), relevance information (what is 
the operation 'for'?) and tracked effects (defining 
what the user is assumed to track of the effect of the 
operation). 

To take an example, both cut-from-text and copy-to
buffer have the pre-condition that the text at the 
current location is marked; one is relevant to 
achieving a state where the text is absent, and the 
other is relevant to achieving a state where the text 
is in the hidden buffer. For the latter, the model can 
only make use of the effect if it is tracked: 

define cut-from-text: 
precond (markedtext tx lc) 
relevant (not textat tx lc) 

define copy-to-buffer 
precond (markedtext tx lc) 
relevant (hidden_buffer tx) 
tracked (update hidden_buffer tx) 

In these definitions, tx and lc are variables. It should 
be noted that in this example, following the 
heuristic that the user should be defined as knowing 
the minimum that is reasonable, she is not defined 
as knowing that the side-effect of cut-from-text is 
that the text is stored in the hidden buffer. This 
information can be added later and the model re-run 
to observe how this change affects the modelled 
user's reasoning and behaviour. 

Knowledge of preconditions and relevance is used for 
means-ends reasoning (but note that, unlike the 
original STRIPS-like operators (Fikes and Nilsson, 
1971) on which they are based, there is no 
assumption here that the operator will necessarily 
achieve the effect for which it is relevant). Tracked 
information is used for maintaining the user's 
knowledge of the state of the device as the model is 
running. Definitions about whether or not the user 
can obey instructions and how the user might 

achieve an effect 'by means of' another operation 
(e.g. finding a particular location 'by means of' 
scrolling around the document until it becomes 
visible) are also included. 

Knowledge of the state of the device 
Information that cannot be seen: The user 
model is initialised with knowledge the user needs 
but cannot get from the display. For example, in the 
text editor, if only loc-2 is initially visible on the 
screen it is important for the user's task to declare 
that the user knows tx-1 is at Joe-l and that tx-3 is 
at loc-3 (even if they cannot be seen). 

Knowledge from the display: The user also 
maintains knowledge of the state of the device by 
seeing what is on the display. The aspects of the 
state of the device that are available to the user in 
this way are those that are rendered (made visible on 
the display). Here, we assume that there is 
conformance (Duke and Harrison, 1994) between the 
displayed state and the task-relevant aspects of the 
underlying system state, and that the user can 
interpret information from the display correctly. 

Information that is tracked or inferred: As 
illustrated in the definition of the operation 'copy-to
buffer', it may be essential to the effectiveness of an 
operation that the user should be able to track 
information not available on the display. In the case 
of our text editor example, the user can only make 
use of information in the hidden buffer if she has 
tracked what is there. However, information is not 
always tracked effectively -e.g. if it is a side-effect 
of the operation. In the case of the text editor, the 
modelled user does not track the change in the 
contents of the hidden buffer when she cuts text 
from the document. 

In this case, the contents of the hidden buffer are 
're-assessed' if the user pastes text from the hidden 
buffer and the text appearing in the document is 
different to that expected. Because the effect of the 
operation is known, the user can use this as a further 
source of knowledge to gather information about the 
state of the device ("if that's what appeared, that 
must be what's in the buffer"). 

RUNNING A MODEL 

We will illustrate some of the issues we are 
addressing by 'talking through' a trace of a run with 
the implemented model. 
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If the initial device state is as shown above (Figure 
2) then the corresponding initial user-state is as 
follows. Some of this knowledge is obtained from 
the display, and some from the definition (by the 
modeller) that the user knows it: 

(textat tx-2 loc-2)(is-visible loc-2) 
(textat tx-1 loc-l)(textat tx-3 loc-3) 

The user model starts by adopting goals to remove 
the four differences between the initial and desired 
device states (that tx I should be at loc-2 and loc-3, 
and that tx-2 and tx-3 should be removed), and 
identifies actions that are relevant to removing any 
one of them. Each of these choices is presented as an 
action and then the goal that the action addresses: 

the choice is: 
pastetext (textat tx-1 loc-3) 
cut-from-text (not textat tx-3 loc-3) 
pastetext (textat tx-1 1oc-2) 
cut-from-text (not textat tx-2 loc-2) 

Given this choice, the modeller (the person running 
the model) selects pastetext to achieve the goal 
(textat tx-1 loc-2). This selection is 'arbitrary' in the 
sense that there are no clear criteria on which one 
would expect the user to make such a selection, and 
the user might make different decisions at this point; 
this choice gives a 'space' of modelled possible 
behaviours. The action needed to get tx-1 at loc-2 
-pastetext - will not achieve this effect without 
satisfying the two pre-conditions - that tx-1 is in 
the buffer and that the cursor is at loc-2. The user 
model identifies actions to achieve each of these 
effects, so once the commitment to pastetext has 
been made, the problem solving proceeds: 

subgoaling 
the choice is: 

locateat loc-2 (cursorat loc-2) 
copy-to-buffer (hidden_buffer tx-1) 

The modeller selects an action, copy-to-buffer, to 
reduce the more important difference (Newell and 
Simon, 1972). The modelled user then subgoals 
several times until she has to make another selection 
-between scrolling up and scrolling down through 
the document to find the location of tx-1. 

Whether or not the user knows which way to scroll 
depends on how well she knows the layout of the 
document. For the purposes of modelling, we make 
minimal assumptions, and select simple heuristics 
such as: the user prefers to keep scrolling in the 
same direction unless the end of the document has 
been reached (in which case the direction obviously 
has to change). In this case, the choice entered from 
the keyboard is to scroll-up. It just so happens that 
this one scrolling operation is sufficient to bring tx-
1 at Joe-l into view, and a chain of actions identified 
through the subgoaling can be performed in 

succession, to scroll-up, locate the cursor at loc-1, 
mark text tx-1 and copy it to the buffer. 

The fact that this complete chain is executed without 
further deliberation is a consequence of the model's 
committing itself to an action once it is chosen. 

Once tx-1 is in the buffer, the user continues to 
subgoal, make selections and issue commands, until 
tx-1 has been pasted at loc-2. Only when there are 
no outstanding commitments to action does the 
modelled user review the differences between the 
current and target device states and adopt new goals 
on the basis of them. Assuming that the modelled 
user would prefer to address a difference that is 
currently visible, rather than one that is simply 
known about, the modeller manually selects cut
from-text to remove tx-2 from loc-2. The action of 
cutting text causes that text to be stored in the 
hidden buffer, but this is a side-effect of the action 
(whose purpose is to remove the text from the 
document) so, if we assume the user tracks only 
intended effects, it is not tracked. Without presenting 
the details of all the actions, when the user addresses 
the goal of pasting tx-1 at loc-3, she believes that 
the correct text is already in the hidden buffer, so she 
simply moves the cursor to location loc-3 and issues 
a pastetext. 

This is the point at which the user has to exploit 
another source of knowledge: that if the effect of an 
operation is known, then the perceived effect in a 
particular case can be used to infer something about 
the state the device must be in. This source of 
knowledge enables the user to recover from the error 
and continue to complete the task. 

For this example, we see that the only significant 
difference between the DIP outlined above and the 
modelled behaviour is that the user's failure to track 
the effects of a cut-from-text on the contents of the 
hidden buffer (as defined in the specification of what 
the user knows) causes it to make a recoverable 
error. In other cases, the differences can be much 
greater; this is one source of information to the 
designer about the usability of a device. 

DISCUSSION 

In this paper, we have summarised an approach to 
integrating means-ends reasoning and display-driven 
behaviour. Well established techniques such as MEA 
have been extended to allow the modelled user to 
perform in non-predictable situations, in which the 
effects of operations cannot necessarily be 
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anticipated, or may be anticipated incorrectly. The 
next step will be to extend this approach to other 
aspects of interactive problem solving such as 
heuristic selection between alternative possibilities. 

Although the focus of this work is on modelling the 
interactive problem solving behaviour of the user, it 
depends also on the development of a system model. 
The system model represents those aspects of the 
state of the device that have a direct mapping to the 
representation the user has for performing tasks with 
the device. To date, we have not addressed issues 
such as representing the knowledge needed for 
interacting with systems that may change without 
user actions. Neither have we extended the 
discussion beyond two agents, though our revised 
approach (dealing with system and user in a more 
symmetric way than was done before) is an obvious 
first step in this direction. 

The work reported here is prerequisite to setting the 
stage for being able to model the interactivity of 
device usage: the flexible interplay and balance 
between user and device in determining what action 
is taken next (Young, Howes & Whittington, 
1990). This interactivity pervades all aspects of a 
user's behaviour with a device. Most obviously, the 
display can provide guidance as to what interface 
action the user should take next. The guidance can 
range from the very direct, as when a bank A TM 
tells the user "Insert your card", to the more subtle, 
as when the menu headers at the top of a display 
provide the (suitably experienced) user with cues to 
the possible actions. It can also provide guidance as 
to what domain actions the user should consider. 
Examples include Payne's (1991) notion of 
unpredictable aspects of the device behaviour, so that 
the user has to take extra steps to achieve her 
immediate goal. We also discussed how the 
modelled user can interpret the appearance of 
unexpected text following a Paste to mean that the 
hidden buffer must contain different text to what she 
believed. Finally, the interactivity can influence 
what tasks the user decides to work on. For 
example, when scrolling through the text in pursuit 
of one goal - say, in order to locate a particular 
item of text to copy - the user might notice on the 
screen some other change that needs to be made, 
such as a word to be deleted, and might 
opportunistically do it there and then. These are the 
kind of highly interactive behaviours that our current 
modelling efforts are directed towards, and to which 
the development of separate user and device models 
as described in this paper contributes. 

ACKNOWLEDGEMENTS 
This work is funded by the Commission of the 
European Union under ESPRIT Basic Research 
Action 7040 (AMODEUS2). We are grateful to 
David Duke for constructive criticisms of a previous 
draft of this paper. 

REFERENCES 
Barnard, P. and May, J. (1993) Cognitive 
Modelling for User Requirements. In P. 
Byerley, P. Barnard and J. May (eds.) 
Computers, Communications and Usability: 
Design Issues, Research and Methods for 
Integrated Services. Elsevier. 

Blandford, A. E. and Young, R. M. (1993) 
Developing runnable user models: Separating 
the problem solving techniques from the 
domain knowledge. In J. Alty, D. Diaper & 
S. Guest (Eds.) People and Computers VIII, 
Proceedings ofHC/'93, Cambridge: 
Cambridge University Press. (p.l11-122) 

Duke, D. and Harrison, M. (1994) A theory 
of presentations. Formal Methods Europe. 
Springer-Verlag. 

Fikes, R. and Nilsson, N. (1971) STRIPS: A 
New Approach to the Application of 
Theorem Proving to Problem Solving. 
Artificial Intelligence , 2, 189-208. 

Kieras, D. and Polson, P. (1985) An 
approach to the formal analysis of user 
complexity. International Journal of Man
Machine Studies, 22, 365-394. 

Newell, A. and Simon, H. (1972) Human 
Problem Solving. Englewood Cliffs, NJ: 
Prentice Hall. 

Payne, S.J. (1991) Display-based action at 
the user interface. International Journal of 
Man-Machine Studies, 35, 275-289. 

Young, R. M., Green, T.R.G. & Simon, T. 
(1989) Programmable user models for 
predictive evaluation of interface designs. In 
K. Bice and C. Lewis (Eds.) Proceedings of 
CHI '89. New York: ACM. (p.l5-19) 

Young, R. M., Howes, A. & Whittington, J. 
(1990) A knowledge analysis of interactivity. 
D. Diaper, D. Gilmore, G. Cockton & B. 
Shackel (eds.) Human Computer Interaction: 
INTERACT'90, 115-120, Elsevier. 


