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Abstract: The QoS management for distributed interactive multimedia applications is 
currently mostly based on centralized approaches in which a single group 
server manages the QoS requirements for all participants. Group servers are 
simplier to handle, but they may become a weak point of the system due to 
server failures or performance bottlenecks. In order to avoid these problems 
and to better support the application in the endsystems a distributed QoS man
agement at the application level seems to be more appropriate. In the paper we 
present such a distributed QoS management. It has been designed and 
implemented for the multiparty video conferencing system Gcsv A. The basic 
idea of our approach consists in a decentralized calculation and assignment of 
the bandwidth quota for the speaker and listener whereby the receiving ca
pacity of the most powerful participant is taken as measure. Less powerful re
ceivers scale down the data rate of the incoming video streams by filtering ac
cording to their performance parameters. The consistency of the QoS data in 
the endsystems is ensured by means of a specialized group communication 
protocol which provides a reliable, atomic and ordered delivery service. 

1. MOTIVATION 

The increasing use of distributed interactive multimedia applications as 
joint editing or video conferencing for CSCW applications (Computer Sup
ported Cooperative Work) requires appropriate mechanisms for the man-
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agement and supervision of Quality of Service (QoS) requirements. Most 
existing video conferencing systems do not provide an extensive system 
support for the QoS and bandwidth management. In particular, they do not 
support the scaling of the video streams related to the number of conference 
participants and the performance of the used endsystems. The user is often 
forced to determine by "trial and error" an acceptable service quality on a 
best effort provision. 

In multiparty conference systems multimedia streams flow not only from 
one or a few selected sources to different receivers, but from each confer
ence participant to all others, i.e. each participane has to simultaneously pro
cess several arriving streams. In contrast to the compression of video 
streams, which is usually carried out in hardware, the decompression is im
plemented in software what considerably burdens the CPU2• The simultane
ous decompression of several video streams may lead to performance over
load in the endsystems. Therefore, the QoS management has to take into ac
count the performance capabilities of the endsystems. The negotiation of the 
QoS parameters in the traditional meaning [15] between all communication 
partners and the network for different streams becomes too complex. In ad
dition, it has to be repeated when changing the composition of the confer
ence or the network parameters. For that purpose, it seems to be more useful 
instead of applying a universal QoS framework to design special-purpose 
solutions for dedicated applications which exactly meet their requirements. 

In this paper we present an approach for a distributed QoS management 
for a multiparty multimedia conference system. The approach has been de
signed and implemented for the video conferencing system Gcsva (Group 
Communication and Scalability in Video conferencing over ATM). Gcsva [3] 
has been designed for supporting CSCW applications and for teleteaching, 
especially for teleseminars. It is aimed at small closed discussions groups. 
Gcsva is characterized by distributed organization principles. It runs directly 
over ATM. 

The remainder of the paper is structured as follows. In Section 2 we dis
cuss the requirements on the QoS management for multiparty video 
conferencing systems and give an overview of related work. Especially, we 
argue the need for a distributed management. Section 3 discusses the floor 
control principles used in Gcsva. Section 4 deals with dynamic scaling of 
video streams and describes the solution applied. Section 5 presents the dis
tributed QoS management approach of Gcsva. In Section 6 we describe how 
the QoS management has been implemented in Gcsva. We shortly describe 
the used group communication protocol GCP. Section 7 summarizes the re
sults and outlines further research steps. 

1 In the following, we use the tenn participant to name a host participating in the conference. 
2 Hardware decompression can mostly handle only one stream. 
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2. REQUIREMENTS ON THE QOS MANAGEMENT 
FOR MULTIPARTY CONFERENCING SYSTEMS 

Most existing conferencing systems scarcely support a flexible assign
ment of QoS parameters for different video and audio streams to control the 
bandwidth assignment. This is especially critical if the performance of the 
participants is very varying [13], [14]. It should be achieved that endsystems 
with varying performance parameters can handle multimedia streams with an 
acceptable service quality. They have to be protected against overload. Si
multaneously, the waste of network resources should be avoided. Therefore, 
the video conferencing systems should provide means to dynamically scale 
down the multimedia streams according to the performance possibilities of 
the participant's hosts and the network. 

In [9] it is proposed that the sources provide multimedia streams with 3 
different qualities for the parameters frame rate, colour space and pixel 
resolution. The receivers can select the appropriate quality in accordance to 
their desires and performance parameters. Such an approach is useful for on 
demand services or teleteaching in which usually one source sends to several 
receivers. In a conferencing system in which each sender has to accept and 
send in realtime several streams of different quality this can overload the 
network and the participants. 

A possible approach is the receiver-driven layered multicast described in 
[11]. Each source sends a stream consisting of different QoS levels. The re
ceivers select the channels they want to accept and determine thus the qual
ity of the received streams. In addition, the receivers can assign a weight to 
the senders [2]. These weights (priorities) are periodically announced. Thus 
more important sources (from the receiver point of view) can be distin
guished from less important ones. In accordance to their weights the sources 
can transmit the different levels of their video streams (signal layers) over 
different network channels. For this approach though, a specific video com
pression method is applied. 

In [6] a pure video conferencing system is presented which uses the so
called group channel concept. The group channel assigns a bandwidth quota 
to each participant whereby different quotas are defined for the speaker and 
the listeners. The total bandwidth for all video streams to be transmitted is 
chosen in a manner that the least performant host is not overloaded. Thus the 
receivers are protected against overload and network resources are saved. 
The shortage of this approach is that in case of very varying performance 
parameters of the participants the service quality is determined by the least 
powerful host. For powerful workstations, which are able to handle several 
videos with high quality, this is unsatisfactory. Here more flexible scalability 
approaches are required. 
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Another important design decision concerns the management scheme to 
be selected for the conferencing system. Most existing video conferencing 

use a centralized server for group and QoS management like the 
system in [6]. The server controls the whole conference. Usually, the partici
pant which initiates the conference takes over the server role. When it leaves 
the conference mostly terminates. Centralized solutions are easily to imple
ment because all management functions are concentrated in one system. This 
is especially true if sophisticated control algorithms are applied, e.g. for 
adapting the transferred video streams to the current performance situation 
(load) at the receiving endsystems. The main shortage of the centralized 
approach is a possible failure of the server which immediately terminates the 
conference. Furthermore, the server may become a performance bottleneck 
when many clients address to it simultaneously. Another problem is the 
passing over of the server function when the participant, which holds this 
function, leaves the conference, but a termination of the conference is not 
desired. To avoid these problems a distributed management approach seems 
to be more appropriate to us. A distributed approach is unavoidable when 
setting up video conferencing services over wide area networks as the inter
net. In [12] a distributed group management approach is also applied, but it 
does not include scaling mechanisms. 

3. FLOOR CONTROL 

In conferences there is usually only one speaker during a certain time 
slot. The other participants listen to its talk. The QoS management in Gcsva 
is based on this principle. It supposes that there exists always one defined 
speaker whose video and audio streams are handled with special care. This 
avoids large-scale methods for the speaker identification because the current 
speaker is constantly known. The assignment of the speaking right is regu
lated by means of a joint speaker queue. The head of the queue is the 
speaker. The other participants can shortly interrupt the speaker for questions 
or remarks. Their audio streams are merged with that of the speaker. This 
does not change, however, the speaker and any QoS parameters. The inter
rupt option can be switched off. There are other approaches to mimic the 
social behaviour in conferences as natural as possible [8]. In the current state 
of the development of Gcsva we do not consider any refined floor control 
mechanisms because we mainly focus on the elaboration of the distributed 
group and QoS management approach. This is planned for a later develop
mentphase. 

The speaker queue is shown at each participant's screen. The queue can 
be manipulated by the participant. For example, it can remove itself from the 
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queue at any time when the discussion makes its remark unneccessary. The 
consistency of the queue at each participant's screen is ensured by the dis
tributed group management (see below). 

Since the speaker has a distinguished role in this conference scenario the 
video stream of the current speaker is transmitted with a higher quality of 
service than those of the other participants (listeners). Its video stream has a 
larger bandwidth quota than the video streams of the listeners. At receiver 
site it is only filtered if all listener's streams have scaled down (see Section 
4.). Furthermore, the window size of the speaker is larger than that of the 
listeners (for which the same window size is used). The video streams of the 
listeners are handled with lower QoS on a best effort basis. These video 
streams are scaled down first at receiver site, if necessary up to a still image. 
The audio streams of all participants are transmitted with guaranteed QoS 
due to their low bandwidth requirement3• 

4. DYNAMIC SCALABILITY OF VIDEO STREAMS 

In a video conferencing system each participant receives video streams from 
all other participants. It has to decompress these streams before they are played 
out. The simultaneous decompression of several video streams can overload the 
endsystems. Scaling of video streams can reduce the decompression overhead. 
This can be done at distinct points whereby varying methods can be applied: the 
hierarchical, the sender-restricted and the receiver-restricted one. Hierarchi
cal scaling is carried out in the network nodes according to the requirements 
of the receivers at the end of the path. Since our system is supposed to di
rectly run over ATM this approach is not feasible. 

In the sender-restricted method the sender adjusts the video stream in 
such a manner that all participants including the less powerful ones can ac
cept the video stream. This method is applied for the group channel concept 
in [6]. The group channel defines one QoS level for the whole group limiting 
the total bandwidth of the conference to the performance of the slowest 
workstation of the group. The approach works well when the participants 
have nearly the same performance, but it considerably restricts the transmis
sion quality on powerful machines when hosts with very different perform
ance parameters are included in the conference. 

The receiver-restricted method assumes that the network bandwidth is 
not the bottleneck. The hosts may send with the highest possible perform
ance. The receivers scale them down depending on the number of incoming 

3 In our prototype implementation we only could realize best effort QoS because the used 
FORE devices does not support guaranteed QoS (see Section 7). 
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streams and their current load. The approach, however, depends on the com
pression method applied. The scaling may also overload less powerful hosts. 

In our approach we apply a combined scheme. The total bandwidth of the 
conference is related to that participant with the highest capacity. The band
width is split, as explained above, between all participants whereby the cur
rent speaker has a larger share. The participant's video streams are sent ac
cording to their quota on the total bandwidth. The video streams are adjusted 
by output filters if required. The receivers have to filter the streams depend
ing on their performance parameters. The speakers stream is played out with 
the highest possible quality of service, i.e. with a higher frame rate and with 
a higher pixel resolution. It is less filtered than the listener's video streams. 
In overload situations only a still image of the listeners may be shown. 

The number of video streams to decompress may change during the con
ference due to dynamic join and leave of participants. Therefore, the system 
has to dynamically adapt the filtering scheme. The total bandwidth and its 
splitting are renegotiated among the participants when a participant joins or 
leaves the conference. 

Figure 1 gives an example of a specific scaling situation. We suppose 
that participant c has the highest capacity. It is able to process 60 frames per 
second (F/s). This is the total bandwidth. The speaker (participant b) gets a 
quota of 20 Fls, and the other participants (including participant c) may send 
with 10 F/s. Participant a has to filter from 60 Fls to 40 F/s. It depends on 
participant a how these 40 Fls are shared between the single video streams. 
For example, the speaker may be played out with 20 Fls and the other 3 
participants get 6 F/s. Participant d shows only the speaker. For the other 
participants, it displays a still image. 

The applied scaling method depends on the scaling purpose and the ap
plied compression technique [7]. There are different possibilities such as 
temporal scaling, spatial scaling, frequency scaling, amplitude scaling, and 
colour space scaling. The objective of our scaling approach is to reduce the 
decompression effort and thus to decrease the calculation overhead at the 
receiver site of the video streams. Scaling methods which require large cal
culations are therefore not suitable. We use temporal and spatial scaling in 
the output filters (see Figure 3) for the scaling at sender site and only tempo
ral scaling in the input filters at receiver site. For temporal scaling, frame 
dropping filters are employed. The compression method used is CellB. We 
first implemented filters for MPEG I streams, but the achieved performance 
was too bad [5]. 
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Figure 1. Example of a scaling situation regarding only the frame rate4 

5. QOS MANAGEMENT 

In this section we describe how the QoS parameters are calculated to support 
the above introduced scaling scheme. In order to make the decision process as 
simple as possible only the QoS parameters frame rate and pixel resolution are 
taken into account. The following decision is applied to the relation between 
speaker and listeners. The video stream of the speaker is recorded and sent with 
a higher frame rate and a higher pixel resolution. The other participants send 
with lower frame rate and pixel resolution whereby it is currently supposed that 
these parameters are equal for all listeners. 

5.1 Calculation of the system parameters 

A conference in Gcsva is successively set up, i.e. new participants join 
one after the other the conference. With each new joining all participants 
including the new one exchange their QoS parameters (frame rate and pixel 
resolution) by means of a QoS-Request-packet. The QoS parameters are pro
vided by a monitor which observes the CPU load and derives the QoS val
ues. It is supposed that no other application is running on the host, i.e. that 
the participant uses the computer only for the video conference. 

Each participant indicates the quality in which it can receive the video 
stream of the speaker and the video streams of the other listeners. The num
ber of the participants is known to the QoS management. The QoS-Request
packet of each participant contains the following values 

4 The output filter are not shown. 
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QoS-Request 
QoSs 
QOSL 
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QoSs, QOSL 
(FRs,FSsJ 
(FRL,FSJ 

where FRs and FSs represent the desired frame rate and frame size (pixel 
resolution, pixel x pixel) for the video stream of the speaker. FRL is the de
sired frame rate of the video streams of the listeners and FSL the related pixel 
resolution. 

After exchanging the QoS-Request-packets the QoS parameters for the 
whole system are calculated. They are related to the most powerful partici
pant as explained in Section 4. Since frame rate and frame size can be differ
ent a measure must be found to compare the QoS requirements of the par
ticipants. 

During a video conference only images of the head-shoulder perspective 
of the talking persons are usually transferred. Unlike movies, for instance, 
there are only a few changes in successive frames. The influence of inter
frame coding on the transmission rate can be therefore neglected in the fol
lowing discussion. The transmission rate of the video streams is thus deter
mined by the frame rate and the pixel resolution. The dependencies are linear 
(see Figure 2). 

In order to express that the speaker possesses the highest priority we in
troduce weights. The speaker is assigned a double value compared to the 
listeners. All listeners possess the same weight. The sum of the weights of all 
participants is 1. Let n the number of participants and Wx the weight of par
ticipant x then 

2 Ws =--
n+l 

and 1 WL =--
n+l 

are the weights for the speaker and the listener. 
In the following we determine the value C which is taken as measure to 

compare the QoS requirements of the participants. The QoS requirement of 
participant i is 

C; = (Ws . FRs,; ·FSS,i)+(n-l),(WL ·FRL,i . FSL) 

If the local video stream is not shown then (n-2) has to be introduced in
stead of (n-l). 

The system QoS configuration QoS* related to sending is determined by 
the QoS requirement Ck of participant k for which the maximum Cmax of all 
Ci is calculated: 

Qos* = (QosS*,QOSL*) = ((QoSs, QOSJk I (Cmax = Ck = max (CJ, i = J{l)n, (lSkSh)) 

QoS* has to be recalculated if a new participant joins the conference or a 
participant leaves it. 

After changing the speaker the new speaker has to send with the new 
QoS parameters QoSs*, all other participants including the preceding speaker 
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with the listener's parameters QOSL *. All participants have to take this 
change into account when receiving the video streams. 
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Figure 2. Influence of frame rate and frame size on the bandwidth5 

5.2 Calculation of the local QoS parameters 

After receiving the valid system parameters QoS* = (QoSS*,QOSL *) 
((FRs*,FSs*), (FRL *,FSL *)) for the sending of the video streams each partici
pant has to determine for itself how it must filter the incoming video 
streams. The frame size of the arriving (already recorded) video stream can 
be only changed by a partial decompression. This requires an additional 
computing effort which should be avoided at receiver site. Therefore, we 
decided that all participants receive and handle the incoming video streams 
with the system frame sizes FSs* and FSL *, respectively. Thus scaling re
duces to adjusting the frame rates in the input filters. Let FRs,/ the frame rate 
of the video stream of the speaker which can be accepted by participant i 
then the reduction is calculated based on the linear dependency between 
frame rate and frame size (see Figure 1) by the following formula: 

+ FSS i 
FRS· =--' . FRS . 

,1 FS; ,1 

5 The measurements are carried out on a SparcStation 20 with the compression method CeUB. 
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The filter has to scale down the frame rate of the incoming speaker's stream 
from FRs* to FRs/. The same scaling principle is applied to the frame rate 
of the video streams of the listeners FRL/. 

These parameters have to be recalculated for each change of the compo
sition of the group or of the speaker, respectively. 

6. IMPLEMENTATION OF THE APPROACH 

6.1 Architecture of the GCSV A system 

The implementation of the presented approach requires a management 
component at each participant's host as well as a protocol support for their 
interaction. Figure 3 shows the architecture of the Gcsva at the participant's 
host. Because video and audio streams require a service which is very differ
ent from that needed for transmitting group communication data we divided 
the architecture in two parts: a data handling part and a signalling part. They 
are supported by two different protocols: the MCM-TP (Multicast Continu
ous Media Transport Protocol) for the transmission of the audio and video 
streams, and the GCP (Group Communication Protocol) for the group 
communication. Both protocols run directly over A TM Adaptation Layer 5 
(AALS) [10]. 

The data handling part comprises all tasks for handling the incoming and 
outgoing video and audio streams. This is done in the Video and Audio 
Manager. The video manager contains also the Output Filter to adjust the 
outgoing video streams according to the system configuration QoS*. The 
transmission of the audio and video data from one sender to the other par
ticipants is carried out by means of MCM-TP. It provides a connection ori
ented unreliable multicast service. The MCM-TP layer contains the Input 
Filter which scales down the incoming stream of the speaker from FRs* to 
FRs/ and those of the listeners from FRL * to FRL/, respectively. 

The signalling part is responsible for the group and QoS management. It 
consists of the QoS Manager, the Monitor, and the Group Management 
Module. The QoS Manager calculates the QoS parameters for the system 
configuration QoS*, and the local filtering parameters FRs/ and FRL/ as 
described above. The work of the QoS manager is supported by a monitor. 
The Monitor observes the current CPU load. It periodically sends this in
formation to the QoS manager for calculating the filter parameters. The re
calculation of the QoS parameters is triggered by the Group Management 
Module when the speaker changes, or a participant joins or leaves the con
ference. The QoS management at A TM level is organized as follows. The 
QoS parameters for the A TM connections are determined during connection 
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set up. They cannot be changed afterwards. A reservation of network re
sources for the transmission of the streams among all participants in best 
quality would waste network resources and cause higher cost. Since in 
Gcsva all participants do not always send with the highest possible quality 
only an average quality is required for the QoS parameters during connection 
set up at A TM level. 

Grapllleal U .. r I ... rface 

ATM AppUeatioo ProgrammIng Int .. raco 

-- - Control D... Audio .. d Video Oala 

Figure 3. Gcsva architecture at each participant's host 

The Group Management Modules supervise the state of the group. 
They exchange messages on the composition of the group (join and leave of 
participants) as well as messages for controlling the group (entering the 
speaker queue, removing from the speaker queue, exchange of QoS require
ments). The Group Management Modules are supposed to free users from 
any QoS management because users do not usually possess a deep knowl
edge ofQoS parameters and of the relation between them. 

For the communication among the Group Management Modules, the 
multicast protocol GCP was designed. It ensures the consistency of the QoS 
parameters and the group management information at participants' site. The 
GCP is the basis of our decentralized group management and described sepa
rately in the next subsection. 

6.2 The Group Communication Protocol (GCP) 

The GCP protocol was designed after carefully analysing and in part 
adapting ideas from existing multicast protocols and group communication 
approaches. In order to ensure the consistency of the group management data 
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in the Group Management Modules the supporting protocol has to fulfil the 
following requirements: 

reliability 
In contrast to the transmission of video data where some frames may be 
lost, distorted or discarded, the exchange of control data has to be reli
able. Messages may not be distorted, lost, or out of order. 

- atomicity 
A message must be either delivered to all participants or to none. 
ordered delivery 
If the order affects the results, messages of different senders have to be 
delivered to different receivers in the same order. Depending on the ap
plication, different levels of ordering may be required. 
dynamic join and leave 
Participants should be allowed to join and to leave the conference at any 
time. 
The GCP meets this requirements. It provides a reliable, atomic, and or

dered delivery service. 
To provide an ordered delivery GCP applies a token-based mechanism 

similar to [1]. All participants form a logical ring on which the token rotates. 
Only the tokenholder is allowed to send. All participants have to acknowl
edge the reception of these PDUs. Unacknowledged PDUs are retransmitted 
after timeout up to three times. The token is forwarded when all acknow
ledgements have been received. The reception of the token has to be ac
knowledged as well. If there are no messages to send the token is forwarded 
immediately. 

If there are any outstanding acknowledgements after a certain period of 
time, the so-called forced leave mechanism is triggered. It removes these 
participants from the group (i.e. they have to leave the conference). Thus it is 
guaranteed that atomicity is achieved because the remaining participants re
ceived the PDU. Token loss and duplication are handled in a similar way. 

Since only one messages exchange (data PDU delivery and related ac
knowledgements) takes place between sender and receivers, crossings and 
overtakings of messages between two token movements are impossible. All 
participants receive all messages in the same order. This ensures the totally 
ordered delivery. 

The rotating token mechanism further guarantees fairness between all 
participants. The shifting of the token even ifno data has to be transmitted 
supports the early detection of failures of the participants. 

A more detailed description of the design and of the features of GCP is 
given in [4]. 
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7. SUMMARY AND OUTLOOK 

In the paper we have presented a QoS management concept for distribut
edly organized video conferencing systems which supports a dynamic scal
ability of the video streams. It was designed and implemented for the 
multiparty conference system Gcsva. The distributed organization of a video 
conferencing system avoids the issues of centralized solutions such as server 
failure, performance bottlenecks and function handover. A distributed ap
proach requires a more ambitious design which causes an organizational 
overhead. Future multiparty conferences over wide area networks, especially 
the internet, will require a distributed management. We have presented an 
approach how the QoS parameters for the filtering of the video streams can 
be calculated and have shown how this is implemented in Gcsva. The kernel 
of the approach is the GCP which ensures the consistency of the distributed 
management data. 

The QoS management forms the basis for a dynamic scaling of the video 
streams depending on the number of participants, their performance, and 
their current load. The advantage of the proposed solution consists in the 
automatic adjustment of the QoS requirements without any interference of 
the users. By combining sender- and receiver-restricted scaling it is possible 
to adapt the QoS of the video streams to the requirements of the individual 
receivers. In a next research step a broader range of QoS parameters will be 
considered to make the QoS management more flexible. We will also inves
tigate possibilities to increase the users influence on the QoS management. 

A prototype implementation of Gcsva on four SUN workstations with 
different performance characteristics has been finished. The experimental 
ATM network consists of a switch ASX200WG (FORE systems) and ATM 
interface cards SBA200. Currently measurements for evaluating the per
formance behaviour of the system are prepared. 

In a joint project between the Hong Kong University of Science and 
Technology (HKUST) and our university we are currently developing the 
video conferencing system Octopus [16]. The Octopus approach aims at 
connecting local video conferences to a global video conferencing via wide 
area networks, e.g. the internet. It supports a dynamic adaption to workload 
changes to maintain smooth videos. The interactions between the local video 
conferencing systems are controlled by group coordinators which have to be 
introduced as interface in the local conferences. The group coordinators use 
for communication the GCP which is implemented over IP for this purpose. 
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