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Abstract: Workflow Management Systems (WfMS) are expanding from Intranets to 
Extranets. The automation of inter-organization processes requires interaction between 
heterogeneous distributed systems, and coordination becomes an issue. While traditional 
solutions are based on strong centralization, we pursue a completely distributed 
approach. 

In this paper, we propose a process decomposition technique for workflow processes. 
Starting from a generic workflow definition, we derive role-specific projections of the 
processes involved. Each projection is an autonomous process that embeds the (explicit) 
behaviour the original process assigned a specific role, and the (implicit) coordination 
logic for inter-role interaction. Projections can be distributed for execution on distinct 
process engines, and the network of projections reproduces the semantics of the original 
workflow process. The enactment environment for the projections is a lightweight 
infrastructure we implemented using Java RMI. 

Keywords: Distributed workflow, process coordination, role management 

1 INTRODUCTION 

Workflow Management Systems (WtMSs) represent a category of software tools 
specifically designed to support process automation within complex organizations 
[14]. Procurement, production control and expense claims are significant examples 
for the type of processes to which WtMSs apply. The resources involved range from 
automatic systems (like sensors, computers and telecommunication systems) to 
human beings. The distribution level for the resources ranges from small and 
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medium distances (different offices in the same building, different parts of a factory) 
to very big distances (offices in different countries) [7,9]. 

Communication is the base for cooperation, and the evolution of network 
technology is having a big impact on WtMSs [1,5]. Improved connectivity not only 
allows better execution for existing solutions. Processes are (re)engineered in order 
to take advantage of the opportunities offered by new technologies. Just-In-Time 
(JIT) procurement is a significant example. Process design blends procedural 
knowledge (on how to obtain a result) with operational knowledge on the 
infrastructure that will support the execution. By providing the designers with an 
abstraction of the execution infrastructure, WtMSs allow them to focus on the 
procedural aspects of the process [2,3]. 

In our work, we focus on inter-organization workflow management. Starting from 
a standard process definition language [14], we enrich it with some basic features 
oriented to cooperative environments [4]. We then propose a process decomposition 
technique that automatically generates role-specific projections for the cooperative 
process. Each projection embeds the (explicit) behaviour that the workflow process 
assigns to a specific role, and the (implicit) coordination logic for inter-role 
interaction. Each organization requires only the projections for the roles it plays in 
the cooperative process. 

Organizations usually have an internal WtMS (sometimes more than one) [22]. 
Therefore, the options for the enactment of the projections lay basically along two 
major lines: translation and bridging. Translating a projection into an internal process 
for each existingWtMS can improve efficiency, but it requires specific conversion 
tools for every possible WtMS. The alternative is to introduce a new basic WtMS in 
each organization, and executing the projections on it. The existing WtMSs inter
operate with the new one via a predefined interface (bridge). Balancing performance, 
generality and implementation complexity, we adopted the second alternative. The 
bridging interface is modeled on a workspace metaphor. The projection enactment 
environment is a lightweight infrastructure entirely implemented using Java. 

This work is part of a project called RABBIT (Research on Advanced Business
to-Business Information Technology) on which the author worked for the past two 
years. We first present the cooperation metaphor (workspace) and the process 
definition language (PDL) used in RABBIT. The description of the projection 
algorithm and its integration in the overall system represent the central part of the 
paper. We then present a brief overview on related works, and our conclusions. 

2 THE WORKSPACE METAPHOR 

Workflow processes tend to be quite simple, in terms of both process and data flow: 
the focus is on precision. Data units are files or very simple data structures based on 
strings and integers. The process flow is shaped on the evaluation of simple 
conditions, like the termination of a task or the test of a value against a given 
threshold. Workflow processes have strong implications on the economy of an 
organization, and their technical simplicity reflects the needs of reliability and 
clarity. Process designers usually have administrative, managerial or technical (non
IT) expertise. They have to concentrate on the actual needs of the organization (also 
referred to as business logic), not on technology. If a metaphor is used, it has to be 
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close to the way a process designer perceives the organization. There is no space for 
ambiguity, and all the assumption made in the model have to be clear and acceptable 
to the designer. 

The standard metaphor for WfMSs is the work-list, which is a legacy from the 
first (paper based) implementations of workflow management concepts. A step in the 
workflow results in the posting of a folder (containing data and instructions) in the 
"in-tray" of the resource(s) in charge of the processing of the data. A work-list can 
be imagined as a stack of folders, and the high-level behaviour of a resource is to 
process the content of the folders in the associated stack(s). The result goes in the 
"out-tray", and it is automatically sent to the resource(s) in charge of the next step. 
The definition of a process consists in the specification of the content of the folders, 
and the path they follow. Blackboard metaphor is on the same line. The difference is 
that blackboards now replace the trays, and all the folders are pinned to the 
blackboard. On the cover of the folder there are the indications on who should 
process the content [11]. 

Peculiar aspects in inter-organization processes are security and autonomy. 
Cooperation implies that organizations share part of their resources and expertise, 
but it has to be done in a controlled way. The workspace metaphor we propose 
specifically addresses these issues. Each organization is associated with a data 
repository called workspace component, which represents the view the organization 
has of the cooperative activity. 

Objects are the result of an activity ("artifact" or "work item" [14]). In the object 
space, the organization places the artifacts it shares with its partners, and retrieves 
the artifacts they produced which are relevant for the execution of its internal tasks. 
The organization has immediate access only to the artifacts in its object space, but 
these are also the only resources potentially exposed to its partners. Each 
organization shares all and only the objects it agrees to release and under the 
circumstances defined in the cooperation process. At the same time each 
organization receives all and only the objects it is entitled (requested) to work on. 
Messages represent information on the state of either the system or the process. 
Tasks are atomic operations like the execution of an activity [14] or the manipulation 
(insert, withdraw, process) of artifacts and messages. Task space and message space 
are managed in a way similar to the object space. The global workspace is the union 
of all the workspace components. 

The links between our model and the work-list model derive mainly from the fact 
that each organization has a private logical space for information exchange. From the 
blackboard model we take the planar distribution of the items in that space. 
Especially for the tasks, the unstructured planar distribution emphasizes the 
parallelism and non-determinism in the execution sequence. During the execution of 
a process, the WfMS enforces the fact that all the tasks in the task space of an 
organization can be executed in any order and possibly in parallel. 

For messages and objects, it emphasizes their direct availability to whoever needs 
them in the organization. 
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3 PROCESS DEFINITION LANGUAGE 

The basic operations in a cooperative process are related to the exchange of artifacts, 
messages and services. The scope of the activities can be either limited to a single 
organization (task) or to more than one organization (service). 

Basic Operators: 
- message (role, [role], msg, note) 

- share (role, [role]. obj. note) 

- value (role. var. note) 

- task ([role]. tsk. note) 

- service (role. [role]. srv. obj. note) 

Process Definition: 

process name( [role] [var: T] ) { P } 

Process Invocation: 

start name( [val] ) 

Composition Operators: 
- PI; P2 

- (cond) [PI' .... Pn] 

-loop (cond) (P) 

Variables: 
- var name. note: type (definition) 

- name (use) 

Types: {msg: obj : tsk } 

Figure 1. Process Definition Language. 

Purpose of this section is to give a general understanding of the features provided 
by the process definition language (PDL) to the process designer. Languages like 
Hoare's CSP [13] and Milner's CCS [17] had a strong influence on our formalism, 
but we explicitly target the peculiarities of cooperative workflow. Starting from a 
standard PDL [14], the language was enriched with features specific to the modeling 
of cooperative environments. The resulting language (Figure 1) offers complete 
abstraction from the distribution problems. The designers can concentrate on the 
definition of the process as a whole, focusing only on the behaviour of the 
organizations. The actual semantics of the entire language has been formalized 
following an approach (operational style) similar to the C-FAM (concurrent 
functional abstract machine) [10]. 

The process designer acts like an independent coordinator. The organizations are 
modeled as macro-resources with very simple capabilities. An organization can share 
(share) data with its partners, as well as send them control information (message). A 
task defines aspects of the process of direct interest for an organization. Service 
exchange (service) enforces the central role of cooperation among the organizations. 
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An organization can also be required to provide the content (value) of process 
parameters. 

The management of the process flow is based on four basic options: sequence, 
loop, parallel and alternative paths. The sequence operator ";" indicates that all the 
tasks in the process PI need to be completed before starting any task indicated in P2• 

The overall process (PI; P2) ends when P2 ends. The parallel composition operator 
allows multiple execution threads (sub-processes) within a process. The global 
process < PI :: ... :: Pn> is completed when all the sub-processes Pi are completed. In 
the choice operator, one and only one process among the Pi is executed depending on 
the evaluation of the expression condo The evaluation of cond returns an integer 
value k in the range L.n, and only Pk is executed. The overall process is complete 
when Pk is completed. The loop operator allows cycles in the process flow. The basic 
idea is to re-execute P until the guard condition becomes false. 

Each module (process) represents a process in which some of the values are left 
unbound. In particular, we use the concept of role [20]. A role may be considered as 
an identifier for one ore more organizations. It will be bound to an actual set of 
organizations at execution-time. Other parameters can be messages (msg), objects 
(obj) or tasks (tsk). Simple and mutual recursion is allowed, while nested definitions 
are forbidden at the moment. 

4 PROCESS DECOMPOSITION 

A cooperative workflow process involves different entities we generically refer to as 
organizations. Autonomy and independence are basic characteristics of a real-world 
organization, and they should reflect on the way processes are designed and 
managed. Different organizations require different views on a process, different 
knowledge on the parties involved, and possibly different quality of service (QoS) 
from the enactment infrastructure. The identification of the roles involved in a 
process and the isolation of their expected behaviour is a major step towards the 
satisfaction of this kind of requirements. 

A role indicates an entity (or a group of entities), which can be associated with a 
specific set of actions (behaviour) in the process. In the process for the approval of a 
new research project, for example, we can think of funding organizations, proposal 
reviewers and the proposal initiators as some the roles involved. The process 
designer perceives the set of roles as a resource repository to organize into a global 
process. The single organizations perceive the process in terms of the roles they play 
in it, and the work deriving from these roles. The idea behind our work is to 
conciliate the needs of the designers with the expectations of the executors of the 
process. Global design, customized execution. 

The idea of defining a process and then assigning roles to organizations is 
common practice. The options for the enactment of the process range from complete 
centralization (one process on a single WtMS) to complete distribution (each 
organization creates an internal process, which runs on its own WtMS). The more 
the organizations are interested in autonomy and independence, the more the 
solutions shift towards the distributed option. The practical problem is that projecting 
a process on the various roles (organizations) involved is a complex task. A totally 
new layer of synchronization and flow management solutions needs to be introduced 
in order to preserve the semantics of the original process. 
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The purpose of our work is to provide automatic support for role management and 
process partitioning (projection). 

We first present the logical model of the enactment infrastructure for the 
projections. We then propose and discuss the process decomposition algorithm. A 
description of how the projection generator and enactment environment have been 
implemented in the RABBIT system closes this section. 

4.1 Enactment Model 

The idea we propose for the projections is the one of fully-fledged processes, in 
which process logic blends with coordination logic. The enactment environment is 
based on the workspace metaphor, and the existence of a basic communication layer 
is assumed. We also assume the existence of workflow engines (part of a WfMS in 
charge of the execution of a process) able to understand the process language P-PDL 
used for the projections (Figure 2). In order to keep the presentation of the model 
simple, we assume that each organization is associated with a distinct workspace 
component and a distinct process engine. Different configurations can be derived 
from this basic model, and the impact on the actual infrastructure is minimal. 

Workspace Management: 
{get: post: deleteL{msg: tsk: obj} ({msg: tsk: obj}, note) 

Process Flow Manaf:ement: 
- parallel (PI' ... , Pn) 

- sequence (nodeId, PI' P2, LI, L2) 

- choice (nodeId, role, cond, PI' ... , Pn) 

- ploop (nodeId, cond, P ) 

Inter-Workspace Communication: 
- move ( {msg: tsk: obj}, [role]) 

- share_var (var, val, [role]) 

Processes: 
- pcall (nodeld, name, [var: val]) 

- pdef (name, [var: T)) {P} 

(Invocation) 

(Definition) 

Variables: 
- geCvalue (var) 

- new_var (var, note, type) 

Figure 2. Projection-level process definition language (P-PDL). 

The projections related to all the roles an organization plays are executed on the 
same engine. The three major areas of activity for the engine (Figure 2) are: 
workspace management, process flow management and inter-organization 
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communication. The workspace is the interface between the engine and the 
organization. On the input side, the engine posts in the workspace the tasks to be 
performed, as well as objects and messages coming from other organizations. On the 
output side, the engine collects objects, messages and task description to be delivered 
to other organizations. The management of variables deals with the access to the 
internal state of a process instance. 

Inter-workspace communication actually maps to engine-to-engine (therefore 
organization-to-organization) interaction. Objects, tasks and messages that the 
engine collects from the workspace can be sent to other engines. The value of a 
variable can be sent to other engines in order to preserve the consistency in the state 
of the projections. If more than one organization is involved in a sub-process, they 
all need to keep a consistent view on its state. 

Managing the flow of the process is the core activity of the engine. Consistency 
between different organizations has to be maintained at each stage, and all the 
operations are performed in a transactional style. The field nodeld in the parameter 
list of the operators represents a unique identifier indicating the static position of the 
operation in the abstract-syntax tree [8] of the process. The engine combines the 
static information (nodeId) with execution-time information, and the result allows 
the unique identification of points in the execution tree [8] of the processes. All the 
engines can compute the unique identifiers independently, and they can use them as 
a common reference (e.g. for synchronization). 

The semantics of parallel in the P-PDL (Figure 2) is the same as in the PDL 
(Figure 1). The branches can be executed at the same time or in an interleaved way. 
The semantics of choice requires the organization to proceed with the execution of 
only one of the branches of the process, depending on the result of the evaluation of 
the condition (cond). The choice of the branch has to be consistent among all the 
organizations involved in any of the possible branches. This is an instance of the 
consensus problem [18], which we address imposing the election of an organization 
in charge of the decision. As the structure of the conditions to evaluate in a workflow 
process usually depends on the peculiarities of the problem, we do not impose any 
predefined structure on condo A specific organization (called evaluator) receives the 
evaluation of the condition as a task to perform, and the result is then distributed to 
the other organizations involved. The evaluator can be indicated explicitly in the 
condition itself. Otherwise there is a random selection among the organizations 
involved in the choice. The semantics for the loop (Ploop) is standard; the 
assumptions made for the condition (cond) in the choice operator still apply. The 
semantics of the sequence operator addresses the synchronization problems 
introduced by the existence of multiple process threads (projections). For the 
semantics of ";" in the PDL to be preserved, an organization needs to know the 
identity of the organizations involved in PI (list LI) and in P2 (list L2). The 
organization will wait until all the members of LI complete PI before starting P2. In 
the same way, the organization notifies all the members of L2 when it completes PI. 
Process definition (pdef) and invocation (pcall) have standard semantics. 

4.2 Process Decomposition Algorithm 

The process decomposition procedure has two basic components: role searching and 
projection generation. The assumption for the roles is that they are organized in a 
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dependence hierarchy H. Based on H, the binary relation "derives" is provided. The 
properties required for this relation are reflectivity (-x derives x-), transitivity (-x 
derives y- and -y derives z- implies -x derides z-) and anti-symmetrical (-x derives y
implies that -y derives x- is false). The relation is defined together with the process. 
The role searching activity consists in the scanning of the process definitions in order 
to match the roles defined in H with the one used in the code for the sub-processes. 
Additional information is collected during that phase, which is used for the 
optimization of the projection procedure. 

The projection generation isolates the parts of the process that involves a specific 
role, and maps them into their P-PDL (Figure 2) equivalent. The projection 
algorithm is function P x( ): PDL ~ P-PDL. The recursive structure of the PDL allows 
a modular definition of Px( ). The formal specification of the entire algorithm would 
take more than the space allowed for the entire paper. We try anyway to capture its 
structures, and the concepts it is built upon. 

The basic idea is to consider the logical position of a role (its syntactic name) in 
the PDL source code. Given the characteristics of the PDL operators, it is always 
possible to identify the activity (in terms of workspace management and mutual 
synchronization) that an organization playing that role has to do in order to preserve 
the semantics of the cooperative process. A very simplified mapping for sharing 
operator, for example, could be: 

Px (share (roles, [role], obj, note) = geCobj (obj, note) if X = S 
posCobj (obj, note) if X in [role] 
nil otherwise 

The engine which executes the projection for the organization playing the role S, 
(sender) it places a request for the object in the workspace of the organization. The 
engines supporting the organizations associated to the roles in the list [role], they 
post the object in the object space of the organizations in order for them to collect it. 
The organizations associated to other roles do not have any notion of this exchange. 

The actual mapping for share operator is slightly more complex, as we need also 
to instruct the engines to move the object from one to the others as well as deleting 
the object from the workspace when no longer required. The mapping for choice 
operator of the PDL can be as follows: 

Px «cond) [Ph ... , PJ) = choice (nodeld, role, cond, [Px(Pl), ... , Px(Pn)]) 

Nodeld is the position of the operator in the static-syntax tree of the process. The 
role is the one of the evaluator, specified in the condition (cond) or selected 
randomly among the roles involved in the branches of the choice. We enforce a pull 
approach for the synchronization of the roles. The engine of the evaluator maintains 
the result of the evaluation of cond, and when the other engines need that result they 
ask for it. The condition may be in the body of loop, or there may be recursive 
function calls. Using the nodelds (present in all key operators of the P-PDL) and 
other run-time information, the engine builds a unique run-time identifier for the 
execution point to which the result of the evaluation refers to. This technique solves 
the ambiguity problems also when the same condition is evaluated on different 
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parallel branches of a process. The projection function is applied recursively to each 
branch of the choice operator. 

Specific functions have been defined in order for example to establish if a role 
actually uses a variable, therefore if needs to receive the updates on its value. The 
focus is in general on minimizing the synchronization activity, while preserving the 
semantics of the process. This problem is evident in the sequence operator. 
Optimizations on the composition of the list LI and L2 (Figure 2) of the organizations 
to be synchronized before moving from PI to P2, can have a big impact in terms of 
performance. The time scale in a workflow process is considerably bigger than 
normal distributed applications, but there are a lot of process instances going on at 
the same time. Static analysis on the program is a starting point, but execution-time 
solutions can make a big difference. 

4.3 Enactment Infrastructure in RABBIT 

Most of the ideas presented in this paper about the workspace metaphor and process 
decomposition are at the base of the distributed infrastructure of the RABBIT 
workflow management system. The PDL compiler and the distributed enactment 
infrastructure are the main components of the WtMS. The system has been entirely 
developed using the Java Platform1M, and in particular the Remote Method 
Invocation (RMI) package. 

The compiler works in two phases: role detection and projection generation. The 
compilation unit is the project, which is composed by a set of process definition 
files. During the first phase, the compiler performs a scan of the project in order to 
identify the roles involved in the process. In the second phase the projections of the 
entire project are generated and stored into files (one per role). The file contains the 
P-PDL source code for the workflow engines, plus control information that the 
engines use for initialization of the run-time process instance. 

The main components of the actual enactment infrastructure are the engines and 
the workspaces. Engine and workspace have been developed as two different 
applications, therefore they can be installed on different machines. The workspace 
can actually be installed as a single application or as three separate modules. The 
elements of the object space can be quite big (e.g. documents or pictures), and it 
might be useful to keep them separate from messages and task descriptions. In terms 
of security, the system supports replication for both the engines and the workspaces. 
The transactional features of the content update procedure guarantee the consistency 
between the copies. 

A single engine can host instances of the projections of more than one 
organization, and it can have connections with more than one workspace. If a single 
organization has more than one workspace, the data flow generated by different 
processes can be routed to different workspaces. 

5 ALTERNATIVE AND COMPLEMENTARY APPROACHES 

Process specification formalisms range from Petri Nets (SPADE) [2] and similar 
graphtal approaches, to imperative object oriented models (EPOS or SaCCA) [9]. 
The main categorization contrasts event based solutions like Process Wall [11] and, 
procedural based solutions like Exotica [1]. The cooperation paradigms range from 
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direct message exchange [15, 19] and its variations [1] to blackboard based solutions 
[11,21]. 

Process-centered environments [23] and workflow systems [14] are under 
pressure due to the explosion of Internet technology. Web enabled systems [16] are a 
first answer to the problem but more specific solutions [4,6] need to target network 
based environments. Different options are open for distributed inter-organization 
processes [7], and the right mix depends on environmental constraints. 
Interworkflow [13] for example, offers visual support for the manual definition of 
process projections and WfMS-specific translation. 

The importance of cooperation between heterogeneous distributed WfMSs has 
been recognized by international organizations like the WfMC (Workflow 
Management Coalition) and the IETF (Internet Engineering Task Force). Together, 
they are working on an open protocol (SWAP - Simple Workflow Access Protocol) 
for WfMS interoperability. While the Internet provides physical connectivity, SWAP 
will provide process-level connectivity. 

6 EXAMPLE 

In this section, we discuss the application of our approach to a project approval 
scenario involving different organizations. We refer to a very simple Project 
Approval process (Figure 3), and we focus on the generation and enactment of its 
projections. The process involves three roles: proposer, reviewer and sponsor (we do 
not discuss the Grant sub-process). 

(tpOrli-or appJ:OV&.l) ( 
- .tAlct. Gttlftt.U~poI'l..SOJ:. ptopo.acc:). dOeuacfil. ev41y.uOnI • 

.. ua~e H~or). (pto~ttl, re)~U'l1, uJeccon .. no~)] 

Figure 3. "Project Approval" Example. 
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The RABBIT compiler automatically detects the roles involved, and generates 
three projections. The sponsor, for example, receives the project proposal, then the 
project review, and only at this stage it starts the decision process. This is the 
enforcement of a "good practice" for the sponsor, but is also a guarantee for the 
proposer. The synchronization enforcing the semantics of the process is 
automatically and consistently deployed into all the projections. Projections can be 
enacted on different engines; therefore if one organization experiences temporary 
problems (and there are no process-related dependencies) the other organizations can 
carryon with their work. As an example, the computer hosting the projection of the 
proposer can be isolated from the network while the reviewer is sending its results. 
This doesn't prevent the sponsor from evaluating the sponsocapproval condition. 
Anyway, if the project is rejected the sponsor waits until the proposer can receive the 
appropriate notification before closing the process. 

Projections are used also for enhanced security management. If more than one 
projection is hosted on the same engine, the granularity of the security mechanisms 
(like ACL - Access Control Lists) can be considerably improved. As projections are 
based on roles instead of organizations, different organizations can play different 
roles in different instances of the process. The possibility to change the roles 
assigned to the organizations at run-time (dynamic roles) is under investigation. 

7 CONCLUSIONS 

In this paper we presented a decomposition technique for the automatic identification 
of the roles involved in a cooperative workflow process as well as the behaviour 
expected for these organizations responsible for these roles. Starting from a single 
cooperative process, we generate role-specific processes (projections). A projection 
embeds all the process logic for the specific role, plus inter-role synchronization 
logic. Projections are autonomous processes; therefore they can be distributed 
transparently. The interface'between a projection and the external world is shaped on 
a workspace metaphor (also described). The ideas presented in the paper 
implemented in RABBIT, a Java-based workflow management system we 
developed. 

In addition to process distribution, we see role separation as an enabler for quality 
of service (QoS) and security management. On the security side, each organization 
has a specific view of the cooperative process depending on the role(s) it plays. If an 
organization plays multiple roles, it can manage each of them in different ways. On 
the QoS side, the isolations of the roles can be used to provide differential services as 
well as fine-grain resource allocation. An extensive exploration of these possibilities 
represents the main development line for our work. 
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