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The increasing popularity of web systems has put stress on the importance of their 
security and, particularly, on the need for preserving the integrity of the information 
they hold. Information integrity has to be faced from the application point of view, 
where security models offer mechanisms to establish which kinds of manipulation 
activities are considered as improper for each meaningful information unit and each 
authorized user or user's role. In this paper, we present a security model aimed at 
helping designers in the specification of the security policy that will be applied to 
preserve information integrity within the domain of web-based applications. This 
model provides two security mechanisms: an access list, managed in a decentralised 
way, used to deny access to specific users; and a clearance function used to define 
the manipulation abilities of users for particular domains. 

1. INTRODUCTION 

The increasing popularity of web systems has put stress on the importance of their 
security and, particularly, on the need for preserving the integrity of the information 
they hold. Thousands of companies all over the world are trying to use their web 
sites as new markets without frontiers where they can sell and buy their 
merchandises at any time, for which they need to rely on the safety of their systems. 
Moreover, all kinds of organisations are using the web as a communication mean, 
both as an extranet and intranet, where they are putting a great bulk of information 
that should not be damaged by users, whether deliberately or not. Thus, information 
integrity has become a key requirement for most web sites and it has received a lot 
of attention from the communications point of view, where mechanisms such as 
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cryptographic and public-key algorithms are suggested to avoid information 
disclosure to the network intruders. 

However, defining what is understood by information integrity is not as easy as it 
could appear at first sight. Even though it is generally assumed that, as stated in the 
Orange Book [DTI, 1989], integrity is a key feature of security which has to do with 
information validity, several interpretations of this concept have arisen in the 
literature. Thus, the classical definition of integrity, as avoiding unauthorized update 
of information [Clark and Wilson, 1987], has evolved to the one provided by 
[Shandu and Jajodia, 1991] that replaces the qualifier "unauthorized" by "improper" 
on the bright assumption that authorized users can perform improper actions 
violating the integrity of the information. Moreover, paying attention to the different 
mechanisms devoted to safeguarding information integrity it can be concluded that 
the meaning and implications of "improper update" strongly depend on the 
abstraction level a security problem is being faced at. Indeed, we can found 
proposals ranging from high-level security policies like [Shandu, 1993], where 
integrity solutions are expressed using elements and operations very close to the 
user's view of the application, to low-level mechanisms, as the Authentication 
Header Protocol of 1Pv6 [Oppliger, 1998], which are focused on preserving the 
integrity of data packets during its transit through the network. These different 
perspectives represent complementary views of the same problem, which have to be 
combined into safe environments to provide effective integrity solutions. 

In this paper, we will focus on integrity problems concerning web applications from 
the application point of view, where security models are used to clearly establish the 
meaning of "improper update" within the application context. A security model 
provides developers with mechanisms to define which kind of manipulation 
activities are considered as improper for each meaningful information unit and each 
authorized user or user's role, that is, which is the security policy that will be applied 
to preserve information integrity. With this purpose, such models are based on 
elements (e.g. pages, contents and links) and operations (e.g. selection of links, 
modification of contents) that reflect the user's model of the web site, which are not 
the same than those used in the databases domain. 

In particular, we will present here a security model aimed at providing elements to 
specify multilevel security policies where users have a context-dependent security 
category. The rest of the paper is organised as follows. In Section 2, integrity issues 
concerning web-based applications and some related works are analysed as an 
introduction to the security model which is described in Section 3. Finally, section 4 
summarises the main conclusions drawn from the work described in the present 
paper. 



Definition of integrity policies for web-based applications 

2. INTEGRITY MODELS AND WEB-BASED 
APPLICATIONS 
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As stated in the previous section, integrity can be faced from different abstraction 
levels. In the highest one, which we have called application level, security models 
make possible to specify which actions will be considered safe within the 
application domain, depending on the involved elements and users. Such models use 
the components and services of the underlying technology to define security 
policies. For that reason, we will first introduce the elements of web applications to 
discuss after some existing security models for hypermedia which might be applied 
to web-based applications since the latter are just a particular implementation of 
hypermedia technology. 

2.1. The components of web-based applications 

Web-based applications are collections of pages that are organised using a hypertext 
structure by means of links. Each page contains two different kinds of information 
items: the contents which are delivered to the user (e.g., texts, images, scripts, etc.); 
and some properties which are used for presentation purposes (e.g. body attributes) 
or to provide additional information about the page (e.g. title or meta-data). While 
properties have only sense within the page context, contents have existence by 
themselves. For that reason, both pages and contents should be treated and stored as 
independent elements as suggested in several hypermedia models [Tompa, 1989; 
Stotts and Furuta, 1989; Halasz and Schwartz, 1990; Hardman et al., 1993; Dfaz et 
al., 1997]. This separation makes possible not only to reuse the same contents in 
different pages but also to define multilevel security policies where elements of 
different granularity (pages and contents) are used to offer different views of the 
same page to distinct kinds of users. Figure 1 illustrates these two benefits derived 
from the separation between contents and pages. In this example, two users (User 1 
and User 2) are accessing the same web page (pagel.html) but they have different 
privileges (User 2 can not retrieve Content 3) and, therefore, they have different 
views of the same document dinamically created by the application manager. A third 
user is browsing a distinct page (page2.html) which includes a shared content also 
presented inpagel.html (Content 2). 
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Figure 1. Separation between pages and contents in a web-based application 

Composition mechanisms gather the structural characteristics of web applications. 
For instance, frame-based pages are based on an aggregation relationship which 
defines the composite, that is the page where the <frameset> tag appears, as a 
collection of pages (each value of the SRC attribute in each <frame> tag). More 
complex composites can be represented if the generalisation relationship, where 
heritage mechanisms are involved, is supported by programs executed in the web 
server. Thus, pages can be simple pages or a composition of simple or composite 
pages. Moreover, the same composition mechanisms might be applied to the 
contents themselves as it is discussed in [Dfaz et al. 1999]. 

Other relevant component of any web-based application is the link utilised to 
navigate through related topics. A link is defined between two anchors: the source 
and the target. The beginning and end of the anchor tag (<a> and <Ia>, respectively) 
delimit the source of the link which is always embedded into a specific content of a 
page. The target is specified by means of the HREF attribute of the anchor tag. 

Web-based applications are mainly used in multi-user environments where different 
users should have distinct views of the same information and distinct manipulation 
abilities, depending on their needs or on the role they play. Indeed, users and groups 
represent a key component of most web applications. Both, groups and individuals, 
can require private spaces to develop their work, spaces that can not be accessed by 
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other users [Dfaz et al., 1997]. Thus, a web application can be seen as a basic 
hyperdocument (where hyperdocument refers to a fully connected hypertext), which 
contains common pages, and contents and a number of personalised 
hyperdocuments that constitute private spaces, only accessible by their owners, 
where users can either modify pages or contents of the basic hyperdocument to their 
own requirements or create new ones. In figure 2, it can be seen how each user can 
access different hyperdocuments depending on her abilities. Thus, User A, who is a 
member of Group 1, can access the basic hyperdocument, the personalisation of her 
group and her own private view; User B has not personalization capabilities but she 
can also work on the personalisation of her group, and user C, who has not 
personalisation privileges, can only access the basic hyperdocument. 

BASIC HYPERDOCUMENT 

Figure 2. Personalised views in a hyperdocument 

Contents, links and users, the same than pages, can have some properties which 
provide valuable information about them. For instance, a size can be specified for a 
content or a colour for a link. 

To sum up, web applications can be described in terms of five basic components: 
pages, contents, links, users and properties. However, any application is 
characterised not only by its components but also by the services it provides. Thus, 
the actions that users can carry out, some of which will affect to the components of 
the application, should be considered. The specific operations of web applications 
can be classified into three groups: 
• retrieval, that is accessing to the application components (mainly done through 

link selection); 
• edition, that includes the creation of new components or the modification and 

deletion of existing components; and 
• personalisation, that allows private views to be defined. 

Operations making use of communication protocols to transfer information from/to 
the user (e.g. sending an e-mail) are considered as external services managed by the 
web server and, consequently, they are not treated as part of the web application. 
Programs usually embedded into the web pages to increase their functionality, such 
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as scripts and applets, are considered as contents whose execution can provoke some 
retrieval, edition, personalisation or external operations. 

2.2. Security models for hypermedia systems 

During the design stage, the application requirements are translated into formal and 
unambiguous specifications which represent the different solutions adopted. In a 
multiuser system, security becomes a key requirement and, therefore, rules to 
guarantee a safe use of the system have to be specified by means of the appropriate 
security policies. 

As stated in [Dfaz et al., 1997], most hypermedia models do not deal with 
information security issues which are frequently considered as a responsibility 
concerning to the storage level [Nielsen, 1995]. In such cases, security solutions are 
expressed using "artificial" elements and services, such as database tuples and 
operations, that do not have a direct and natural translation into the components of a 
web application. When this level of artificiality is introduced, designers are 
compelled to lose the application context to specify their security requirements. 
Within this trend we find some reference hypermedia models like [Tompa, 1989], 
Amsterdam [Hardman et al, 1993], and Dexter-Groupware [Min et al., 1993]. 

However, designers need to rely on models providing elements to gather security 
requirements in terms of the application domain, since they make possible to define 
policies in an easy and consistent manner, that can be even discussed with the users. 
In this way, some hypermedia models propose discretionary mechanisms that allow 
the owner of the nodes and links restrict their access, but as stated by Merkl and 
Pernul [1994] discretionary access controls are not suitable for applications where 
security is of main concern, as it happens to be in most collaborative hypermedia 
applications. 

Other models support the definition of more strict mandatory policies, including the 
multilevel security model proposed by Thuraisingham [1995] which is based on a 
basic hypertext-oriented model whose security levels are defined on the basis of the 
typical privacy levels (unclassified, secret and top secret). Instead of using privacy 
levels concerned with confidentiality, what is needed is to define manipulation 
abilities related to integrity as in [Sammarati et al., 1996]. In this case, three 
authorisation levels are considered: browsing, to retrieve information; authoring, to 
modify objects; and usage, to include new objects into the nodes. These 
authorisations do not take into account an essential operation of hypermedia 
systems: the personalisation of the environment. Moreover, it implements a 
decentralised authorisation mechanisms where the user who creates a page is 
responsible for granting authorisations to other users. The responsibility of 
managing a security policy should be put at the user's side only when a few and not 
drastic attacks are expected [Merkl and Pernul, 1994], which is not the case of most 
web-based applications. 
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3. THE SECURITY MODEL 

In this section, we present a security model aimed at preserving information 
integrity within the context of web-based applications. Assuming the principles of 
classical information flow security policies [Bell and LaPadula, 1975; Denning, 
1976; Biba, 1977], the elements of web applications are classified by this model into 
subjects and/or objects. Denning's axioms [1976] are translated from an information 
flow point of view to an information manipulation perspective. Instead of using 
security categories to establish a can-flow relationship they are used to determine a 
can-perform relation between objects and subjects that also involves the actions to 
be executed. Moreover, users' clearances are context-dependent. Security policies 
are then specified by means of a number of subjects, objects, operations, security 
categories and a series of relationships (classification of objects and operations, 
confidentiality and clearance) and they are preserved through a transition function 
implemented in each service supported by the application. Before going deeply into 
the security model we will enunciate the integrity principles which have been 
deemed. 

3.1. Integrity principles underlying the model 

The security model for web-based applications is aimed at helping designers to 
formally specify a security policy where the rules that will be applied to manipulate 
the applications are stated. With this purpose, it adapts a general model of security 
for hypermedia systems [Dfaz et al., 1998] to the elements presented in the previous 
subsection. Four integrity principles are assumed in this model: 
a) Well-formed transactions, that is, users can only manipulate information 

through a number of restricted and controlled programs [Clark and Wilson, 
1987], that we call operations. Moreover, each operation includes a security 
check, called the transition function, which decides whether an operation is safe 
or not for a particular user depending on the involved objects and the kind of 
actions the operation has to perform. 

b) Least privilege, that means that operations have only those privileges they 
require to accomplish their objectives [Clark and Wilson, 1987] and users are 
granted the abilities they exactly need to do their work [Shandu y Jajodia, 
1991]. 

c) Authenticated users, which implies that only authorised users can perform 
operations [Shandu y Jajodia, 1991]. 

d) Delegation of authority [Shandu y Jajodia, 1991], which means that security 
management is not only centralised in a security manager, but some actions 
which are not too critical can be delegated to the author's side. In particular, the 
model includes a confidentiality mechanism controlled by the owners of the 
objects. 
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3.2. Description of the security model for web-based applications 

The model (see Table 1) is defined through operations, subjects, objects, security 
categories, a number of relationships and a transition function. 

THE SECURITY MODEL 
Operations Actions which can be performed on the 

Op={opi I i=l , .. , p peN} application 

Subjects Active entities which can execute 
S={si I i=l, .. , nne N} operations 

Objects Passive entities which undergo the 
O={Oj lj=l , .. , m meN} effects of the operations 

Security Categorie Finite lattice made up of security labels 
SC={sci I i= l , .. , 3} used to define the manipulation 

V SCi e Sc, SCi-1 k Ci activities that can be carried out in the 
application. Each category adds 
privileges for manipulating information 
to the previous one. 

Clas ification of operations Categorisation of the operations 
ro: Op SC according to the minimum security 

category required to perform them. 
Classification of objects Definition of the most permissive type 

o: of operation that can be done on an 
object of the application by a user with 
the adequate security clearance 

Confidentiality Formalisation of a confidentiality 

'If: 0 sn policy, where the subjects that can not 
access an object or domain are specified 
as an n-ACL. 

Clearance Assignment of a clearance to a subject 
oxs for a particular object or domain. If the 

subject is a user, its clearance is 
constrained according to the clearance 
of the group of users it belongs to, so 
that the most restrictive one prevails. 

Transition It controls that only operations that 

8: Op x oN x S N, Me N make the system move from one safe 
state to another safe state are performed. 

Table 1. Specification of the security model 

The different relationships of this model (classification of operations and objects, 
confidentiality and clearance) are used to define the security policy of their web 
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applications, whose accomplishment is controlled by the transition function 
implemented in each operation. These elements are thoroughly presented below. 

Operations 
Operations are those activities the user can carry out in the web application. This set 
includes all the retrieval, edition and personalisation operations which are performed 
on the components of the application. Programs embedded into web pages can give 
rise to these operations but they are not trated as operations themselves but as 
contents. 

Actions concerning the management of security issues (e.g. inclusion of users, 
assignment of categories and clearances) are not included in this group since they 
are not services of the application itself but of their management module. Such 
services should only be allowed to a special user or security manager, who can be 
implemented as a unique user or as a number of different users. Our 
recommendation is to keep the security manager within a very limited group of 
users, that should not include all the authors of the application. Web servers are 
permanently threatened by malicious users and in such high risk environments, 
security responsibilities should be carefully delegated. Thus, operations concerning 
the assignment of security categories of objects (l>) are not included in this set. 
Moreover, the unique operations concerning users that are in "Op" are those which 
do not compromise the application security, such as modifying the user properties 
(e.g. password or address). The rules that are applied to establish who can perform 
such operations are stated in the definition of the confidentiality and clearance 
relationships ('I' and c1> respectively). 

The set of operations does not include either those operations concerning external 
services (e.g. mail or ftp). Thus, selecting an internal link is a retrieval operation 
belonging to "Op" since it requires accessing an element of the application, whereas 
executing an ftp command is an external operation controlled by the involved server. 

Subjects 
The unique components of the application that are liable to be treated as active 
entities are users and programs embedded into the pages. Programs are considered 
as initiated by the user who activated the page and, therefore, the security constraints 
applied are those concerning the user. Thus, S is made up of the applications users, 
which can be grouped to gather a basic requirement of multiuser environments. 

Groups of users, which can include both users and groups, are utilised to represent 
roles. Thus in a programming course, we can find teachers and students as two 
different roles. Since users can belong to more than one group, when the application 
is implemented several choices can be offered, including the ability to decide 
whether to work as an individual user or as member of a particular group as 
suggested by [Lunt, 1992]. 
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Objects 
All the components of a web application could be considered as objects as far as 
operations to retrieve, edit or personalise them were supported. Even subjects can 
act as objects [Sandhu, 1993]. However, since objects have to be categorised and 
used to define the manipulation abilities of users it is needed to establish a 
reasonable granularity which do not make too bothersome the process of defining 
the security policy. 

According to subsection 2.1, six are the candidates to be objects: pages, contents, 
links, users, properties and operations, the latter already included in the model as a 
special component. For the reasons that are discussed below, only pages, contents 
and users are considered as objects. 

Pages and contents have existence and meaning by themselves and, consequently, 
they have to be included into this set. Composite pages and contents are defined 
using two abstractions: generalisation and aggregation [Garg, 1988]. This 
composition mechanism introduces the concept of domain of an object, that allows 
the hierarchical structure starting from an object to be referred to. A domain of an 
object o includes the object o itself, the domains of the objects o' aggregated by o 
and the domains of the objects o" generalised by o, that is: 
domain (o)= {o} u domain (o') u domain (o"), 

V'o', o": o'E aggregated(o) and o"E generalised(o) 

Links and anchors are components of the pages and contents they are embedded 
into, and, for that reason, they are not included in the set of objects. The same 
applies to properties which are too finer-grained to be treated as independent 
elements. Consequently, all these elements are managed according to the security 
rules concerning the elements they are tied to. For instance, an anchor (such as a 
hotword) is only shown to a user if she can retrieve the target of the link for which 
the anchor is the source. 

Users can execute operations but they can also receive their effect, so that they are 
considered as objects. However, a user is a quite special kind of object, as it will be 
explained below, since its manipulation is a high risk activity that should be 
carefully controlled to avoid improper and malicious modifications of the users 
information and clearances. 

Security Categories 
Within a web application three manipulation activities can be distinguished: the 
ability to retrieve information; the personalisation of elements and the edition of 
information. Three security categories are used to identify such manipulation 
abilities: Browsing, Personalising and Editing, respectively. These elements 
accomplish a partial order relation, bounded by Browsing and Editing, where each 
category adds privileges for manipulating information to the previous one. 
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Classijication of operations 
The operations included in the set Op have to be assigned a security category which 
represents the minimum security category required to perform them. To classify an 
operation it has to be decomposed into basic actions each one affecting only to one 
specific object. Then, the ability required for each basic action is analysed and the 
higher manipulation ability is chosen as the operation category. 

Classijication of objects 
Each page, content and user has to be a security category which represents 
the most permissive kind of operation that specific object can undergo. For instance, 
whithin a University web site its official name is a content which has a "browsing" 
category since nobody can modify it. In order to simplify this process of 
classification, security categories can be specified for domains, in such a way that 
they are applied to all the elements belonging to the domain. When a new object is 
created, it is assigned the highest security category to guarantee that subjects with 
the appropriate clearance will be able to manipulate them. 

Confidentiality 
This relationship among subjects and objects preserves confidentiality using an 
access matrix model [Graham and Denning, 1972] where negative authorizations are 
given. Thus, the subjects that can not access an object or domain are specified using 
a negative ACL or n-ACL. For instance, in a programming course the n-ACL of the 
marks page includes students who are not enrolled in the course. 
The n-ACL of a page or a content is managed by the subject who created the page or 
content or by the security manager. Subjects who are not included in the n-ACL are 
directly granted a "browsing" category. 

Clearance 
The clearance relationship implements a mandatory policy oriented towards 
preserving information integrity. The subject clearance depends on the role played in 
a given context as recommended in [Lange et al., 1992] and, consequently, every 
subject has a manipulation category for every page, content or domain. For instance, 
programming teachers can be granted an "editing" category for the programming 
courseware whereas they can have a "browsing" category for the notes of a course 
on literature. 

If the subject is a individual user, its clearance should be restricted according to the 
clearance of the group of users it belongs to, so that the most restrictive one will 
prevail. 

When a new object different from a user is created, the author is granted an "editing" 
category. If the object is a personalisation of a group, all the members of the group 
will use the personal view as if they had an "editing" category as far as they are not 
included in its n-ACL. Thus, personalised views are directly managed by their 
owners as private spaces. 
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Since users are also objects, the clearance of subjects to manipulate users is also 
specified. Only two users are assigned a clearance for each user: the user herself and 
the security manager. Both will be able to modify properties such as the user's 
password or address. However, as it was stated before, users will not be able to 
modify their own clearance, which is responsibility assigned to the security 
manager. Since such actions are not included in the set of operations (Op), users will 
not be able to execute them. 

The management of this relationship is done by the security manager, using 
processes which are not included in the set of operations. 

Transition 
The transition function is an internal process which has to be invoked in each 
operation included in the Op set. Moreover, since its objective is to ensure that only 
safe operations are performed, it has to be executed before any other action to decide 
whether to proceed or not. Thus, operations are treated as transactions which are 
only initiated once the transition process has determined that all actions satisfy the 
security policy of the application expressed by means of four previously presented 
relationships (classification of objects and operations, confidentiality and clearance). 
Three conditions have to be sequentially checked to decide if an operation () ( op, 

(o b o2····· oN), s) results in a safe state: 

• The operation category is not greater than the object category for each of the 
objects involved in the action; if so the second condition is checked. 

ro (op) s; 8(oi), 'Voi i=l, ... , N 

• The subject is not included in the n-ACL of the involved objects; if so, the third 
condition is checked. This condition is aimed at preventing information 
confidentiality. 

s \Jf(Oi), 'Voi i=l, ... , N 

• The operation category is not greater than the clearance of the subject. If so, the 
operation is allowed. The objective of this condition is to formalise a mandatory 
security policy constraining the manipulation abilities of users. 

ro (op) s; <j>(oi, s), 'Voi i=l, ... , N 

The first and third conditions are not redundant since they avoid inconsistencies, 
produced when the clearance assigned to a user for an object is greater than the 
security classification of the object itself, to be detected. 

4. CONCLUSIONS 

In this paper, we have presented a security model used to define security policies for 
web-based applications. With this purpose, the model provides two security 
mechanisms: a confidentiality function based on the principle of explicit denial of 
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authorizations that can be managed in a decentralised way to decide which users can 
not even retrieve particular pages or contents; and a clearance function, which 
constitutes a mandatory and centralised mechanism aimed at preserving information 
integrity using context-dependent clearances. The latter assigns manipulation 
abilities to the subjects for each object (page or content) and domain (hierarchical 
structure referring to a collection of pages or contents). 

Compared to similar works analysed in Section 2, the model here presented 
improves two relevant aspects: it takes into account the ability to create personal 
views as a basic operation of any hypermedia system; and it includes mechanisms to 
specify rules to guarantee not only information integrity but also confidentiality. 
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