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Abstract In this paper, we demonstrate the formal verification of a practical timed 
asynchronous circuit. The target circuit is obtained by abstracting the 
instruction cache subsystem of areal asynchronous processor, TITAC 
2. We also show several techniques to improve our verification method. 
The improved verifier could verify the target circuit in approximately 
15 minutes, using less than 20 MBytes of memory. 
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1. INTRODUCTION 
In order to avoid the various difficulties which arise in designing large 

synchronous circuits, such as clock skews, high power consumption, 
and so on, designing asynchronous circuits without any clock systems 
has been attracting notice. In fact, several research groups demon
strated that an entire microprocessor could be designed and fabricated 
in this manner[Martin et al. , 1989; Furber et al. , 1994; Furber et al. , 
1996; Nanya et al. , 1994; Takamura et al. , 1997]. One significant prob
lem that asynchronous circuit designers face is a lack of CAD systems. 
From a verification point of view, the cost of verifying asynchronous cir
cuits is considerably higher than that for synchronous circuits because 
each wire of asynchronous circuits has states, and as a result, the state 
spaces of asynchronous circuits are often very large. Furthermore, in re-
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cent asynchronous circuit design, designers have preferred to use timed 
circuits for implementing fast and compact circuits. This also makes ver
ification difficult, and prevents us from applying the latest verification 
techniques for untimed systems, such as symbolic model checking[Burch 
et al., 1992] or partial order reduction[Valmari, 1990; Katz and Peled, 
1990; Godefroid, 1990]. Thus, our recent interest has been in develop
ing efficient verification tools for timed asynchronous circuits. VINAS-P 
(VerIfier based on time petri Nets for timed Asynchronous Systems us
ing Partial order reduction) is our newest formal verification tool for 
timed asynchronous circuits using techniques proposed in [Yoneda and 
Ryu, 1999]. The main idea in these techniques is partial order reduction 
based on the timed version[Yoneda and Schlingloff, 1997] of the Stubborn 
set method[Valmari, 1990]. The most closely related work is probably 
the ATACS which was developed at the University of Utah[Belluomini 
and Myers, 1998], however, these two tools employ different treatments 
for the trade-off between efficiency and expressibility in specifications. 

The purpose of this paper is to demonstrate the verification of a 
practical-sized timed asynchronous circuit using VINAS-P. The target 
circuit is obtained from TITAC 2[Takamura et al., 1997]. TITAC 2 is 
areal 32-bit fully asynchronous processor which was developed at the 
University of Tokyo and the Tokyo Institute of Technology in 1997. It 
accepts almost all MIPS R2000 instructions, and contains half a million 
CMOS transistors. It was designed under the scalable-delay-insensitive 
(SDI) model, where its verification problem can be reduced to that of 
bounded delay circuits. Thus, it contains numerous subcircuits wh ich 
are suitable as benchmark circuits for timed asynchronous circuit verifi
cation. We focus on the instruction cache subsystem of TITAC 2 because 
it is one of the most complicated subsystems in TITAC 2, and verifying 
it formally is achallenging task. However, for the formal verification, 
32-bit data/address buses are too large to be handled. Therefore, we 
need to obtain an abstracted and simplified version of the subsystem in 
which many interesting properties can still be verified. This abstracted 
circuit contains approximately 200 gates, and its time Petri net model 
includes 1527 pI aces and 1697 transitions. The original VINAS-P could 
handle this circuit, but it was very slow. This was mainly due to the 
on-line analysis needed for the partial order reduction. This paper pro
poses some techniques to improve the performance of VINAS-P. The 
improved VINAS-P could finally verify the target circuit in about 15 
minutes, using less than 20 MBytes of memory. 

The rest of this paper is organized as follows. Seetion 2 shows the 
overview of the TITAC 2 instruction cache subsystem, the abstracted 
circuit, and its specification. In Section 3, after briefiy explaining the 
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verification method of VINAS-P, we propose several techniques for the 
improvement of VINAS-P, and show some experimental results. Finally, 
we summarize the discussion. 

2. TITAC 2 INSTRUCTION CACHE 

2.1 OVERVIEW 

Figure 1 shows the block diagram of the TITAC 2 instruction cache 
subsystem. 1 The cache memory contains 256line (or block) frames, and 
each line frame contains eight words. Thus, the size of the cache memory 
is 8KBytes (256 line frames x 8 words x 32 bits). The lines are direct
mapped and fetched in the early restart manner with the critical ward 
first[Hennessy and Patterson, 1996]. Thus, when a word with address 
adr is read and it is not in the cache memory, the line containing the word 
is fetched in the order [adr], [adr+1],··· ,[adr+n], [adr-m],···, [adr-l], 
where m = adr mod 8 and n = 7 - m. Furthermore, access for other 
words within the same line is responded to as soon as the words are 
fetched, while all access for words not in the line is suspended until the 
line fetch is completed, even if the access is on a hit (see Figure 2). 

A brief explanation of the operation of the instruction cache subsys
tem is as follows: 

Instruction _____________ -.... 

Address 

Tag Check 

RESET-

Main 
Memory 

Line Fetch Controller 

read write 

Main 
32 

Mem 
Ctrl 

Cache 
Memory 
Module 

.-----+----COMP 

select 
8 

32 Instruction 
Dataout 

Figure 1 Block diagram of the TITAC 2 instruction cache subsystem. 

1 All information regarding the original circuit of the TITAC 2 instruction cache subsystem 
and several figures are from the Bachelor's thesis of Makoto Ishikawa[Ishikawa, 1997]. 
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Figure 2 Early rest art with critical word first (line size = 4). 

1. Instruction Address adr is given, and Tag Check signal is activated. 

2. If a line which does not contain adr is being fetched, access is 
suspended until the line fetch is completed. 

3. I-Cache Controller starts both the tag check operation with adr[31: 
13] and the cache memory read operation with adr[12:5]. The 
Cache Memory Module consists of eight banks. Thus, all words in 
the specified line frame will be read simultaneously. 

4. On a hit, when the cache memory read operation is completed, the 
corresponding word is selected by MUX according to adr[4:2]. 

5. On a miss, Line Fetch Controller starts the line fetch. When the 
first word is read from Main Memory, and is written into Cache 
Memory Module, the word is selected by MUX. Line Fetch Con
troller also sets the corresponding bit in Exist Register, which indi
cates the available word in the line currently being fetched. When 
other words within this line are read, they will be selected or the 
read operation is suspended according to the corresponding bits in 
the Exist Register. 

The address bus and data bus are two-rail coded, that is, each bit is 
represented by two wires such that (01) corresponds to 0 and (10) to 1. 

The completion of the instruction cache read operation is indicated 
by both COMP and Instruction Dataout. The operation is completed 
only when both, COMP is 1 and Instruction Dataout is a code word of 
two-rail code (Le., every pair of wires in Instruction Dataout is (10) or 
(01)). Note that it is not known which of these two events occurs first. 

After the completion of every read operation, aresetting phase is nec
essary. This is started by setting 0 to each bit of Instruction Address and 
Tag Check, and is completed when COMP and each bit of Instruction 
Dataout become O. 
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2.2 ABSTRACTED CIRCUIT 
We aim to verify that the TITAC 2 instruction cache subsystem works 

correctly. However, it is difficult to obtain an abstracted model for such 
a general property. Therefore, we focus on the LSB of the instruction 
and the main memory location 0 and 1. That is, in this case study, we 
verify the following property of the instruction cache subsystem: 

The LSB of the instruction read from the cache subsystem is the 
one stored in the location of the main memory with the given 
address 0 or 1 independent of the result (hit or miss) of the tag 
check operation. 

Although this property is rat her restricted, we believe that it verifies 
the control circuit of the TITAC 2 instruction cache subsystem almost 
completely, and that its data path circuit is also fairly well verified. 
For this property, we can easily obtain an abstracted instruction cache 
subsystem, denoted by AIC, which has al-bit address bus and al-bit 
data bus. 

Furthermore, in order to check all possible sequences of misses and 
hits, we separate the tag check module from AIC, and give new external 
lines HIT and MISS to AIC, where those inputs are controlled by the 
specification. This means that the actual tag check module will not be 
verified due to this simplification. 

The gate level circuit of AIC is shown in our technical report [Yoneda, 
1999]. In AIC, every gate delay is assumed as [4,5], and every delay 
element has [100,100] delay. The text files which contain Verilog-like de
scriptions for this circuit as well as the above document can be obtained 
from http://yoneda-www.cs.titech.ac.jp/ ... yoneda/pub.html. 

2.3 SPECIFICATION 
Since VINAS-P is based on the trace theoretic verification[Dill, 1988], 

the specification needs to express the expected input and output relation. 
The following is an outline of our specification for the above property. 

RESET is kept at 1 for a sufficient time period, and is then set to 
O. Either (01) or (10) is given to Instruction Address. Tag Check 
is then activated. Either hit or miss operation is selected. On a hit, 
HIT is activated. On a miss, the main memory mode is selected. Ta
ble 1 shows the relation between the main memory mode and "ad
dress" /"data value". Then, MISS is activated. If the main memory 
address changes, the corresponding data is set according to the main 
memory mode. At this state, either COMP or Instruction Dataout can 
change. When COMP changes to 1, Instruction Dataout must be either 
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(00) or the code word (Le., (01) or (10)) which is correct with respect to 
Instruction Address and the main memory mode. In the former case, the 
latter must follow eventually. If Instruction Dataout becomes an incor
reet code word, it will be detected as a failure state as discussed in the 
next section. Once Instruction Dataout becomes a code word, it must 
not change until Tag Check becomes O. Instruction Dataout can change 
in any way (except (11)) as long as COMP = O. After COMP becomes 
1 and Instruction Dataout becomes a code word, Tag Check is set to 
o and Instruction Address is set to (00). Then, either MISS or HIT is 
set to O. If COMP becomes 0, then go back to the point where Instruc
tion Address is set. Note that the choices for the instruction address, 
hit/miss operation, and the main memory mode are nondeterministic. 

The formal expression of this specification is also shown in [Yoneda, 
1999]. 

Table 1 Main memory mode. 

main memory mode = "normal" main memory mode = "opposite" 
address data value address data value 

o 0 o 1 
1 1 1 o 

3. VERIFICATION 
3.1 METHOD 

In VINAS-P, the gates in a circuit are translated by using a gate 
library into time Petri net modules which model the behavior of the 
gates, and a specification is expressed by a time Petri net module. A time 
Petri net[Merlin and Faber, 1976] consists of transitions (thick bars), 
places (circles), and ares between transitions and places. A token (large 
dot) can occupy a place, and when every input place of a transition is 
occupied, the transition becomes enabled. Each transition has two times, 
the earliest firing time and the latest firing time. An enabled transition 
becomes ready to fire when it has been continuously enabled for its 
earliest firing time, and cannot be continuously enabled for more than 
the latest firing time, Le., it must fire unless it is disabled. The firing of 
a transition consumes tokens in its input places and produces tokens in 
its output places. If transitions have one or more common input places, 
then we say that those transitions are in confiict. Usually, the firing of 
such one transition disables the remaining confiicting transitions. 

Verification is performed by traversing the state spaces of the set 
of time Petri net modules with simultaneously firing every transition 
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associated with the same wire. The circuit is considered to be correct 
with respect to the specification, if no failure state is reached in the state
space enumeration process. A failure state is astate where a module 
wants to change an output wire but the corresponding input wire is 
not ready to change in some module. More precisely, if a transition 
associated with an output wire can fire without an advance of time, 
but there exists a module in which no transitions associated with the 
corresponding input wire are enabled, then it is a failure state. Typically, 
a failure state is reached when a circuit pro duces a bad output which 
the specification does not expect. In this case, the corresponding input 
transition is not enabled in the specification. 

The current version of VlNAS-P only supports the checking of this 
kind of safety properties and simple deadlock checking. Although check
ing other properties, such as liveness, may occasionally be needed, what 
VlNAS-P can verify covers many interesting and important properties. 
Other restrictions of the current version are that only [0,00] bounds are 
allowed for transitions associated with input wires, and that multiple 
transitions associated with the same output wire cannot exist in a mod
ule. These restrictions are important for reducing the computational 
cost of the algorithm. 

The idea of the partial order reduction is to prune some successor 
states in the state-space traversal as long as the correctness of the ver
ification results is not affected. For example, when two transitions are 
ready to fire, as shown in Figure 3(a), generating (untimed) states such 
as {PllP4}, {p2,P3}, and {p3,p4} are often too much for checking the 
reachability of failure states. In such cases, one firing sequence generat
ing {PllP4} and {p3,p4} is sufficient. Even if a failure state is generated 

h 
[1,5] 

(a) 

t2 
[1,7] 

P4 

failure 

t2 
[0,3] 

t4 

h i3 
11,81 t 11,51 

failure 
(b) 

Figure 3 Concurrent and conflicting transitions. 
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by the firing of tl, it is reached anyway by the above fixing sequence. On 
the other hand, in the time Petri net shown in Figure 3(b), the firing 
sequence starting from tl may miss a failure state caused by the firing 
of t3, because the firing of tl eliminates the possibility of the firing of t3. 
Actually, the firing sequence starting from t2 can make t3 ready to fire if 
the firing of tl is postponed. Therefore, we cannot prune the successor 
state by t2 in this case. In order to handle general cases, if we want to 
fire a transition t at astate s, we compute dependent(s, t) which is a set 
of enabled output transitions such that the interleavings of the firings of 
those transitions should be generated for the correct results (for example, 
dependent(s, tl) = {tt} for Figure 1.3(a), and dependent(s, tl) = {tl, t2} 
for Figure 3(b)). In VINAS-P, the computation of dependent(s, t) is 
implemented such that the transitions which enable the transitions in 
conflict with t (e.g., t3 in Figure 3(b)) in the future are searched back
wards until some enabled output transition (e.g., t2) is found. 2 If the 
given time Petri nets are large and contain a lots of conflicts, the cost 
to compute the dependent sets becomes very high. The verification al
gorithm of VINAS-P is formally described in [Yoneda and Ryu, 1999J. 

3.2 IMPROVEMENT 
For experimental reasons, we prepare three variants of the specifica

tion of AIC, denoted by spec1, spec2, spec3, where 

• spec1: Instruction Address = (01), MISS = 1 and the main mem
ory mode "normal" are always chosen. 

• spec2: MISS = 1 and the main memory mode "normal" are always 
chosen. 

• spec3: the main memory mode "normal" is always chosen. 

For example, in spec2, the access to the instruction address 0 and 1 are 
verified, but only the miss case with the main memory mode "normal" 
is examined. Let spec4 denote the complete specification mentioned in 
Section 2.3. The costs of verification for the four different specifications 
vary significantly, even if the same circuit is used. Let AICl, AIC2, 
AIC3, and AIC4 denote the AICs with spec1, spec2, spec3, and spec4, 
respectively. In this subsection, we propose several techniques to im
prove VINAS-P, and evaluate them by using these different verification 
examples. All measurement in this paper was carried out on a UNIX 
workstation (Pentium II 450MHz, 512MB main memory). 

2t4 is not included because it is not enabled. 
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In Figure 4(a), transitions t 1 and t2 are in conflict. In fact, if tl 
fires, then t2 can no longer fire. However, even if t2 fires, tl can still 
fire. Actually, if the earliest and latest firing times of tl are [0,0] or 
[0,00], the firing of t2 does not influence the firing of tl.3 Thus, the first 
technique for the improvement is to ignore such ineffective conflicting 
relations during the dependent set computation. There is, however, one 
exceptional case. In the case shown in Figure 4(b), suppose that t in 
is associated with an input wire, and that taut is associated with the 
corresponding output wire. Then, the firing of tl leads to a failure state, 
because in the state obtained by firing tl, an output can change but 
the corresponding input is not ready to change (Le., taut can fire, but 
tin is not enabled). On the other hand, the firing of taut eliminates 
the chance to reach the above failure state, because taut is no longer 
enabled after firing. Hence, dependent(s, tout) must include tl in order 
to correctly detect failure states. The current algorithm of VINAS-P 
achieves this by using the conflicting relation between tin and tl (see 
[Yoneda and Ryu, 1999] for details). For this reason, conflicting relations 
involving transitions which are associated with the input wires must not 
be ignored, even if the firings of those transitions never affect the firings 
of other transitions. For example, in Figure 4(c), if t I is associated 
with an output wire, dependent(s, tl) searches the transitions backwards 
from t3 but not from t2, while the backward searches from both are 
necessary in the case where tl is associated with an input wire. 

Similarly, transitions, such as t4 in the above example, play no role in 
enabling t3 in the future, because t4 cannot generate a new token into PI. 
Thus, we also ignore these transitions in the backward search process. 

Secondly, because the same transitions are reached many times via 
different paths during the backward search process, we introduced a 

3If h has other firing times, then the firing of t2 resets the dock attached to tl and the firing 
time of tl is affected by the firing of t2. 
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Table 2 Comparison of performance of improved VINAS-P. 

AIC1 AIC2 
original (sec) 1190 56494 
technique 1 (sec) 145 3715 
technique 2 (sec) 99 1626 
both techniques (sec) 20 214 

caching mechanism for the dependent set computation. We will cache 
the results of backward searches at a fixed state, i.e., the cache is flushed 
when a new state is reached, and we do not include states s in the keys 
for the cache. This is because numerous backward searches are activated 
in each state, and it is not reasonable to prepare such a large cache area 
that the cached results are used when the same states (or markings) are 
revisited. Thus, in each cache entry, we keep a transition and the result 
of the backward search from the transition. It is expected that many 
re-backward searches from the same transition will be omitted using this 
caching mechanism. 

Table 2 summarizes how the CPU times are reduced using the above 
techniques. The row for "technique n" shows the performance values 
when only "technique n" is applied where n = 1,2. Since these tech
niques are independent, they can be applied simultaneously. The row for 
"both techniques" shows the performance values when both techniques 
are applied. Because combining these techniques reduces the cost of the 
dependent set computation significantly, AIC3 and AIC4 can also be 

(sec) (MB) 
1000,-----------,-------,---------, 40 

900 - - - - - - - - - - - M'. - 36 
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600 - - ____ - _ - - _ -:- - - - - - - - - - - - -: ceu tlflUt - - - - - - 24 8, 
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500 - - - - - - - - - - - - ,- - - - - - - - - - - - ... - - - - - - - - - - - 20 
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: : ...... / ..... usage 
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100 4 

oL--___ _____ ____ o 
AIC4 Ale, AIC2 AIC3 

Figure 5 Performance of improved VINAS-P. 
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verified rather easily. Figure 5 shows the CPU times for the verifica
tion of AIC1 through AIC4 using the final version of VINAS-P. It also 
shows the memory usage required for each verification. The number of 
generated states for AIC4 was 25976. 

Since TITAC 2 was designed under the SDI model, it may not work 
correctly in cases where some components have delays which are too 
large. In order to demonstrate the timing aspect of the verification, we 
modified the delay of one C-element in AIC4 and set it to [500,500J. 
Then, VINAS-P found a failure state after generating 6381 states in 196 
seconds. 

4. CONCLUSION 
This paper demonstrated the formal verification of a practical timed 

asynchronous circuit. The target circuit was obtained by abstracting 
and simplifying the instruction cache subsystem of areal asynchronous 
processor, TITAC 2. We could verify an interesting property of the 
abstracted model. We believe that this is one of the largest benchmark 
examples for the formal verification of timed asynchronous circuits. 

Furthermore, in order to improve our verification tool VINAS-P, we 
implemented several techniques, and the improved VINAS-P could effi
ciently verify the target circuit. 

On the other hand, we faced some difficulties in dealing with large 
specification time Petri nets. We need to develop some formal specifica
tion language which allows us to easily create and modify large specifi
cations. 
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