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Abstract: The access time of the first level on-chip cache usually imposes the cyc1e time 
of high-perfonnance VLSI processors. The only way to reduce the effect of 
cache access time on processor cycle time is the use of pipelined caches. A 
timing model for on-chip caches has recently been presented in [1]. In this 
paper the timing model given in [1] is extended so as pipelined caches can be 
handled. Also the possible pipelined architectures of a cache memory are 
investigated. The speedup of the pipelined cache against the non-pipelined one 
is examined as a function of the pipeline depth, the organization and the 
physical implementation parameters. 

1. INTRODUCTION 

Cache memories are used for enhancing the performance of alm ost every 
modem microprocessor. Therefore their architecture challenges have been 
investigated extensively in the past years [2-6]. Computer designers have the 
problem of building a cache that has both a low miss rate and a short access 
time. A low miss rate ensures that the high cost of cache misses does not 
dominate execution time and the short access time ensures that the cache 
does not slow down the rest of the CPU. A partial solution to this cache 
design problem is to provide more than one level of cache memory. In a two 
level cache hierarchy the level one (primary cache) is made small and fast to 
match the CPU speed and the level two (secondary) cache is made slower 
and much larger to keep the overall cache miss rate low [5, 6]. 
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Although this is better than having a single large cache, the primary 
cache will still limit the CPU cyc1e time. The only way to reduce the effect 
of cache access time on CPU cyc1e time is to increase the number of cache 
pipeline stages. This spreads the fixed delay of the cache access time over 
more CPU cyc1es making it possible for the CPU cyc1e time to be reduced 
[7]. 

Several models have in the past been presented for studying different 
cache organizations. Examples inc1ude an area model [8], timing models [1, 
9] and yield models [10, 11]. No model though has in the past been 
presented for studying the effect of increasing the cache pipeline stages on 
the cache cyc1e time. Although specific pipelined cache designs have been 
presented in the open literature (for example [12]), a general method for 
designing and analyzing pipelined caches has not yet been presented. 

In [7] the pipeline depth for achieving CPU performance optimization 
using pipelined first level caches was investigated assuming that the cyc1e 
time of a pipelined cache is equal to: 

{non-pipelined cache cyc1e time} / {pipeline depth} . (1). 
In this paper we present the required extensions on the analytical 

enhanced cache access and cyc1e time model presented in [1] for handling 
pipelined caches. By comparing the derived analytical model to an HSPICE 
model, it was shown to be accurate to within 6%. The derived model is used 
for providing the optimal layout organizational parameters of a pipelined 
cache as weil as for studying the effect of various cache pipeline depths on 
its cyc1e time. The results indicate that relation (1) above for the cyc1e time 
of a pipelined cache is incorrect. 

2. PRELIMINARIES 

In [1] an analytical access and cyc1e time model has been presented for 
on-chip caches. The model was verified by comparing its results against 
HSPICE simulation results. In the following we give some of the 
terminology used in [1] for the clarity of presentation. 

The array of the stored data is a rectangle area of memory cells with 
horizontal dimension equal to 8 x {block size} x {associativity} and vertical 
dimension equal to {number of sets}. This organization, in most cases, 
results in an array that is much larger in one direction than in the other. That 
means that the bit-lines or the word-lines have unequal delay times. For 
reducing the access time of the data memory array it is broken in Ndw1 

subarrays horizontally and Ndb1 subarrays vertically. The corresponding 
parameters for the tag array are Ntw1 and Ntb1 • Finally the Nspd and Ntspd 

parameters specify the number of sets that are mapped into a single word-
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line. The model of [1] selects the best combination of these parameters in 
order to achieve the minimum cycle time. Figure 1 presents the cycle and the 
access time of direct mapped caches with block size equal to 16 for caches 
of sizes of 8K up to 256K assuming the process parameters for an O.8_m 
technology given in [1]. The left column is used for the data path while the 
right for the tag path. Figure 2, presents the contribution of each module of 
the design for the same caches. Figure 2 indicates that the dominant delay 
contributor for the data part is the decoder module. Für the tag part the 
decoder and the comparator contribute a large percentage of the overall 
delay. 

16 

14 

1I II IOata path 

Tag path 

--CycleTime 

12 - -A - Access Time 

!10 
;>-,. 7,77 
öl 8 
Q 

4 

8K 

12,52 

10,84 

8,58 

16K 32K 64K 128K 

Figure 1. Access and cycle time for the non-pipelined cache design 
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In general, by modifying the array organization parameters, we can 
reduce the delay contributed by a certain module. For example, for 
decreasing the data decoder part delay we might decrease the Ndwl • Such a 
change though will impact the precharge time of the data bit Iines increasing 
the cycle time overall. 

3. PIPELINED-CACHE TIMING MODEL 

The first level cache is usually designed as direct-mapped for having the 
shortest cycle time [4, 5, 13]. Due to this we focus in the following on direct 
mapped cache organizations. Our study is also valid for set-associative 
pipelined caches, but in this case we have the possibility of one more 
pipeline stage, the data-output stage. 
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For building a pipelined cache, some modules should be isolated with 
latches. Latch insertion though can not be arbitrary, since some modules 
should not be isolated. For example, according to [14], the data access path, 
formed by the word-line driving, bit-line charging, column multiplexing and 
sense amplifier modules can not be further split in separate stages. Thus, the 
modules that can form separate pipeline stages are : a) the decoder, b) the 
data-access path, c) the comparator, and d) the output drivers. Since the 
delay introduced by the output drivers in direct mapped caches is extremely 
small it would be unprofitable to consider them as a separate pipeline stage. 
Figure 3 presents a possible organization of a three stage pipelined cache. In 
set associative organizations, the output drivers delay may be significant; 
therefore it could constitute a separate pipeline stage. 

The model proposed in [1] was extended as folIows: 
In order to hold the data that drive each stage, a latch must separate 

consequent stages. We utilized the inverters of each stage to form the latch 
by adding an extra cross-coupled inverter and a transistor, which will isolate 
the latch from the previous stage. This design is similar to that in [15] and 
targets low area overhead. Registers were utilized for holding the appropriate 
address bits in each stage that will later feed the comparator. The bit lines 
should be precharged be fore any memory access. This means that the 
sequence of operations that must be made in order to access the memory 
array is a) disable all word lines, b) precharge the bit lines, c) drive the 
appropriate word-line, and d) wait bit-lines to be evaluated and amplifiers to 
return the stored data. The model given in [1] covers operation (a) as being 
performed by the decoder and his precharge subcircuit. Since we have 
isolated the decoder from the data-access path, we were forced to place to 
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the input of the word-line driver both an isolating and a pull-up transistor in 
order to disable all word-lines during the bit-line pre-charge period. The 
original (a) and the modified (b) design of the word-line driver are shown in 
Figure 4. 

Figure 3. Design ofthe three-stage pipelined cache with the additionallatches. The vertical 
arrows indicate the pre-charge or latch-enable control signals 

__ d_e_c_o_d_e_r ______ 
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decoder wordline 
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Figure 4. Implementation ofthe word-line driver. (a) Previous design, (b) New design 

Moreover, in [1] the evaluate permission signal for the comparator was 
driven by a delay chain in order to be synchronized and start producing 
results at the right time. When the comparator is considered as aseparate 
stage, we place that delay chain to the latch enable signal of the isolating 
latches in order to let the sense amplifier stabilize. That extra delay in the tag 
data-access path inserts more limitations to the final speedup. We left to the 
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comparator stage only the last inverter (evaluate-INV) which works as 
virtual-ground to the compare-NMOS transistors. The operation sequence of 
the comparator-stage consists of the steps: a) drive to logic one the evaluate
INV deactivating the comparator, b) activate the pre-charge transistor in 
order to pre-charge the OUT line, c) stop pre-charging and drive evaluate
INV to logic zero in order to start the evaluation and d) evaluate. The 
equation that predicts the comparator precharge delay time is simply the 
charge of the RC circuit of the charger transistor and the capacitance of the 
OUT line. The worst delay in this case is produced when no compare
transistors are open and no extra charging path exists through the evaluate
INV and compare-transistors. 

The changes that we have made to the initial model of [1] were verified 
by comparison against HSPICE simulations. All the results produced by our 
model where weil within 6% of the corresponding HSPICE results. As an 
example in Figure 5 we present comparative results regarding the 
comparator precharge time as a function ofthe tag bits. 
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Figure 5. 

In our model we assume that the decoder forms a pipeline stage by itself. 
If it is profitable to increase the pipeline depth, it is necessary to break the 
decoder in more stages. For example, in [16] a deeply pipelined architecture 
with a hierarchical design of the decoder is presented. Since breaking the 
decoder in smaller stages is implementation specific, we chose not to model 
any of the possibilities. We will discuss the effect of breaking the decoder in 
smaller stages though in the next section. 
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4. APPLICATION OF THE DERIVED MODEL AND 
DISCUSSION 

For the application ofthe model, we used the same process parameters as 
[1] for an example O.8_m process. We will present results for direct mapped 
caches with 16 bytes block size and with sizes ranging from 8K up to 256 K 
bytes. Our results for caches with smaller or larger block sizes indicate 
similar behavior. We assumed either a single decoding stage, case a, or a n
stage decoder, case b. 
a) For a single decoding stage two different schemes for the pipelined cache 

architecture were investigated using the derived model: 
1. The 2 stages scheme. In the 2 stage scheme we have placed for both 

data and tag path the decoder as the first stage and all the rest modules 
as the second stage. 

2. The 3 stages scheme. In this organization the decoder forms the first 
stage, the data access path the second and the rest modules the third 
stage. 
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Figure 6. Delay of each stage in the 2 stage scheme 
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Figures 6 and 7 present the delays of each stage for the 2 and the 3 
stages schemes respectively. In these Figures we set the maximum 
number of sub arrays to 8 for the data as weIl as the tag memory. We have 
observed that in these cases larger number of subarrays do not result into 
faster cycle times. For each stage, the left bar corresponds to the data part 
of the cache, while the right to the tag part. The resulting cycle time is 
also presented. Comparing Figures 6 and 7 with Figure 1, we can see that 
a pipelined cache can offer significantly faster cycle times for both 
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schemes. For the two stages scheme (Figure 6) the 2nd stage of the tag 
path (consisting ofthe tag memory access and the comparison delay) is in 
all but one cases the stage determining the cycle time of the cache. As can 
be observed in Figure 7, for the largest simulated cache, the decoder stage 
is the stage determining the overall cycle time of the cache. In all rest 
cases the cycle time of the cache is determined by the data access stage 
when three pipelined stages are utilized. 
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Figure 7. Delay of each stage in the 3 stage scheme. (The delay of stage 3D is always 
significantly smaller than that of 3T. So in this figure we give only the delay of 3T). 

b) For an n-stage decoding scheme we investigated n+2 stages pipelined 
caches. In this organization the first n stages are decoding stages. The 
next stage is the data access stage while all the rest modules form the last 
stage. Since the value of n can be made large enough, the cycle time of 
the cache will be determined by the data access stage. This stage can be 
optimized by changing the organization parameters, for example Ndwl, of 
the cache. In Figures 8, 9 and 10 we present the n decoding stages for the 
tag and data arrays as one stage denoted by ID and IT respectively. The 
data access stages are represented by 2D and 2T and the last stages as 3D 
and 3T. 

Figures 8, 9 and 10 present the optimal time of the data access stage 
(stage 2D) achieved among all possible combinations of the organization 
parameters leading to 8, 16 or 32 sub arrays respectively, for the data as 
weil as the tag memory, ignoring the decoder stage. If we break the 
decoder in n stages so that the delay of each stage of the decoder is 
smaller than the delay of stage 2D and 2T then the maximum among the 
delays of stages 2D and 2T will be also the cycle time of the cache. The 
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value of n can be determined as the maximum of the delays of stages 1 D 
and 1 T divided by the maximum of the delay of stages 2D and 2T. For 8, 
16 and 32 subarrays the resulting cycle time will be denoted by opt.sa8, 
opt.sa16 and opt.sa32 respectively. 
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Figure 8. Data-access optimization (max subarrays: 8, stages: n+2) 
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Figure 9. Data-access optimization (max subarrays: 16, stages: n+2) 

Comparing Figures 7 and 8 it can be observed that breaking the decoder 
in two stages will provide an increasing profit in the cycle time of 2.7% up 
to 7.3% as the cache size increases. The profit becomes even bigger in 
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comparing Figures 9 and 10 with 7, but then the decoder stage must be 
divided in 3, 4 or even 5 stages of equivalent delay. 
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Figure 10. Data-access optimization (max subarrays: 32, stages: n+2) 

We define the term speedup as {non-pipelined cache cycle time} / 
{pipelined cache cyele time}. Figure 11 presents the speedup that can be 
achieved using 2 stages, 3 stages, and n+2 stages with n=2,3 or 4. In Figure 
11 we have ineluded the graphs for opt.sa8, opt.sa16 and opt.sa32 which 
should be interpreted as a pipeline cache of depth 4, 5 or 6. For example in 
the 32Kbytes cache, when the number of sub arrays is 32, we determine 
from Figure 10 the value of n as 111.19 / 3.441 = 4 leading to a pipelined 
cache of 6 stages in total. 

Table 1 lists the maximum speedup that can be achieved as a function of 
the pipeline stages. The table reveals that three pipeline stages can achieve a 
value elose enough to the maximum speedup in most cases. The extra 
hardware and control complexity of more cache pipeline stages must be weil 
justified by the nature of the application and become attractive only in the 
largest of the simulated caches. 

As it can be observed by Table 1, the oversimplified relation (1) is far 
from the reality. 

5. CONCLUSIONS 

Caches are an essential part in every modern microprocessor chip. 
Although their organizational and architectural challenges have been 
extensively studied in the past, little effort has been devoted in the design 
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and analysis of pipelined caches. Pipe\ined caches can effectively reduce the 
cyc\e time ofthe CPU. 

In this paper the design and analysis of pipelined CPU caches was 
studied. A timing model given for non-pipelined caches was enhanced for 
handling pipelined caches. By comparing the model to an HSPICE model it 
was shown to be accurate within 6%. The computational complexity 
however, is considerably less than HSPICE. The proposed is the first, in the 
open literature, model handling pipelined caches. 
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Figure J J. Speedup achieved 

Table J. SEeeduE vs. number of 

Cache Pipeline Stages 
Size 2 3 4 5 6 

8K 1.62 2.17 2.24 2.47 2.74 
16 K 1.71 2.17 2.24 2.48 2.74 
32 K 1.77 2.22 2.48 (*) 2.74 
64K 1.92 2.26 (*) 2.33 (*) 

128 K 1.94 2.24 2.42 2.70 3.02 
256K 1.85 2.38 2.51 2.86 3.22 
(*) This pipeline scheme does not lead to better results. 
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