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Abstract 
Data warehouses provide the necessary data infrastructure for executive information 
systems and decision support systems. The design of a data warehouse is a complex 
and critical activity within the data warehousing process. The corporate data model 
has been proposed as a tool to support data warehouse design. Although corporate 
data models are widely used to support data management within organisations, both 
information systems professionals and business users find them difficult to 
understand. This paper describes a data warehouse design approach which is intended 
to facilitate stakeholder understanding by making explicit use of explanation arxl 
visualisation mechanisms to incorporate context into the representation of the da1a 
warehouse design, and reports a case study of the use of the approach in practice. 
Three important fmdings about the use of the explanation and visualisation 
mechanisms emerged from the case study. First, design rationale is an effective 
means of explaining the evolution of concepts in the data warehouse design for 
specialist data modellers. Second, scenarios should be used for elicitation of 
information requirements and to explain abstract concepts in the model to business 
users. Third, graphical icons and subject area partitions are effective means of 
visualising the model and lead to improved understanding of the model by business 
users. 
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1 INTRODUCTION 

Many organisations are currently developing data warehouses to provide the 
necessary data management infrastructure for executive information systems (EIS) 
and decision support systems (DSS). Cross-functional consolidation of data for 
managerial decision making and reporting is a complicated, slow and expensive 
process. This is to be expected as, within most organisations, there is typically a 
proliferation of duplicated and redundant operational data in different formats and on 
different hardware platforms. An inability to respond to cross-functional issues 
reduces an organisation's potential to respond to business problems and take 
advantage of opportunities. 

Data warehousing is an important contemporary issue for many organisations, 
and is motivated by a number of factors including reduction of costs in provision of 
data for EIS and DSS, support for a focus on complete business processes, and high 
estimated returns on investment (McFadden, 1996). Data in a data warehouse is 
sourced from both internal legacy systems and external data sources. Much of this 
data was designed and collected for different purposes within different contexts at 
various points in time. The design of a data warehouse is a complex and critical 
activity within the data warehousing process. 

The corporate data model has been proposed as a tool to support the data 
warehouse design process. It is an abstract representation of the information 
requirements of all or part of an organisation and is independent of functional 
boundaries within an organisation and of implementation technology (Brancheau 
and Wetherbe, 1986). The coqx>rate data model provides an architecture for the 
evolutionary development of a data warehouse, and is used to represent the data 
warehouse design (Inmon, 1992) . Concepts in the corporate data model are used by 
data warehouse developers in data sourcing and cleansing and by business users who 
need to know what data is in the data warehouse, how it can be used, and what it 
means. It is therefore vitally important that the corporate data model is easily 
understood by all stakeholders in the data warehousing process. Despite strong 
arguments supporting the use of corporate data models in data warehousing (Inmon, 
1992), empirical studies report that corporate data models are too complex (Earl, 
1993), too conceptual, bulky and inflexible (Kim and Everest, 1994), and subject to 
complex political and organisational problems (Beynon-Davies, 1994; McGrath, 
1993). An important implication of these studies is that stakeholders find corporate 
data models difficult to understand (Shanks, 1997). Both business users and data 
warehouse developers find the abstract, generic concepts in coqx>rate data models 
unfamiliar and remote from their local organisational contexts (Shanks, 1997). 

This paper proposes a data warehouse design approach which is intended to 
facilitate stakeholder understanding by making explicit use of mechanisms for 
incorporating context into the representation of the data warehouse design. 
Explanation mechanisms, including argumentation-based design rationale n 
scenarios, and visualisation mechanisms, including identification of subject area 
clusters to structure the models and the use of graphical icons to represent the 
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subject areas, are used to capture arxl represent the contexts within which the dala 
warehouse will be developed and used. The approa::h supports evolutionary dala 
warehouse development by providing for incremental growth of the data warehouse. 
A case study of the use of the approa::h has demonstmted its effectiveness in 
practice, and the usefulness of the explanation and visualisation mechanisms. 

The paper is structured as follows. The next section discusses data warehousing 
and mechanisms for including contextual information to improve understanding of 
the structure and content of data warehouses. The third section describes the research 
approach adqJted in this study. The fourth section describes the data warehouse 
design approach. The case study of the use of the approach in practice is then 
described, and an analysis of the case study data is presented. The following section 
discusses findings from the case study arxl implications for the proctice of dala 
warehousing. The paper concludes with some suggestions for further research. 

2 UNDERSTANDING THE STRUCI'URE AND CONTENT OF 
DATA WAREHOUSES 

A data warehouse is usually defined as a 'subject-oriented, integrated, time-variant, 
arxl non-volatile collection of data in support of management's decisions' (Inmon 
arxl Hackathorn, 1994). The data warehouse is specifically designed for retrieval 
rather than for update integrity and transaction throughput. The idea of dala 
warehousing is not new, as it has been one of the aims of management support 
since the 1960s (Martin, 1982). Although the goal proved to be elusive, recent 
developments in technology have led to the initiation of many data warehousing 
projects. 

1bere is strong motivation for developing and using a data warehouse. Data 
warehouses are needed as the demands of heavy DSS and EIS processing on 
databases within operational systems becomes excessive. A recent empirical study 
found that improved support for decision making, the reduction of costs in 
provision of data for EIS arxl DSS, and the support for a focus on complete 
business processes were the main reasons for data warehouse development (Graham, 
1996). The same study reported an estimated average return on investment of 401% 
over a three year period, and an average payback period of 2.31 years for dala 
warehouse development. 

An important tool in the development of data warehouses is the corporate dala 
model which is a high-level model of information requirements within an 
organisation (Brancheau and Wetherbe, 1986). The model should be personnel, 
organisation and technology independent, and is usually represented using a 
conceptual data modelling notation such as the entity-relationship model (Chen, 
1976). The corporate data model provides a common view of data across functional 
areas within an organisation, and therefore forms a foundation for the evolutionary 
design arxl development of a data warehouse, and a framewodc for developing an 
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inventory of data in legacy systems (Goodhue et al., 1988). A data inventory is 
essential when sourcing data for a data warehouse (Kimball, 1996). 

Although there are strong arguments in favour of corporate data models, 
empirical studies have shown that many organisations have experienced great 
difficulty in building and effectively using a corporate data model (Beynon-Davies, 
1994; Goodhue et al., 1988; Goodhue et al., 1992; Hoffer et al., 1989; Shanks, 
1997). A significant problem which has emerged from these studies is that the 
corporate data model is difficult to understand Corporate data models often contain 
abstract, generic concepts which are not easily related to the terminology used 
within particular business areas (Shanks, 1997). Failure to develop a shared 
understanding of a corporate data model limits communication about the model arxl 
reduces the usefulness of the model. Stakeholder understanding is an important 
dimension in frameworks for evaluating quality in conceptual data models (Krogstie 
et al., 1995, Moody and Shanks, 1994; Shanks and Darke, 1997a). Means by 
which stakeholder understanding of conceptual data models may be improved 
include explanation and visualisation (Krogstie et al., 1995). 

Explanation of conceptual data models typically involves stakeholder training in 
conceptual data modelling languages arxl verbal explanation of concepts in the 
conceptual data model. However, during the data modelling process itself much 
knowledge is gained which is not usually recorded. This contextual information 
includes details of the argumentation, design decisions and assumptions maJe 
during the data modelling process and also details of how particular stakeholders 
intend to use the data in the data warehouse. This contextual knowledge remains in 
the memories of those who participated in the data modelling process. If captured, it 
is valuable in explaining concepts in the data warehouse. Two important 
mechanisms for capturing and retaining knowledge from the data modelling process 
are argumentation-based design rationale and scenario-based analysis. 

Visualisation involves the use of appropriate representations to assist 
stakeholder understanding of conceptual data models. Although the entity 
relationship modelling notation is claimed to be natural, intuitive and easy to 
understand, empirical studies indicate that it is difficult to teach (Goldstein arxl 
Storey, 1990) and that practitioners find some abstractions difficult to understand 
(Hitchman, 1995). The use of graphical icons together with the structuring of 
entity relationship models into subject ~ has been suggested as a means of 
visualising conceptual data models to assist both data modellers and business users 
to understand concepts in the model better (McGuiness, 1994; Moody, 1996). 

2.1 Argumentation-based design rationale 

Data warehouse design may be considered a creative design process during which a 
number of partial data models are generated, discussed and evaluated The 
discussions undertaken and the decisions made during the design process constitute 
the design reasoning or argumentation and capture the context in which the design 
process was carried out. Design rationales are '... representations of the reasoning 
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behind the design of an artefact' (Buckingham Shorn and Hammond, 1994). They 
are typically represented as explicitly structured discussions about the designed 
artefact They aid reasoning, communication and critical reflection about the design 
process and the designed artefact, they support reuse and redesign of the artefact, am 
they support the building of cumulative design knowledge (Fischer et al., 1991; 
MacLean et al., 1991). 

Two main categories of design rationale are process-oriented techniques am 
structure-oriented techniques (Dix et al., 1993). Structure-oriented techniques focus 
on the logical structure of the space of all design alternatives and are intended to be 
built after the design process. Process-oriented design rationale techniques are 
intended to be used during the design process and focus on maintaining a historical 
reconl of design decisions. The Issue Based Information System (IBIS) and its 
descendants are examples of process-oriented design rationale techniques (Conklin 
and Burgess Yakemovic, 1991). A further categorisation of process-oriented design 
rationale approaches identifies those which represent the design discussion only am 
those which integrate the design rationale with the evolution of the artefact itself. 
The latter approaches view artefact construction as the central activity of design am 
use design rationale as a means of explaining the evolution of the artefact They 
have been used in information systems requirements capture and modelling (Potts 
and Bruns, 1988; Potts et al., 1994). 

Empirical studies of the use of argumentation-based design rationale suggest 
that the design artefact should be integrated with the design discussion in order to 
focus design to the task at hand and to avoid Jarge and unusable design rationale 
documentation (Potts et al., 1994). It is also apparent that simple design rationale 
notations which are easily used are preferable to more expressive notations with 
sophisticated computer support (Conklin and Burgess Yakemovic, 1991). 

2.2 Scenario-based analysis 

Scenarios are a technique which can relate abstract, generic concepts in a dala 
warehouse design to the everyday activities with which the stakeholder is familiar. 
These activities reflect the organisational context within which data in the data 
warehouse will be used. A scenario is '... a concrete description of an activity that 
the user engages in when performing a specific task' (Carrol, 1995). Scenarios are 
informal descriptions which focus on particuJar instances of work driven tasks 
(Carrol, 1995). Scenarios may be rep-esented in a variety of ways including text 
descriptions, cartoons, and videos, and the representations may be at various levels 
of detail. 

MacLean and McKerlie (1995) note that there are two important roles that 
scenarios can take: the envisioner role and the evaluator role. The envisioner role is 
used in requirements acquisition when scenarios are used to drive the design process. 
In this role, scenarios can be informal, vague, open and inconsistent. The evaluator 
role is used when evaluating requirements models and for explaining the meaning of 
requirements models to stakeholders. These scenarios are clearly and carefully 
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grounded in the detail of the requirements models and fonn an important component 
of the documentation of the models and the training programs which explain the 
models (Carrol, 1995; MacLean and McKerlie, 1995). 

Empirical studies show that scenarios are very useful for both capturing 
information requirements and explaining conceptual models of information 
requirements. Potts et al. (1994) used scenarios to help capture requirements in the 
design of a meeting scheduling system. They report that over half the questions in 
requirements meetings were raised about scenarios. 'There is little doubt that 
scenarios can be useful for elaborating requirements. In our experience, some 
questions about requirements are not easily answered except by resorting to scenario 
analysis' (Potts et al., 1994). They also estimate that about half of the 
improvements to the set of requirements came from analysing scenarios rather than 
from analysing the requirements documents themselves. Moody (1996) reports that 
scenarios are very effective in explaining conceptual data models to business users. 

2.3 Visualisation 

Corporate data models designed using the entity relationship notation frequently 
contain large numbers (sometimes hundreds) of entity types and relationship types 
(Sheer and Hars, 1992). In order to represent these large models, groups of entity 
types and relationship types may be clustered into high-level subject areas (Feldman 
and Miller, 1986). Subject areas may overlap and are in effect linked by shared 
entity types. A corporate data model may be represented by a number of high-level 
subject areas, each of which may be exploded into a more detailed entity 
relationship model. The subject area mechanism provides a means to structure 
concepts in the data warehouse and make them more accessible to stakeholders. 

Graphical icons can be used to represent subject areas in ooler to enhance 
understanding of concepts in data warehouses and to improve communication about 
the concepts {Moody, 1996; Shanks and Darke, 1997b). The graphical icons can be 
selected to reflect familiar concepts which are meaningful within the local context 
of the stakeholder. Although representing corporate data models using subject areas 
is a well develqled technique, there is no systematic, empirical research into its 
effectiveness in practice. Moody (1996) provides some anecdotal evidence of the 
successful use of graphical icons to represent subject areas in practice. 

3 RESEARCH APPROACH 

The research approoch used in this study consisted of two phases. The first phase 
involved the development of the data warehouse design approach by synthesising 
concepts from conceptual data modelling approaches, argumentation-based design 
rationale, scenario-based analysis, and structured representation of data models using 
subject areas and graphical icons. 
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In the second phase, a single case study was used to examine the use of the 
approach in practice. Yin (1994) suggests that a single case design should be 
adopted when the case is considered a critical case, an extreme or unique case, or a 
revelatory case. As the approach is new and was being applied in an organisational 
setting for the frrst time, the case is both unique and revelatory. The case study site 
was a large department in an Australian university where a data warehouse was 
required and a corporate data model was considered to be an essential input to the 
design of the data warehouse. This provided the necessary motivation for 
participation by senior staff within the department. Five key senior staff members 
participated in the case study, each with a different perspective on their information 
requirements. Two highly experienced data modelling practitioners offered their time 
to learn and use the approach to design the data warehouse. They were motivated by 
the opportunity to learn about the approach and possibly apply it in other 
situations. 

The unit of analysis of the case study was the team involved in the task of 
designing the data warehouse using the proposed approach. The case study procedure 
commenced with an initial briefmg and training session for the data modellers in 
the use of the approach. This was followed by several sessions which included 
interviews with the senior staff, design of data models for each of their perspectives, 
integration of the various data models into a corporate data model, and then a 
quality review with all participants present. Each session was conducted in a 
meeting room equiwe<f with videotaping facilities within the university 
department. Throughout these sessions, case study data collection was by 
observation (vi~tapes), interviews and examination of existing documents. The 
two data modelling practitioners were demefed after the fmal session to obtain 
further information about their use of the new approach. Case study data was 
classified and analysed using qualitative data analysis techniques. 

4 THE DATA WAREHOUSE DESIGN APPROACH 

The data warehouse design approach has two main phases, and two activities within 
each phase. The first phase, user requirements description, is canied out for each 
different business user group, and one data model is designed for each group. During 
the second phase, model consolidation and validation, these models are then 
consolidated to form the data warehouse design. Although the approach is structured 
into a sequence of activities within phases, it is inherently iterative. There is 
ongoing refinement of both the user requirements models and the data warehouse 
design. The approach supports the evolutionary development of a data warehouse as 
additional business user group models may be consolidated into the design over 
time. The structure of the data warehouse design approach is shown in Figure 1. 
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Figure 1 Structure of the Data Warehouse Design Approach. 

4.1 Requirements Acquisition 

Requirements acquisition involves specialist dala modellers eliciting 3Xl 
accumulating information about the data requirements of business users for the data 
warehouse. This information can come from a number of sources, including 
interviews with stakeholders, existing information systems, knowledge of the 
application domain, and other documentation. Requirements should be represented 
as far as possible in the language and terminology of the business users to facilitate 
communication about requirements. Information collected during requirements 
acquisition is represented using infoonal representations including text narrative 
(Potts et al. 1994) and envisioner scenarios (MacLean and McKerlie, 1995; Potts et 
al., 1994). These make minimal demands of the business user (Darke and Shanks, 
1996). Informal representations allow for the requirements freedoms described by 
Feather (1993): incompleteness, complexities, ambiguities, non-uniformity of 
abstraction, and heterogeneity of expression. 

One or more separate requirements acquisition sessions are held for each 
business user. Mter each requirements acquisition session, discussions about dala 
requirements are analysed and documented using the design rationale notation of 
Potts et al. (1994). This notation structures the design discussion into sets of 
questions, answers and reasons. Each design rationale fragment is related to a 
particular requirement. Building the design rationale after the requirements 
acquisition sessions avoids the problem of distracting stakeholders from the task at 
hand (MacLean and McKerlie, 1995). The requirements acquisition activity produces 
a requirements document containing a set of informal requirements (text narrative 
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and envisioner scenarios) together with related design rationale for ea:h business 
user. 

4.2 Requirements ModeUing 

Requirements modelling is concerned with representing information about the dE 
requirements of business users in a semi-fonnal or fonnal notation in order to 
facilitate analysis and comparison. Specialist data modellers carry out this activity. 
Semi-formal notations have well-defined constructs which support model analysis 
and yet allow some requirements freedoms (eg., ambiguity, incompleteness am 
inconsistency; (Darlre and Shanks, 1996). The semi-foonallanguage used in the 
approach is the entity relationship notation. 

In the requirements modelling activity, the specialist data modellers analyse the 
infonnal requirements, envisioner scenarios and design rationale fragments for each 
business user collected dming requirements acquisition. An entity relationship 
model is designed fm ea:h business user perspective. The process of designing the 
entity relationship models from these requirements is one of iteratively exploring 
altemative representations and selecting the most appqniate (Moody and Shanks, 
1994). 

After each requirements modelling session, discussions about components of the 
entity relationship model are documented using the design rationale notation of 
Potts et al. (1994). Each design rationale fragment relates to a particular entity 
relationship model component The requirements modelling activity produces an 
entity relationship model together with related design rationales for ea:h business 
user. 

4.3 Model Consolidation 

Dming the model consolidation activity the specialist data modellers consolidate the 
various business user requirements models into a data warehouse design. Entity 
relationship models are typically consolidated using a three step process: conflict 
analysis, conflict resolution and view merging (Batini et al., 1986). A weakness of 
this approach is that it focuses on the analysis and merging of the representations 
(the entity relationship models) rather than on understanding the underlying 
perceptions of users and the meaning of the concepts in the models (Darlre am 
Shanks, 1996). 

In the proposed approach model consolidation is more than just the application 
of the three step process described above. Model consolidation is seen as a creative 
design process involving the exploration of altemative representations for concepts 
in the various business user requirements models. This process is supported by the 
design rationale produced in the requirements modelling activity. Design 
discussions between the specialist data modellers contain much useful contextual 
information about the process of model consolidation and valuable explanations of 
concepts in the resulting data warehouse design. 
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After each model consolidation session, discussions about the design of the da1a 
warehouse are documented using the design rationale notation of Potts et al. (1994). 
Each design rationale fragment relates to a particular component of the da1a 
warehouse design. The model consolidation activity produces a data warehouse 
design represented using the entity relationship notation together with related design 
rationale. 

4.4 Model Validation 

Model validation is intended to check the quality, or fitness for purpose, of the da1a 
warehouse design. There are two tasks within model validation: quality checking 
and the explanation of the model to business users. Quality checking involves 
reviewing the data warehouse design using a set of conceptual data modelling 
quality factors including correctness, completeness, understandability, flexibility 
and simplicity (Moody and Shanks, 1994). 

Two techniques are used to explain the data warehouse design to users. The frrst 
technique involves structuring the data model into subject areas and representing 
each subject area using graphical icons. This enables business users to understand 
concepts in the data warehouse design more readily. Each subject area is related to 
an entity relationship model which is a partition of the complete data warehouse 
design. The second technique is to create evaluator scenarios for each business user. 
These are based on the envisioner scenarios created in the requirements acquisition 
activity of the user requirements description phase of the approach. Evaluator 
scenarios are more detailed and specific than envisioner scenarios and consist of a 
sequence of steps which refer directly to subject areas in the data warehouse design. 

The model validation activity produces a structured data warehouse design 
together with related evaluator scenarios. The data warehouse design is explained to 
business users in a workshop and feedback is used to refme and improve the model. 
It is then ready to be used as the architecture for the data warehouse. As the data am 
information requirements of the business users evolve, the data warehouse design 
can be adapted and extended using the proposed approach. 

5 A CASE STUDY OF THE USE OF THE DATA WAREHOUSE 
DESIGN APPROACH 

In roJer to examine the use of the data warehouse design approach in practice, a 
single case study was undertaken. The case study involved the use of the approach 
to develop a data warehouse design f<I a large department in an Australian 
university. The case study was cooducted over a six month period between April 
and September 1996. In this section, the four data warehouse design activities in 
the case study are described and analysed. Important findings from the case study ae 
then presented. 
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5.1 Requirements acquisition 

Each of the five business users was interviewed separately by the two specialist data 
modellers and their requirements docwnented using infonnal narrative description 
and envisioner scenarios. Each of the interview sessions was approximately one 
hour in duration and resulted in an average of 11 infonnal requirements and 7 
envisioner scenarios, with little variation between the business users. Design 
discussions were analysed by one of the authors and design rationale fragments were 
produced For each business user, an average of 30 design rationale fragments was 
identified This process was very time consuming. For each hour of interview, 
approximately four hours was required to identify and document the design 
rationale. 

Informal requirements and envisioner scenarios use a simple notation and were 
easily understood by all participants. They were effective in helping the business 
users structure their thoughts and in supporting communication between the 
specialist data modellers and the business users. Envisioner scenarios were 
particularly useful when business users checked their requirements for completeness 
after the interviews, and resulted in the identification of additional requirements. 

The questions and answers in the design rationale fragments were mostly 
concerned with requests for additional requirements or scenarios and were not used in 
later activities. To be of value as a record of design discussions, the design rationale 
fragments should explain and clarify the requirements statements. 

5.2 Requirements Modelling 

The requirements modelling activity took place six weeks after the requirements 
acquisition activity. The two specialist data modellers used the informal 
requirements and envisioner scenarios from the requirements acquisition activity to 
design an entity relationship model for each of the business users. There were two 
requirements modelling sessions, the first of two hours duration and the second of 
three hours duration. An average time of one hour was required to design an entity 
relationship model for each business user. Each entity relationship model contained 
an average of 16 entity types and 15 relationship types. 

The informal requirements and envisioner scenarios were readily understood by 
the specialist data modellers and provided sufficient infonnation to design the dala 
models. The design discussions during the modelling sessions were subsequently 
analysed and documented as design rationale by one of the authors. This process 
was again very time consuming. For each hour of interview, approximately four 
hours was required to identify and document the design rationale fragments. The 
content of the design rationale mainly concerned the justification for using 
particular modelling abstractions and for choosing from alternative representations 
for the same underlying concept. The design process followed was opportunistic 
(Guindon, 1990), rather than systematic. Although some empirical studies have 
suggested that the use of design rationale might constrain design discussions 
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(Buckingham Shum and Hammond. 1994; Fischer et al. 1991), there was no 
evidence that this occurred. The simple, generic nature of the design rationale 
notation used meant that no constraints on discussions were imposed. 

A simple example of a design rationale fragment explaining how a new, generic 
entity type, Researcher, was created is shown below. The fragment is structured as 
questions (Q), answers (A}, and reasons (R) following the notation of Potts et al. 
(1994). 

Q How are key people in an area of research represented? 
A Use a Key Researcher entity type. 

This should be a subtype of a more generic entity type 
called Researcher. Other subtypes will be Staff and Research 
Student. 
R This allows all types of researchers to share 

common relationships with the other entity 
types Research Interest, Conference, and 
Journal. 

5.3 Model Consolidation 

Model consolidation was achieved in one three hour session which occmred five 
weeks after the requirements modelling activity. The two specialist data modellers 
were provided with copies of each of the data models for the five business users, 
together with associated informal requirements, envisioner scenarios, and design 
rationale. The first 30 minutes of the model consolidation session involved 
reviewing the five entity relationship models and their associated documentation. 
The design rationales were particularly useful in reviewing and understanding the 
design of each data model, and the contexts for data modelling design decisions. 

One model contained many of the core concepts required in the data warehouse 
design and was used as the starting point for model consolidation. The other models 
were then sequentially consolidated into the fJI"St model. Consolidation of the 
models was a creative and opportunistic design activity which involved much 
discussion about alternative abstractions, and several new, generic concepts were 
introduced into the data warehouse design. The most important were the concepts of 
Product and Product Offering. These concepts were used to represent any formal 
course or subject. short course, seminar or other kind of product that the department 
had defined and scheduled as an offering. 

The design discussions during the modelling session were subsequently analysed 
and documented as design rationale by one of the authors. Again, this process was 
very time consuming. For each hour of model consolidation activity approximately 
four hours was required to identify and document the design rationale. 

A simple example of a design rationale fragment explaining the Product am 
Product Offering concepts is shown below. 
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Q What is the difference between a PRODUCT and a PRODUCT OFFERING? 
A PRODUCT is the specification of a COURSE, SUBJECT or CLASS. 
PRODUCT OFFERING is a scheduled PRODUCT available 
for student enrolments. 

R The specification allows for evolution of 
PRODUCTS and variations in PRODUCT schedules. 

5.4 Model validation 

Model validation took place four weeks after model consolidation and occurred in 
two sessions. In the first session, which was of two hours duration, the two 
specialist data modellers reviewed the quality of the data warehouse design, 
structured the model into subject areas represented by graphical icons, and )JI"ellJred 
several evaluator scenarios for the presentation of the model to the business users. 
The quality review of the data warehouse design involved an informal discussion 
about eoch of the five quality factors refemxl to in section 4.4 of this paper. The 
data warehouse design was deemed to be of high quality and no changes were rmJe 
to it. The model was clustered using two heuristics: key concepts in the model 
must be represented as subject areas, and there should be about seven subject areas 
in the model so that it is neither too complex nor too simple. Evaluator scenarios 
were then pepared for eoch of the envisioner scenarios for eoch of the business 
users. The high-level consolidated data model is shown in Figure 2 below together 
with an example evaluator scenario. The example illustrates how the evaluator 
scenario refers to concepts in the high-level model. 

In the second session, which was of approximately two hours duration, the data 
warehouse design was presented and explained to the business users. The graphical 
icons were readily understood by all business users, and facilitated communication 
between the specialist data modellers and the business users. Evaluator scenarios 
enabled the business users to relate subject area concepts in the model to the 
everyday activities with which they were familiar. The specialist data modellers 
chose not to use the design rationale during the presentation. They considered it 
inappropriate for communication with business users. However, they believed it 
would be very useful for other specialist data modellers trying to understand and 
extend the data warehouse design at a later time. 

6 CASE STUDY FINDINGS AND IMPLICATIONS FOR PRACTICE 

The case study demonstrated that the proposed approach was effective in practice. A 
high quality data warehouse design was developed which was able to be understood 
and communicated about by all participants. The incorporation of explanation and 
visualisation mechanisms into the data modelling process was shown to facilitate 
business user participation during the requirements acquisition and model validation 
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activities. It also assisted the specialist data modellers in understanding the 
evolution of the data warehouse design and in explaining the meaning of the dala 
warehouse design to the business users. 

ENROL COURSEWORK STUDENJ 
Discuss course structure Explain the structure of the course and details of core and 
elective subjects (PRODUCT). 
Discuss subject offerings Discuss the location, semester and time of day for each subject 
offered (PRODUCT OFFERING). 
Complete enrolment details Collect details from student (STIJDENT) and update 
enrolment requirements (ENROLMENT). 

Figure 2 Graphical Data Warehouse Design and Evaluator Scenario 

The case study clarified where and how specific explanation and visualisation 
mechanisms should be used in the data warehouse design process as a means of 
incorporating context to improve understanding of the data warehouse design. 
Design rationale was effective in explaining the evolution of concepts in the da1a 
warehouse design for the specialist data modellers. Design rationale was found to be 
most useful in documenting design discussions during data modelling. both for the 
design of the business user data models and when consolidating these models into 
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the data warehouse design. The specialist data modellers used the design rntionale to 
help understand concepts in the business user data models and to determine how 
they could be synthesised dwing the model consolidation activity. However, the 
design rntionale constructed dwing requirements acquisition was of little benefit as 
it did not explain or clarify requirements statements, but merely documented 
requests for additional information requirements. This outcome diffm from the 
findings of Potts et al. (1994) who argue that design rationale is useful in 
discovering and explaining requirements for information systems dwing 
requirements acquisition. 

Scenarios should be used for elicitation of requirements and to explain abstrnct 
concepts in the model to business users. Envisioner scenarios were particularly 
useful in helping participants to express the context of their information 
requirements and for reviewing information requirements and detecting omissions 
during requirements acquisition. Owing the design of the business user data models, 
envisioner scenarios also rrovided the specialist data modellers with knowledge 
about the contexts in which business users would be using the information 
represented by the data models. The syntax of envisioner scenarios within the data 
warehouse design approach is informal to allow the necessary flexibility of 
expression and degrees of freedom. The evaluator scenarios were effective in linking 
abstract concepts in the data warehouse design to familiar activities of the business 
users during explanation and validation of the model. They were readily undt7Stood 
by the business users and facilitated communication between the business users m 
the specialist data modellers during the model validation activity. 

Subject areas and graphical icons were an effective means of structuring and 
visualising the model, and facilitated communication about, and understanding of, 
the model by the business users. Structuring the data model into subject areas 
reduced the complexity of the model enabling the business users to gain an overall 
understanding of the model. Graphical icons p:esented abstract concepts as 
realworld, concrete objects to which the business users could readily relate. Both 
subject area clustering and the use of graphical icons supported the process of 
explaining the data warehouse design to the business users. 

A number of important implications for practice emerge from this study. Data 
warehousing practitioners need to be aware that the data models they design may 
not be easily understood. Various mechanisms may be used to facilitate 
understanding of the data models by capturing and recording details of 
argumentation, design decisions and assumptions made dwing the data warehouse 
design process, and, by using appropriate representations, to link, in a better way, 
abstract concepts in the models to familiar, everyday activities. Although this rich, 
contextual information was shown to be highly effective in this case study, it was 
expensive to construct and should, therefore, only be used when a clear benefit is 
evident More effective trnining and dissemination of knowledge about appropriate 
means for improving understanding of data warehouse designs may be necessary to 
enhance data warehouse development in practice. 
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There are two possible limitations of this case study. First, the study is 
constrained in that all sessions were conducted in the same meeting room so that 
the sessions could be videotaped for detailed analysis. The behaviour of participants 
may have been affected because the sessions were not held in their usual work 
environment However, the meeting room was regularly used by members of the 
university department for meetings so this limitation is somewhat minimised. 
Second, a university department is not typical of the organisational environment in 
which data warehousing usually occurs because the business users may have 
knowledge of data modelling and because commercial organisations are generally 
larger and more complex than the university department in the study. Three of the 
business users in the study, however, were administrative staff with no experience 
in data warehousing. 

7 CONCLUSION 

This paper proposes an approach for designing and representing data warehouses 
which facilitates stakeholder understanding by making explicit use of mechanisms 
for incorporating context into the representation of a data warehouse design. The 
approach uses explanation and visualisation mechanisms to capture and represent 
the local contexts of stakeholders. A case study of the use of the approach in 
practice has demonstrated that the use of design rationale, scenarios, and subject 
areas and graphical icons is effective in improving understanding of data warehouse 
designs. 

A number of areas for further research can be identified. Additional case studies 
of the use of the approach in designing data warehouses in different organisational 
settings are required to confum and strengthen the results of this study. Also, 
studies of the evolution of an existing data warehouse design developed using the 
approach are necessary in ordei to investigate how other stakeholders make use of 
the design documentation. Of particular interest would be whether developers find 
design rationale and scenarios helpful in understanding the structure of the dala 
warehouse and how it can be changed and extended as user information requirements 
evolve. A data warehouse design developed using the approach could also be 
implemented as a hypertext system, and act as a repository of metadata about 
information in the data warehouse. The effectiveness of this as a model-OOsed 
interface to data warehouses could then be investigated. 
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