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Abstract 
The efficient utilization and management of bandwidth in broadband net
works is of paramount importance since bandwidth costs are likely to domi
nate network operational costs, especially in the wide area scenario. However, 
relatively little attention has been given to this issue in developing the current 
schemes for the transport of Internet data traffic over ATM. In this paper we 
describe a bandwidth allocation and management approach for the transport 
of Internet traffic over ATM that uses Virtual Private Networks, exploits the 
ABR service and implements bandwidth guarantees. We also address the ef
ficient sharing of bandwidth between Internet data traffic and other media 
traffic using ATM. 
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1 INTRODUCTION 

We all have noticed the unprecedented growth of the Internet over the last 
few years, especially after the World Wide Web became so widely popular. 
As a result, there is an ever increasing volume of data traffic injected into the 
Internet, which is continuously pushing the installed capacity of the Internet 
to its limits. This installed capacity must be upgraded regularly if the Internet 
is to continue providing the users with acceptable quality service. 

In order to meet such growing capacity demands, the use of Asynchronous 
Transfer Mode (ATM) technology is currently considered since ATM can de
liver high bandwidth and it is becoming a ubiquitous infrastructure, widely 
accepted by the public carrier companies. In fact, ATM is already being used 
to transport Internet traffic. In particular, some Internet backbones use ATM 
links to interconnect their routers and many organizations use ATM in their 
local premises for LAN interconnection. In the near term, the use of ATM 
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for Internet support will likely be the solution of choice, at least over regional 
and wide area spans (Borden et al. 1995). 

Actually, the transport of Internet data traffic over ATM is the focus of 
much debate and research, with several approaches under current investiga
tion. However, most of the emphasis has been on functionality, rather than 
efficiency. Namely, relatively little attention has been given to the efficient 
allocation, utilization and management of the underlying ATM bandwidth, 
and to the efficient sharing of facilities by both Internet data traffic and other 
media traffic transported over ATM networks. 

In this paper we describe a bandwidth allocation and management tech
nique based on ATM Virtual Private Networks (AVPNs) which addresses 
these problems. This technique is not "yet another IP (Internet Protocol) over 
ATM approach" which is incompatible with all previous proposals. Rather, it 
can be overlaid transparently on top of any of the existing techniques. The 
novelty of our approach is that we extend the AVPN concept to take advan
tage of the Available Bit Rate (ABR) service in order to efficiently utilize the 
underlying ATM bandwidth, while at the same time providing a mechanism 
for explicit resource reservation for the Internet data traffic. We address the 
wide area scenario, where bandwidth is costly, and the IP traffic must coexist 
and share resources with other media. 

In section 2 we discuss the use of ATM bandwidth on two classes of IP 
over ATM solution approaches. In section 3 we introduce the AVPN concept 
and we apply it to the support of Internet traffic in section 4. In section 5 we 
present simulation results, highlighting the performance gains with AVPN. In 
section 6 we make some concluding remarks. 

2 BANDWIDTH ISSUES ON IP OVER ATM SCHEMES 

There are basically two classes of solutions to transport the Internet data 
traffic over ATM networks. In one of them, data is sent over end-to-end vir
tual channel connections (Vees), in the other, data is sent over a backbone 
network of interconnected routers. Henceforth, we refer to these classes as 
end-to-end vee and backbone solutions, respectively. 

In a scheme using the end-to-end vee approach, an IP host wishing to 
exchange data with another host, knows the IP address for this host. However, 
before an end-to-end vee can be set up, an IP to ATM address mapping 
is required, which is carried out by an address resolution protocol (ARP) 
implemented on ARP servers (Katz et al. 1996). With the ATM address, 
a vee is then set up with the desired bandwidth and Quality of Service 
(QoS). Unfortunately, since data sources are not likely to be able carry out 
such declaration, it is reasonable to expect that this vee will be either an 
Available Bit Rate (ABR) or an Unspecified Bit Rate (UBR) connection, with 
minimum (ABR) or no (UBR) bandwidth reservation. 

On the positive side, the ABR or UBR service allows the Internet traffic to 
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"invade" the bandwidth left over by Constant Bit Rate (CBR) and Variable 
Bit Rate (VBR) connections, thus providing an efficient utilization of the ATM 
bandwidth. On the negative side, if congestion builds up, there is no way to 
protect the traffic on ABR or UBR VCCs. In ABR, a simple form of bandwidth 
guarantee is offered by the Minimum Cell Rate (MCR). Unfortunately, it is 
not clear how to initialize MCR for an IP data connection. Likewise, the 
dynamic renegotiation of MCR to react to congestion is not practical in a 
WAN environment with thousands of VCCs. 

In a backbone network scheme, a mesh or CBR virtual path connections 
(VPCs) is established to interconnect a set of routers. The major difficulty is 
to determine the amount of bandwidth to be pre-allocated to the backbone 
links. Furthermore, once the allocation is carried out, it is fixed for a relatively 
long term since it is generally difficult to determine when to trigger dynamic 
adjustments to the allocated pool of resources. As a result, the data traffic is 
not capable of enjoying the benefits of statistical multiplexing on the ATM 
trunks. This is the approach currently used by most Internet Service Providers 
(ISPs) on their Internet backbones. 

Furthermore, we can improve the packet forwarding performance in an 
ATM backbone if we avoid the reassembly and resegmentation of IP packets 
into ATM cells at every intermediate router. This idea was first suggested in 
the context of Connectionless Servers, ITU-T Recommendation 1.364, which 
would operate on a cut-through mode. The contemporary counterparts of this 
idea are the IP (Newman et al. 1996) and Tag (Rekhter et al. 1996) switches. 
While these sophisticated IP switching strategies improve the forwarding per
formance in the backbone, they do not include network management mecha
nisms to make the most efficient utilization of the allocated ATM bandwidth. 

In conclusion, with end-to-end VCCs the IP traffic competes with other 
low priority traffic components for the bandwidth left over by CBR and VBR 
connections. With CBR backbones, peak bandwidth reservation is too con
servative and expensive, and it prevents the recovery of the bandwidth left 
over by CBR and VBR connections. In an attempt to reconcile these two 
conflicting goals (bandwidth guarantee and efficient use of bandwidth), we 
propose to support the Internet traffic over ATM with an overlay network of 
IP routers (which in principle could be IP or Tag switches) interconnected by 
VPCs under ABR flow control. 

3 THE AVPN CONCEPT 

The approach to the transport of data traffic over ATM we describe in this 
paper is based on the concept of ATM Virtual Private Networks (AVPN) 
(Crocetti et al. 1995). The basic idea on AVPN is that a large corporate user, 
with sites spread over a large geographical area, would request a mesh of CBR 
VPCs to be configured over the ATM network to interconnect the user sites. 
A private AVPN manager administers all the resources in the AVPN and the 
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public ATM network responsibility is limited to the policing/flow control of 
individual VPCs. In a sense, a virtual private network is a backbone network 
in which the AVPN manager is added to improve the bandwidth utilization 
of the AVPN resources. Figure 1 illustrates the AVPN approach. The use of 
AVPN has a number of advantages as discussed in (Crocetti et a/. 1995). 

- CBR VP in AVPN 

• Customer Office 

Figure 1 The AVPN scenario. 

4 THE INTERNET AVPN 

If the user sites are actually routers, what differentiates an Internet backbone 
from an Internet AVPN is the private manager in the latter. However, what 
we call Internet AVPN henceforth is a modified version of the AVPN con
cept described above. First of all, we use ABR instead of CBR VPCs and the 
private manager is present for the sole purpose of managing the amount of al
located bandwidth. The actual decision to support/accept individual streams 
is performed by the IP routers. 

4.1 The Internet AVPN Management and Traffic Control 

The Internet AVPN is managed by a management center (MC) and by local 
managers (LM) installed in each of the AVPN IP routers (see Figure 2). The 
MC has complete information on the entire AVPN including: router locations, 
connectivity among routers, bandwidth assignment on each VPC, etc. At 
system initialization the MC requests VPCs to be established between IP 
routers, constructing a topology that provides enough capacity to support 
the targeted traffic load. Since the trunks in the AVPN topology are ABR 
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VPCs, the bandwidth that is actually assigned to each trunk is determined 
by the MCR negotiated for each of the VPCs. The initial MCR value can be 
renegotiated by the LM to accommodate traffic load variations as described 
later on. Hence, if no knowledge of the expected traffic is available or the 
requested MCR cannot be supported at VPC set up time, a relatively small 
MCR is allocated initially and it is later renegotiated as traffic measurements 
are collected or more resources become available. 

Figure 2 The Internet AVPN scenario. 

The ABR flow control implemented by the switches in the ATM network, 
the Enhanced Proportional Rate Control Algorithm (EPRCA) for instance, 
is then applied to the AVPN VPCs. However, the Internet traffic travels mul
tihop paths from source to destination, with each IP router forwarding the 
IP packets to the next hop. We use this fact to close the flow control feed
back loop by making the forwarding router function as virtual source and the 
next router hop function as a virtual destination for the ABR traffic. Since 
the feedback loop in this case involves a round trip delay that is typically 
smaller than the one between the actual sources and destinations, the ABR 
flow control can be exercised more effectively. In addition, since the flow con
trol is applied on a per VPC basis, instead of on a per VCC basis, IP packets 
of different sessions are transmitted on the VPC at the current Allowed Cell 
Rate (ACR) for the VPC. 

4.2 Dynamic Bandwidth Renegotiation 

In order to alleviate the load on the MC, the LMs in the routers monitor 
the Allowed Cell Rate (ACR) on each VPC terminating on the router and 
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renegotiate the MCR on the VPCs. This allows the Internet traffic to seize 
as much capacity as dynamically required. This MCR represents the amount 
of bandwidth continuously reserved to the Internet traffic. This bandwidth 
cannot be used by the network (Call Admission Control) to set up other (non 
Internet) CBR and VBR connections. 

The ABR traffic, on the other hand, has the ability to fill in the unused 
bandwidth. Hence, at any point in time the ACR fluctuates between the MCR 
and the peak cell rate (PCR) or the explicit rate (ER), whichever is smaller 
(ATM Forum 1996). If the ACR remains continuously over the MCR for a long 
time, the Internet traffic may need more bandwidth than what is currently 
allocated. The LM can then take action and request an increase of MCR. 

Note that the increase on the MCR value is not time critical since the ABR 
control can maintain the ACR higher than the MCR, provided that there is 
unused bandwidth (which is different from the unassigned bandwidth needed 
for the MCR increase request to succeed). In essence, the increase in MCR 
is a preventive measure, to ensure that additional, yet unassigned bandwidth 
is allocated to the Internet traffic, and therefore cannot be claimed by CBR 
and VBR call requests. Similar actions in the opposite direction, to decrease 
MCR, are applied when the MCR bandwidth is underutilized. 

5 SIMULATION EXPERIMENTS 

In this section we present two sets of simulation experiments. In the first set 
we compare schemes based on the highest aggregate effective throughput as 
seen by Internet data applications under steady state behavior. In the second 
set, we are concerned with dynamic changes in the available bandwidth caused 
by variations in the number of active connections. For both sets we use the 
model depicted on Figure 3 where the switches implement the EPRCA flow 
control scheme. 

Congested Links 

Figure 3 ATM model. 

TCP 
Destination 



Using ATM virtual private networks for the internet data traffic 183 

Since the majority of the data traffic transported by the Internet today uses 
the TCP /IP protocol stack, we consider in our experiment that such traffic 
is produced by a number of ATM workstations running TCP /IP over ATM. 
We further assume that each one of these sources is transferring a large file 
to a common (for simplicity) destination using ftp. The data traffic from all 
these sources share the same ATM links from the first switch all the way to 
the destination. These links are also shared by real-time traffic carried over 
native ATM VBR or CBR connections, which enjoy higher priority than the 
Internet traffic. Henceforth, we call this real-time traffic, priority traffic. 

In the first set of experiments we consider two cases: a network heavyly 
loaded and a network only moderately loaded with priority traffic. In the 
first case the priority traffic generator produces the aggregate traffic of 12 
variable rate sources; in the second case, the aggregate traffic of 7 sources is 
produced. Each VBR source transmits at a peak rate of 10Mbps and they 
have a burstiness of 1.3. Since the burstiness is so small, it is practical to 
allocate peak bandwidth to such connections. Thus we assume that the traffic 
of the guaranteed sources is carried over CBR connections which are set up 
first, leaving 17 .5Mbps and 72. 7Mbps of unassigned bandwidth, respectively, 
for the Internet traffic. In addition, the TCP maximum segment size is 1024 
bytes and we consider the extra overhead due to TCP, IP and AAL5 headers. 
All links are 150Mbps and propagation delay on each link is 5ms. The routers 
are placed at switch sites. 

In the first set of experiments we want to compare the three different ap
proaches to the transport of Internet data traffic over ATM: End-to-End ABR 
VCCs, Backbone CBR, and the Internet AVPN described in this paper. For 
the End-to-End ABR VCC case, each TCP source uses a dedicated ABR VCC 
to the destination. In the other two cases, each TCP source uses a dedicated 
ABR VCC to the first IP router. Likewise, there is a dedicated VCC between 
the last router and the TCP destination, and the IP routers are themselves 
interconnected by a VCC. For the Backbone CBR case, this is a CBR VCC 
with assigned peak bandwidth of 17Mbps and 70 Mbps, for the heavy and 
moderate load cases respectively. For the Internet AVPN case, we have an 
ABR VCC between the routers with MCR of 17Mbps and 70 Mbps, for the 
respective load cases. Finally, to reflect the inability of data sources to de
clare bandwidth requirements, the ABR VCCs used by the TCP sources are 
assigned a MCR of zero. 

Our results, considering 95% confidence intervals, are presented in Figures 4 
and 5. In these figures we plot the effective aggregate throughput as seen by 
data applications running over the TCP entities. In Figure 4 we present the 
heavy load scenario and in Figure 5 we present the moderate load scenario. 
An immediate observation from both figures is that the Internet AVPN pro
vides the best utilization of network resources in any of the load conditions 
considered. 

Comparing the results for Backbone CBR in Figures 4 and 5, it is apparent 
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Figure 4 TCP aggregate throughput under heavy load. 
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Figure 5 TCP aggregate throughput under moderate load. 

that this approach fails to recover the bandwidth left over by the priority 
traffic_ This is actually no surprise since the CBR VCCs in the backbone 
are peak policed. What it is surprising is the inability of this scheme to use 
even the bandwidth it is assigned, as demonstrated especially in Figure 5. 
Obviously, some of the assigned bandwidth is wasted on protocol overhead, 
but the allocated bandwidth is not entirely used because of the TCP slow
start and the conservative nature of the ABR flow control applied to the VCCs 
connecting the sources to the first router. 
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Since the End-to-End ABR and Internet AVPN approaches use ABR flow 
control for the whole time the data traffic is in the ATM network, the following 
comments apply to both. Under heavy load, we observe that both schemes 
are capable of recovering some of the bandwidth left over by the priority 
traffic since in both cases the aggregate throughput is always higher than the 
bandwidth unassigned to the priority traffic. However, for End-to-End ABR, 
the long round trip delays and the conservative rate decreases prevent a more 
efficient utilization of the available bandwidth. The Internet AVPN is better 
in the cases considered because the use of virtual sources and destinations 
allows for a better control of the traffic transported over the ABR connections. 
Under moderate load, however, End-to-End ABR cannot even use the total 
unassigned bandwidth (to the priority traffic) while Internet AVPN actually 
uses the assigned bandwidth (MeR) and again recovers some of the bandwidth 
left over by the priority traffic. The use of virtual sources and destinations and 
the long round trip delays once more account for the performance difference 
between the two schemes. 

The effect of each scheme on the congested link utilization is illustrated 
on the traces of Figure 6 for the heavy load case described above and for 20 
active TeP sources. In this figure we show snapshots of the amount of wasted 
bandwidth at intervals of 0.5ms. These results show that the Internet AVPN 
approach with shorter feedback loops (using virtual sources/destinations) pro
vides a better "fill in" characteristic than the schemes with End-to-End ABR 
vees. The result for the Backbone eBR approach shows a greater wastage of 
bandwidth because the ABR traffic cannot exceed the vee peak bandwidth 
and thus cannot exploit the leftover bandwidth on the congested link. 

In the second set of experiments we assume that the real-time, high priority 
traffic is generated by both VBR and eBR sources. The VBR sources are 
exactly as before. The eBR sources transmit at a peak rate of 20Mbps. Our 
interest here is to study the effect of dynamic variations of the offered traffic 
on the share of network resources seized by the Internet data traffic. We also 
illustrate how the LM in the AVPN approach implements local topological 
changes, which in this case is simply a bandwidth renegotiation. 

We consider that initially we have 10 VBR and 1 eBR source, the initial 
condition on the left graphs of Figure 7. In terms of the assigned bandwidth, 
this scenario is identical to the heavy load scenario discussed above. Then, 
at a time a a new eBR call request arrives and, for simplicity, it is accepted 
instantaneously if resources are available. At time (3 the first eBR connection 
is disconnected. At time 'Y the second eBR connection is also disconnected 
and at time 8 a new eBR call request arrives. The left graph on Figure 7(a) 
shows a trace of the link utilization for the aggregate guaranteed traffic if all 
new calls are accepted. 

For this second set of experiments we consider a case in which we have 20 ac
tive TeP sources. Furthermore, since the results of the first set of experiments 
suggest that the Backbone eBR approach delivers the worst performance, we 
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Figure 6 Traces of the bandwidth wasted. 

do not consider it any further. In Figure 7 for each of the two approaches 
considered, we plot the traces for the VBR + CBR traffic on the left and the 
traces for the ABR and Total traffic on the right . 

From Figure 7(a) we see that the end-to-end ABR approach provides no 
protection to the Internet data traffic which suffers whenever new CBR con
nections become active. The AVPN strategy succeeds in committing band
width to the Internet traffic, as seen in Figure 7(b ). The first CBR connection 
requested at time a is rejected by the call admission control since there is 
no bandwidth available due to prior reservations for the AVPN topology. 
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Figure 7 Traces of bandwidth utilization, dynamic case. 

Furthermore, since the Internet traffic volume is heavy, as soon as the only 
active CBR connection is torn down, the AVPN LM acts to reserve the newly 
available bandwidth for the Internet, as described in section 4.2. This further 
prevents the last CBR connection from being accepted at time o. 

6 CONCLUSIONS 

In this paper we presented an approach to the transport of Internet data 
traffic over ATM networks that conforms with the Classical IP model. This 
approach is based on ATM Virtual Private Networks and it allows for an 
efficient utilization and management of the bandwidth assigned to the Internet 
traffic. We compared this AVPN scheme and other schemes with respect to 
their resource utilization features and their ability to guarantee bandwidth 
for the Internet traffic. Our results show that the Internet AVPN approach 
is more effective in using the assigned bandwidth as well as in recovering the 
unused bandwidth. Finally, our resource management feature allows for the 
dynamic tuning of the assigned resources to traffic load variations. 
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