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Abstract 
The problem of Integrity Constraints checking in the area of Logic Databases 
is considered and some research results are presented in which the notion of 
View Constraints as restriction on a database emerges. This notion is pre
sented and compared with the general notion of Integrity Constraints. Some 
examples are given and implementation issues are discussed. 
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1 INTRODUCTION 

The problem of Integrity Constraints checking in the area of Logic Databases 
has been considered where Integrity Constraints are interpreted as obliga
tions. Alternatively the same formulae can be interpreted as defining subsets 
of a given database, View Constraints Le. Restrictions. 

As is apparent in the literature, the particular way it is decided to consider 
the role of constraints, is often a pragmatic issue, depending on the application 
at hand. It is generally accepted that constraints express properties of a given 
database but the differences between the various methods described in the 
literature generally concern questions of how the constraints are proved to 
be satisfied by the database (proof methods) and when such proofs should be 
performed. The differences are often a matter of the meaning assigned to such 
formula (constraints) with respect to an application domain. 

One interesting interpretation of constraints in databases is the ability to 
define a particular view of the database as a refinement of its relations. The 
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notion of view that we are thinking of allows us to impose a set of restrictions 
on a database dynamically in order to filter elements that do not satisfy certain 
properties out of the relations of the database. This is why we can call them 
restriction constraints. 

We claim that this interpretation of constraints, is suitable to consider the 
problem of security in a deductive database (integration) context. 

In fact, the Internet and the World Wide Web capability are showing the 
need for organizations to access and integrate different sources of informa
tion. Future applications are likely to be built by putting together systems 
developed and managed at different sites. Integration, federation, coopera
tion etc of information sources or software systems, in general, seems to be a 
must. Security and privacy are thus becoming more crucial (Jajodia 1996a), 
(Jajodia 1996b), both for relational and advanced database systems. 

Integration of databases is a hot area of research. Interesting proposals 
for mediating database systems can be found in the literature, both for re
lational (Silberschatz, Stonebraker and Ullman 1991), (Ullman 1994) and 
logic/deductive databases (Baral, Kraus and Minker 1991), (Subrahmanian 
1994), (Lu et aI1995), (Aquilino et al. 1995), (Asirelli, Renso and Turini 1996), 
(Aquilino et al. 1997). 

Security, within the framework of deductive databases and their integration 
has also been studied (Bonatti, Kraus and Subrahmanian 1995), (Candan, 
Jajodia and Subrahmanian 1996). 

Here we present a possible use of an integrity constraint checking approach 
for security. In particular, we consider a method described in (Asirelli, De 
Santis and Martelli 1985), and its different implementations and extensions 
(Asirelli, Inverardi and Plagenza 1996), (Aquilino et al. 1995), (Asirelli, Renso 
and Turini 1996), (Aquilino et al. 1997). 

This kind of approach does not deal with the problem of 'correct setting' 
of Constraints, neither it is concerned with the particular meaning attached 
to constraints, e.g. 'access constraints'. It is a general framework where the 
designer defines its own constraints by means of logical formulas that are 
handled according to a given logical semantics. It is the designer responsibility 
to define constraints in such a way that they playa specific role e.g. 'access 
constraints' . 

In the following Section 2 we will summarise the background and the re
sults in the literature that have led to our considerations on these two kind 
of database constraints. Few examples of applications of this concept of con
straints as 'restrictions' will be illustrated in Section 3. Compilative and in
terpretative implementation issues are discussed in section4. Section 5 states 
our conclusions. 
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2 INTEGRITY CONSTRAINTS AND VIEW CONSTRAINTS 

We deal with constraints on the basis of the following notions: 

• Deductive databases considered in this paper refer to the notion of database 
as the set union of logic clauses in the EDB and in the IDB, i.e. DB = 
ED BUI D B where there is no necessary distinction between base predicates 
and derived predicates, as is the case for Datalog. Thus, we consider a 
deductive database as a simple logic program; 

• Queries are simply goals that are evaluated in the given DB (LP); 
• Constraints are formulae of this kind: A --+ BI , ... ,Bn (Asirelli, De Santis 

and Martelli 1985),(Kowalski 1995), with the intuitive meaning that: for 
every ground instance of A, say Au, there must exist a ground instance of 
(BI /\ ... /\ Bn)u which holds. 

Various kinds of integrity constraint formulae and verification methods in 
the area of deductive databases have been proposed by different authors 
(Abiteboul, Hull and Vianu 1995)(Gallaire, Minker and Nicolas 1982). Some 
authors denote integrity constraint formulae as denials +- AI, ... ,An (Lloyd 
and Topor 1985), (?), with the following intuitive semantics: for every ground 
instance of Al /\ ... /\ An, say (AI /\ ... /\ An)u, there must exist at least one 
Aiu which does not hold. 

As summarised by Kowalski (1995), all integrity constraints checking meth
ods proposed so far, have tried to give a different formal characterisation to 
the informal semantics of integrity constraints. These include a: 

• theoremhood view (Lloyd and Topor 1985), (Asirelli, De Santis and Martelli 
1985), where the constraints formulas have to be logically entailed by the 
database, i.e. DBI = IC ; 

• consistency view (?), where the theory obtained by the union of the 
database and the constraints must have a model, i.e. DBu IC has a model 
and furthermore, an 

• epistemic (Reiter 1990) or metalevel view (?), where, as far as we under
stand, constraints are always satisfied by the database, i.e. the database 
system is such that the database will never reach a state where the con
straints are violated. 

Furthermore, the different integrity checking methods have followed differ
ent strategies. In fact, they can either: 

i) assume that the database is consistent, check at update time that the 
update preserves consistency and accept or reject it. This is the case for 
applications where the database has to be 'protected' , e.g. banking or 
business databases in general; 
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ii) allow for updates, even those generating an inconsistent database, period
ically perform a consistency checking and, in case of inconsistency, try to 
restore the consistency in various ways; some authors also propose changing 
the constraints accordingly (Di Nitto and Tanca 1996), this is considered 
acceptable e.g. for 'scientific' databases where the rules change as new dis
coveries are obtained; 
or 

iii) pre-compile the integrity constraints and the database into a new database 
DB' such that, by definition, DB' will satisfy the integrity constraints. In 
this case a query is answered in DB' and thus the situation is similar to 
i). 

We concentrate on this last approach which, in our opinion, is well suited 
for applications where a common database has to be viewed by different 
users, but some knowledge is hidden to certain users e.g. for security 
reasons. 

This approach falls into that theoremhood view of constraints, in which the 
constraints are logically entailed not by the original database but by the 
database that results from applying a restriction (modification) imposed 
by the constraints. i.e. 

DB /mIC ==> DB' 1= IC 

However, in our opinion this approach also falls into the epistemic view, and 
thus leads to considering the constraints not just as Integrity Constraints (obli
gations) as in the common use of the term, but as defining subsets of a given 
database (View Constraints). Within this interpretation, the theory describing 
the integrity constraint formulae can be considered as a view on the database, 
i.e. as a specification of the relevant facts. This means that IC are here dealt 
with in a more general way. They can be different for different users, 
they can be used for security(Bertino, Jajodia and Samarati 1995), and in 
particular for secrecy maintenance or for availability (Jajodia 1996a) 
and (Jajodia 1996b). That is, for hiding information or else for showing only 
that information that satisfies certain criteria and, furthermore, to define 
some exceptions to database rules thus implementing Default Reasoning, as 
in (Kowalski and Sadri 1990). 

We believe that this interpretation of constraints as Views (restrictions), 
is suitable for considering the problem of security in a deductive database 
context and, even more, in a deductive database integration context. 

The situation can be summarised by the following three examples: 
In this first example, no constraint is specified and thus a query to the 

database will produce the only answer that can be derived from the database. 
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Example 1 

EDB: P(a,b) P(b, c) p(c, d) 
Q(a,n) Q(s,m) 

IDB: R(X) +- Q(X, y),p(X, Z) 

Ie: none 

query: R(X) only R(a) is computed 

Here we show a database that satisfies its Integrity Constraints, i.e. all an
swers that are 'computable' in the database are correct wrt constraints. 

Example 2 

EDB: P(a, b) P(b, c) p(c, d) 
Q(a,n) Q(s,m) 
R(a) 

IDB: none 

Ie: R(X) ~ Q(x, Y), p(x, z) 

integritychecking : OK 

The following example shows a situation where Constraints are used as 
Views (restrictions): only those answers that satisfy the constraints are com
puted. 

Example 3 

EDB: P(a,b) P(b, c) p(c, d) 
Q(a, n) Q(s, m) 
R(a) 

I DB: R(X) +- Q(X, Y) 

Ie: R(X) ~ P(X, Z) 

query: ? R(X) I ony R(a) is computed 

Thus a theory of 'View Constraint' on a database defines a restriction on 
the database model. Accordingly, different theories of 'View Constraint' define 
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different 'restrictions' of the same model. We can depict this situation as 
follows: 

DB 
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In the first case we have the database and its model; in the second we depict 
the restriction of this model by one 'View Constraint', while in the third we 
represent the different restrictions on the same database model imposed by 
different views. 

3 EXAMPLES 

Few examples of application of the two concepts of Integrity Constraints and 
View Constraints are going to be sketched. 

3.1 A database of friends and lovers 

loves(X, Y) f- blond...hair(Y), friends(X, Y) 
friends(fred, mary). 
friends(fred, susan). 
friends(john, mary). 
friends(john, susan). 
green_eyes (mary). 
blond...hair(mary). 
blond..hair( susan). 

In the above database both john and fred loves at the same time both mary 
and susan. If there are constraints: 
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1) The DB and Ie are separated theories 

loves(I, Y) t- blond..hair(Y), friends(I, Y) 
friends (fred, mary). 
friends(fred, susan). 
friends(john, mary). IC : 
friends(john, susan). loves(john, Y) -+ green_eyes(Y) 
green_eyes(mary) . 
blond..hair(mary) . 
blond..hair( susan). 

Then, while fred still loves susan and mary, john can only love mary. The 
set of answers to the database that are correct with respect to constraints is 
equivalent to the set of answers that can be computed by the following pro
gram. See also section 3.3. 

2) The DB and Ie are merged together 

loves(john, Y) t- green_eyes(Y), blond..hair(Y), friends (I, Y) 
loves(I, Y) t- I i= john, blond..hair(Y), friends (I, Y) 
friends (fred, mary). 
friends(fred, susan). 
friends(j ohn, mary). 
friends(john, susan). 
green_eyes(mary) . 
blond..hair(mary). 
blond..hair(susan). 

3.2 A bank database example 

bankJlccount(fred, 2000). 
bankJlccount(mary, 20). 
bankJlccount (susan, 1000). 

Then everybody can make a query and get to know information about the 
other accounts. If there are constraints, then: 

1) The DB and Ie are separated theories 

DB: 
bankJlccount(fred, 2000). 
bankJlccount(mary, 20). 
bankJlccount(susan, 1000). 
director(smith). 

IC: 
bankJlccount(I, Y) -+ authorized(I, Z),director(Z) 
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Then, no one can get to know anything, since no one is authorized. The 
same results could be obtained by the following program: 

2) The DB and Ie are merged together 

DB" ( modified) : 
bank_account (fred, 2000) +- authorized(fred, Z), director(Z) 
bank_account(mary,20) +- authorized(mary, Z), director(Z) 
bank_account(susan, 1000) +- authorized(susan, Z), director(Z) 

Else, we can formally think to give to each user (fred, susan etc.) a database, 
personilezed as the following one defined for mary. 

3) A DB for Mary 

DB: 
bank_account(fred,2000). 
bank_account (mary, 20). 
bank_account(susan, 1000). 
director(smith). 
authorized(mary,smith) 

Ie: 
bank_account (X, Y) -+ authorized(X, Z), director(Z) 

Efficiency can be obtained, of course, by maintaining only a database and 
adding one constraint, each time, for each user, as it is shown by the alter
native approach as in section 3.3. More efficiency can also be obtained at 
implementation level (see section 4). 

3.3 A Constraint Operator 

The application we are going to present shows how View Constraints can 
be used for the definition of a 'constraint' operator among logic programs 
(Aquilino et al. 1995), (Asirelli, Renso and Thrini 1996), (Aquilino et al. 1997). 

The following example shows the union (U), intersection (n) and con
straint U) operators among programs. These program operators have been 
used to define an approach to the 'semantic integration' of databases (Asirelli, 
Renso and Thrini 1996), where they are used to define 'mediators' (Silberschatz, 
Stonebraker and Ullman 1991)and (Ullman 1994) programs. 

Roughly, the union among two programs is just the collection of all clauses 
in the two programs. The intersection is given by the set of clauses obtained 
by unifying the heads of the clauses and putting together the corresponding 
instances of the bodies. The formal definitions of U and n can be found in 
(Brogi et al. 1994). 

The / operator (Aquilino et al. 1995), (Aquilino et al. 1997) defines a pro-
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gram as the result of 'constraining' the definition of predicates in the first 
program on the basis of the definitions (of the same predicates) contained in 
the second one. 

Example 4 Programs (Databases) Integration 

Database P: 

reX, Y} t- sex} 
tea} 

Database P U Q : 

reX, Y} t- seX} 
rea, Y} t- tea} 
tea} 
s(a} 

Database Q : 

rea, Y} t- tea} 
sea} 

Database P n Q : 

r(a, Y} t- tea}, sea} 

Database P /Q : 

rea, Y} t- sea}, t(a} 
reX, Y} t- X :f. Y, s(x} 
tea) 

Thus, taking into account the in section 3.2, we are in a better position 
to implement a 'security' interface to a database. We can handle a single 
database: 

UnicJJB 

banlcaccount(fred,2000}. 
banlcaccount(mary,20}. 
banlcaccount(susan, 1000}. 
director(smith}. 

and then have a Constraint Theory: 

IC 

banlLaccount(X, Y} t- authorized(X, z}, director(Z} 

and then to each user give a Database defined as follows: 

• mary: (UnicJJB U authorized(mary, smith))/ IC 
• fred: (UnicJJB U authorized(fred, smith))/ IC 
• susan: (UnicJJB U authorized(susan, smith))/ IC 
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4 IMPLEMENTATIONS 

Two implementation approaches of the notion of View Constraints are sketched. 
The first approach refers to the works in (Asirelli, De Santis and Martelli 1985) 
where the constraints are expressed by formulas as in this paper, and (Aquilino 
et al. 1995), (Aquilino et al. 1997), where they are defined by another deduc
tive database, as it is the case in section 3.3. In this kind of implementations a 
new database state is computed on the basis of the old one and the Integrity 
Constraints. 

The second implementation approach takes a more dynamic view: It shows 
the definition of a new refutation procedure (SRP-IC) which is based on SLD. 
Every answer to a query which is computed by SRP-IC is successful if and only 
if it is entailed by the database and satisfies the constraints. This procedure 
is only briefly presented here, while more details can be found in (Asirelli, 
Inverardi and Plagenza 1996). 

4.1 The 'compilative' approach 

In the first implementation approach, given a database and a set of 're
strictions', a new deductive database is computed, the relations of which are 
the original ones properly filtered according to the restrictions. Thus, starting 
from a database and its set of Integrity Constraints (IC), this implementation 
method merges them into a new database, that corresponds to the original 
one modified by the formula in the IC. The behaviour of this approach is also 
shown in section 3.1 where the DB and IC are merged together. 

Actually, although the semantics is exactly the same, the algorithm to per
form this modification defined in (Asirelli, De SanUs and Martelli 1985) (and 
actually implemented in our database system GEDBLOG) would compute an 
intermediate predicate, one for each constraint clause. This predicate would 
then be inserted in the definition of the original predicate. That is, referring 
to the example in section 3.1, we would get a database such as the following 
one: 

Example 5 

x(U, v) f- noLunify([U, v], [john, Y)) 
x(john, V) f- green_eyes(V) 
loves(X, Y) f- blond..hair(Y), friends(X, Y), X(X, Y) 
friends(fred, mary). 
friends(fred, susan). 
friends (j ohn, mary). 
friends(john, susan). 
green_eyes(mary). 
blond..hair(mary) . 
blond..hair( susan). 
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The same use of constraints to restrict the set of possible answers to a query 
on a database also appears in (Gaasterland et al. 1992). That method also 
adopts a compilative approach as in the above cited ones and constraints are 
expressed as denials. 

The above methods of implementing view constraints all computes a new 
DB or Logic Program. While it is 'normal' to recompile a program after an 
update, when a database is concerned, an update, either to the DB or to the 
constraints, enforces a (partial) recompilation of the DB. This, in some cases 
can be dreadful, from the efficiency point of view. 

4.2 The 'interpretative' approach 

The second implementation method would allow the DB to remain the 
same, while particular properties changes, e.g. from one user to another. 

Very roughly the intuition underlying the 'interpretative implementation' 
method is that: 
during the resolution of a query, whenever we have to resolve an instance of 
an atom A, say AB, and there is a constraint A -+ B 1 , •.. , Bn such that A and 
AB unify with m.g.u. a, then (B1 , . .. , Bn)a must be added to the obtained 
sub query. 

Thus, as a consequence of applying a constraint, we add the adequately 
instantiated consequence part of the constraint to the goal obtained by resolving 
the atom that unifies with the head of the constraint. 

Let us consider the following example. 
Suppose we have a theory graph which defines two extensional relations, 

node and edge, and one intentional relation, path, with the straightforward 
meaning. 

Example 6 A Theory for Graphs 

DB: 
node(a) 
node(b) 
nOde(c) 
node(d) 

edge(d, c) 
edge(a,b) 
edge(d,b) 

Rules: 

path(X, Y) +- edge(X, Y) 
path(X, Y) +- edge(X, Z), path(Z, Y) 

Views: 

node(X) -+ path(a, X) 

The above view establishes that we accept only nodes that are reachable 
from node a. Now, we show the results of some queries on the theory graph 
with respect to the constraint. 

The query +- node(d) violates the constraint, while the query +- node(b) 
satisfies it. 



An interpretation of integrity constraints for security 

f,- node(d) 

~ o 
Rv 

f,- path(a,d) 

~~ 
f,- edge(a,d) f,- edge(a,Z),path(Z,d) 

~ 
fail 

~ 
f,- path( b,d) 

~~ 
f,- edge(b,d) f,- edge(b, W),path(W,d) 

~ ~ 
fail fail 

~ node(b) 
~ 
o 
.JJ.v 
~ path(a, b) 
~ 
~ edge(a, b) 
~ 
o 
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Here, ~ represents the usual resolution step by means of rule ri and .lJ. 
represents the application of the integrity formula to the goal (selected atom) 
just resolved (also called the selected-solved atom). 
Despite the simplicity of the general idea its application needs a careful treat
ment and analysis of the various instantiation situations that arise during the 
resolution due to the unification process, especially if there are many con
straints that can· be applied at the same time. 

This interpretative approach, also is a basis to obtain interoperability and 
cooperation in the deductive database context. Correspondingly, the compila
tive approach has been used to define semantic integration of logic databases 
(Asirelli, Renso and Turini 1996), mediators are defined by means of opera
tors among DB, including the 'constraint' operator). Such an approach to 
integrate databases has also been used to define integration of Geographical 
Information Systems (Aquilino, Renso and Thrini 1996) 

5 CONCLUSIONS 

We have considered the problem of Integrity Constraints checking in the area 
of Logic Databases and presented some research results that account for two 
different notions of constraints. On one hand, constraints are considered as 
'obligations' ( Integrity Constraints), on the other they can be considered as 
defining 'restrictions' on a database ( View Constraints). We claim that the 
differences among the two notions are often a matter of the meaning assigned 
to such formulas (constraints) with respect to an application domain. Further
more we claim that this interpretation of constraints as Views (restrictions), 
is suitable to consider the problem of security in a deductive database (inte
gration) context. 
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We also claim that among various interpretation of constraints in databases 
the 'View Constraints' one is very interesting since it provides the ability of 
defining a particular view of the database as a refinement of its relations. This 
notion allows one, among other possible operations, to impose dynamically 
a set of restrictions on a database in order to filter elements that do not 
satisfy certain properties, out of the relations of the database. This means 
that IC are here dealt with in a more general way. They can be different 
for different users, they can be used for security and in particular for 
secrecy maintenance or for availability. That is, for hiding information 
or else for showing only that information that satisfies certain criteria and, 
furthermore, to define some exceptions to database rules thus implementing 
Default Reasoning. 

This kind of approach does not deal with the problem of 'correct setting' 
of Constraints, neither it is concerned with the particular meaning attached 
to constraints, e.g. 'access constraints'. It is a general framework where the 
designer defines its own constraints by means of logical formulas that are han
dled according to the following logical semantics: the final DB is 'consistent' 
with respect to the constraints, or else, the 'constraints' are 'logical conse
quences' of the DB. It is the designer responsibility to define constraints in 
such a way that they playa specific role e.g. 'access constraints'. 

Few examples of application of the concept of View Constraints have been 
illustrated. 

Two implementation approaches of the notion of View Constraints are also 
sketched. A 'compilative' and an 'interpretative' approach. In the compila
tive implementation of the methods (section 4.1) the 'consistency' of the new 
(amalgamated) database with respect to the old database is defined by the 
formal definition of the methods and its semantics (Asirelli, De Santis and 
Martelli 1985), (Asirelli, Inverardi and Plagenza 1996), (Aquilino et al. 1995), 
(Aquilino et al. 1997). It is in fact proved that the methods are correct and 
complete with respect to the stated semantics: no new information is inserted, 
no 'correct' information is deleted by the methods. 

Note that, in this implementation method the 'amalgamated DB' is really 
computed (new rules and facts are generated, from the old ones and the 
constraints) while it is not in the 'interpretative approach' (section 4.2). 

This work is a first step in the direction of studying this approach more 
deeply for security purposes. The approach described in (Asirelli, De Santis 
and Martelli 1985) is implemented in our system GEDBLOG (a deductive 
DBMS (Asirelli et al. 1994)). We are at present extending it to handle the 
constraint operator and also we are porting GEDBLOG to work on the Inter
net so that mediators can be effectively implemented. 

We are at present also investigating the use of the interpretative implemen
tation as a basis to obtain interoperability and cooperation in the deductive 
database context. 
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