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Abstract 
This paper addresses two main issues of the DOK system [15], that is the 
design of a framework for enforcing security policies and a secure architecture 
which implements such a framework. Federated security policies are expressed 
as logic-based expressions (called "aggregation constraints") specifying the 
different combinations of transactions that a user is not allowed to issue, 
either in single or multiple states of a federation. 

To enable efficient monitoring of aggregation constraints, state transition 
graphs are generated to model the different sub-computations of the con
straints. Two marking techniques, namely LMT (Linear Marking Technique) 
and ZMT (Zigzag Marking Technique), are proposed to detect violations of 
federated security policies. 

To enable an effective enforcement of security policies, we designed a secure 
DOK architecture using specialised agents: (i) coordination agents allow the 
coordination of different federated activities, (ii) task agents perform specific 
tasks of the federation, and finally (iii) database agents provide the required 
information for coordination and task agents. 
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1 MOTIVATION 

Relatively few databases are accessible over the Internet. With today's tech
nology one would like to encapsulate a database and make it available over the 
Internet. A client using such databases would browse an old census database, 
look-up references in an object-oriented database system, access descriptions 
and pictures over the Internet, or combine different information using NCSA 
Mosaic, WWW, or back-end databases. 

Database Security XI T.Y. Lin and Shelly Qian (Eds) 
Cl 1998 IFIP. Published by Chapman & Hall 



36 Part Two Distributed and Federated Systems 

Security issues mainly prevent unlimited access to a wide number of het
erogeneous databases. We believe that this issue needs only to be addressed 
within an environment in which databases can be connected and used without 
violation of their security policies. This (federated) environment ensures that 
all its component databases can be used separately or in combination without 
compromising global and local security policies. 

The Distributed Object Kernel (DOK) project [15] at Royal Melbourne In
stitute of Technology is concerned with the research and development of a 
secure database middleware to effectively search, update and combine infor
mation within a distributed and federated environment. DOK uses CORBA 
(Common Object Request Broker) technology, the distributed-object stan
dard developed by the OMG (Object Management Group), to communicate 
across different database platforms. In addition, DOK provides federated ser
vices allowing clients to use multiple databases in combination, and these 
involve query service [11], reengineering service [14], and reflection service [2]. 

This paper addresses the design of the DOK security service, including 
the development of a secure architecture to effectively enforce federated se
curity policies in the context of autonomous, distributed and heterogeneous 
databases. Users can access, update or combine data from different databases 
involved in a federation through a DOK layer. The security service is respon
sible for a detection of any violation of local and federated security policies, 
and triggering appropriate actions if such a violation is found prior to the 
manipulation of data. To implement such a detection mechanism, two main 
issues need to be addressed. The first issue relates to the enforcement of local 
security policies. It involves the design of a federated access control mecha
nism aiming for integration of different access controls which could have been 
imposed on local databases. Such an access control will specify and define 
the appropriate rights that a user is granted to access and/or update data 
in a distributed and heterogeneous environment. The second issue concerns 
the enforcement of federated security policies. It concerns the design of an 
inference mechanism which manages security policies. It also prevents a user 
from obtaining a collection of data from different databases that may enable 
the user to infer sensitive information [7]. 

Regarding the first issue, we proposed in [13] a federated access control 
(called GAC) allowing a "generic" expression of the security requirements 
for databases involved in a federation. Each object defined within the DOK 
federation, also called a virtual object, has a set of associated access lists 
(ACLs) which specify the different access rights of its attributes. The DOK 
approach describes such security labels in terms of basic transactions (e.g. 
read/write/update) so that they become independent of any specific access 
control (e.g. DAC or MAC). 

This paper describes a solution to the second issue identified above. This 
solution involves three aspects: (i) the design of a language to express aggre
gation constraints, (ii) a technique to monitor these constraints, and finally 
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(iii) a logical architecture and procedures to enforce the security policies. Our 
solution can be summarised as follows. (1) A logic-based language, called 
FELL (acronym of FEderated Logic Language), is designed to model dif
ferent types of violation of federated security policies when transactions are 
submitted. This language enables the specification of transactions issued on 
either a single or multiple states of a federation. (2) When aggregation con
straints are expressed on a given federation, then these are transformed into 
appropriate data structures, called state transition graphs, so their monitoring 
becomes efficient. The nodes of such graphs model the sub-computations of 
the constraints. The node labels are atomic formulas, which are used during 
the monitoring process, and are based on the past and/or present state(s) 
of a federation. Due to the limited size of the paper, the focus will be on 
the graphs which have at least one "true" terminal node. These graphs are 
called true graphs and an appropriate monitoring technique is proposed for 
such graphs based on a "linear-way" of marking nodes. The remaining type of 
graphs, called false graphs, require a different monitoring technique in which 
nodes are not marked in a sequential order. [12] proposes a specific technique 
enabling the construction and marking of false graphs. (3) The DOK secure 
architecture is a three-layer architecture involving a Coordination layer, Task 
layer and Database layer. These layers contain specialised agents which enable 
the enforcement federated security policies. Coordination tasks (e.g. finding 
an appropriate agent to process a certain request) are performed by agents 
such as the DOK Manager. The enforcement of the security tasks (e.g. con
straint maintenance) is performed by specialised agents such as the Constraint 
Manager. Finally, the database functions (e.g. retrieval of information about 
a specific user) are implemented by the user and data agents. 

This paper is organised as follows. The next section overviews the DOK 
environment. Section 3 describes the FELL language. A framework for moni
toring constraints is proposed in section 4. The description of the appropriate 
security agents for the enforcement of federated security policies is given in 
section 5. Finally, in section 6 we conclude with the current and future work. 

2 THE FELL LANGUAGE 

This section describes the syntax of the language to be used for the expression 
of security policies in a DOK environment. Prior to that, we will first introduce 
the different elements of a DOK application, i.e. the reference model. 

2.1 The Reference Model 

DOK [15] is a set of managers which oversee the smooth running of a fed
erated system and is responsible for ensuring the operational requirements 
of a federation. Users interact with a federation through the local external 
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schema of one of the component databases, implemented in the local wrap
per. Users' requests involving remote data are analysed by the local wrapper 
and re-directed to the DOK Manager, which has to ensure proper transaction 
management, concurrency control and query management. 

A DOK schema is defined by a set of virtual objects and relationships 
(such as aggregation and inheritance relationships). Contrarily to conven
tional objects, which define physical stored entities, virtual objects describe 
conceptual entities defined as aggregation of objects of a distributed system. 
Figure jim illustrates an example of virtual objects in which their correspond
ing attributes are defined by "picking up" information from three databases, 
namely a personal database (pDB - which stores information about staff mem
bers of different department of a given university), a student database (stDB 
- which stores information about students and their results), and a bitmap 
database (bitDB - which stores pictures of both staff and students of different 
departments). The virtual object Department is built by references to infor
mation located in the databases pDB and bitDB. In a similar way, the virtual 
object Student contains three types of information: Looks-like (which refers 
to a picture in bitDB), Personal (which refers to a relation or view of stDB) 
and Results (which is a SQL query on stDB constructing the results of a stu
dent). The reader may refer to [15] for more details about the DOK reference 
model. 
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Figure 1 Virtual objects 

Using the GAC model proposed in [13], local security requirements are 
transformed into the federated level to allow the understanding of the local 
security requirements by the DOK managers. GAC is a generic access control 
which integrates most of the existing access controls, such as MAC and DAC. 
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2.2 Expressing Aggregation Constraints 

This section describes the syntax of FELL, the acronym for Federated Logic 
Language, which is designed to be used by a security administrator to express 
the different security requirements of a federation. This language provides 
logic constructs to express aggregations constraints over a database federa
tion, however it does not provide any interpretation (or monitoring) of these 
constraints. As stated in the first section, the processing of the aggregation 
constraints is performed by generating the appropriate data structures, i.e. 
state transition graphs, and marking them later to detect any violation of 
security policies. Due to the size limitations of the paper, the semantics of the 
FELL expressions will be not discussed. 

FELL's expressions enable the modelling of situations where a user's set of 
transactions are not permitted to be processed in combination on the differ
ent states of a federation, even though the user has all the appropriate access 
rights in the individual databases of the federation. These situations generally 
lead to the violation of federated security policies because the user can infer 
more sensitive information in which he/she does not have the required access 
rights [7]. The different situations which lead to the violation of federated 
policies are expressed as FELL's expressions, called aggregation constraints. 
In the DOK environment, we distinguish between two types of aggregation 
constraints: static constraints and dynamic constraints. The former are mod
elled as predicates on a single state of a federation, meaning that when these 
predicates are evaluated as true for a given state, appropriate actions are trig
gered. Dynamic constraints, on the other hand, are predicates specified over 
a sequence of states. 

FELL 's expressions related to static constraints are first order predicate 
logic. Dynamic constraints are temporal logic expressions which incorporate 
the temporal operators always, sometimes and next. In what follows, we 
propose some examples of static and dynamic constraints on the virtual object 
of Figure 1. 

EXAMPLE 1 "the user u1 cannot read the attributes salary and name of 
staff employee at the same time" 

If we take into account different scenarios about the states of a federation, 
the above constraint may have two possible interpretations. The first inter
pretation relates to a situation where the constraint is checked within a single 
state (i.e. the system checks whether the user u1 has issued a transaction 
in which the attribute salary and name are read at the same time). These 
constraints are static constraints. Also, the user u1 may have issued two trans
actions in which he/she reads only one attribute at the same time. This means 
that the constraint needs to be checked over different states of a federation. 
This last interpretation refers to what we call dynamic constraints. 
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(a) Static Constraints 
These are constraints which apply over only a single state of a federation. 
They express aggregations which forbid users to combine data within a sin
gle transaction. For example, the constraint stated in Example 1 is a static 
constraint and can be expressed as two FELL formulas: 

(1) V c:Staff, if read(u1,c.name) implies not(read(u1,c.salary)) 
(2) V c:Staff, if read(u1,c.salary) implies not(read(ui,c.name)) 

These formulas basically express the order in which the user issues transac
tions. In (1), the user has first read the name of a staff, whereas in (2) the user 
has started to read the salary of the employee. In general cases, FELL provides 
logic constructors, such as term, atomic formula and well formed formula to 
construct logical expressions of aggregation constraints. A term designates 
either a constant, a predicate over a virtual object, a variable, or projected 
variable. FELL also supports the definition of atomic formulas as a compo
sition of terms using specific rules. For instance, if P, Q and n are terms, 
then read(P, Q), write(P, Q, 'R), delete(P) are atomic formulas. Using the 
concept of atomic formula, one can construct more complex structures of the 
universe of discourse. These FELL structures are called well formed formulas 
(in short, formula) and they can be built using appropriate rules. 

(b) Dynamic Constraints 
These are defined over several states of a federation, such as past, present and 
future. They express long-term data dependencies between remote states in 
the evolution of a federation. Thus, the different states in a sequence must be 
inspected as a whole in order to detect a violation of a constraint. 

Let us consider an example of a dynamic constraint. Using the example of 
Figure 1, one can stipulate that the only user who can update the salary of 
an employee is the boss of the department. This constraint can be expressed 
as follows: 

Ve, d, u, e:Staff, d:Department, u:User, always (e E d.staff and d.boss = u) before 
write( u, e.salary, -) 

Another alternative is to allow the update of the salary of an employee 
only by people who have been the head of a department at least once. This 
constraint relaxes the previous formula in which only one state of a federation 
is required to satisfy the assumption related to the fact that a user has been 
a boss of a department. This constraint is expressed as follows: 

Ve, d, u, e:Staff, d:Department, u:User, sometimes (e Ed.staff and d.boss = u) 
before write(u, e.salary, -) 
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3 STATE TRANSITION GRAPHS 

Analysis of constraints consists of both detecting inconsistencies and trans
forming them into a form that can be monitored. The task of the monitor is 
to check whether federation states are admissible in the context of a certain 
federation history. This task is performed using state transition graphs to iden
tify any violation of security policies. These graphs consist of: labelled nodes 
(with temporal formulas) and labelled edges (with non-temporal formulas). 
The initial node is labelled with the constraint itself. The nodes reflect the 
conditions which have to be fulfilled by the future states of database objects. 
The edges reflect the transition between constraints, and their labels indicate 
under which conditions such a transition may occur. 

CASE 1: The constraint in the form of [sometimes 1/J]. The following is an 
example of such constraint 

Vs, 3 u, s:Student, u:User, sometimes(write(u,s.Results,_)) 

which stipulates that there exists a user who can update the results of all 
students. The type User is a predefined type and used for defining FELL 
expressions. The corresponding state transition graph is shown in Figure 2(a). 

(I) 

(2) 

(3) 

3s.V u, s:Studeni,u:User 
DOl(write(u,s.Resulls.....)) 

Vs, 3 u, s: Student, u: User 
sometimes(write(u,s.Results,J) 

V s,3 u, s:Student,u:User 
wrile(u,s.ResultsJ 

(a) "sometimes" predicate 

Vs3 u, s:Studenl, u:User 
write( u,s.Resulls,J 

Vs, 3u, s: Student, u: User 
always(write(u,s.Results,_)) 

3s,Vu, s:Sludent, u:User 
DOl(write(u,s.ResultsJ 

IJUe 

(b) "always" predicate 

Figure 2 An example of state transition graphs 

Each student, say e, belongs to one of the two nodes of the graph illustrated 
in Figure 2(a). We assume that the constraint is in the form of [sometimes 
1/J]. If in the current state of a federation, the object e does not verify the 
formula 1/J, then e will be used again in the future states to check 1/J. In this 
situation, the validation process of the constraint is still in the node (2) and 
the constraint can be re-expressed as [ ezistnezt 1/J], meaning that 1/J is required 
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to be checked in all future states. However in the case where e verifies the 
formula'¢, then the corresponding temporal constraint is valid. The node (3) 
of the state transition graph is reached. 

CASE 2: This case deals with temporal formulas in the form of [always 
'¢]. The state transition graph of this type of constraint is different from 
the previous one because the temporal formula '¢ needs to be valid in every 
future state of a federation. Figure 2(b) illustrates the graph of the following 
constraint. 

Vs, 3 u, s:Student, u:User, always(write(u,s.Results,_)) 

In a given state of a federation, if any object s of type Student can be 
updated by a given user, say u, then the constraint of type [always'¢] becomes 
true in the current state of a federation. Additionally, the constraint '¢ is 
required to be valid in all the future states. This constraint is re-expressed 
as [allnext '¢].However in the case where the formula t/J is not fullfiled in the 
current state (i.e there exists an object s which cannot be updated by any 
user), then the constraint always t/J is no longer valid. 

CASE 3: This case is concerned with the order of validation of constraints. 
One situation can be in the form of [always t/J before</>], where t/J and </> are 
non-temporal constraints. Let us consider the following constraint: 

Vs, V u, s:Student, u:User, always( read( u,s.name)) before write( u,s.Results,_) 

This constraint specifies that a modification of a student's results is autho
rised only if the user has already checked the name of the student. The state 
transition graph of such a constraint is shown in Figure 3(a). 

CASE 4: The constraint is in a form of [sometimes t/J before</>]. The following 
example illustrates such types of constraints. 

V s, V u, s:Student, u:User, sometimes( read( u, s.name)) before write( u,s.Results,_) 

Figure 3(a) describes the state transition graph for the above constraint. 
The basic state transition graphs for temporal formulas are shown in Fig

ure 4. Using these graphs, one can build state transition graphs for complex 
constraints over multiple states of a federation. These complex constraints are 
built from other constraints by logical composition of atomic formulas. Thus, 
the state transition graphs of such constraints are built, in a similar way to 
their logic representations, by aggregation of the basic state transition graphs 
shown on Figure 4. 
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Vs, Vu, s: Student, u: User 

V s,Vu, s:Student, u:User 
read(u,s.name) 
or (not(read(u,s.name)) & 
not(update(u,s.results,_))) 

read{u,s.name) before update(u,s.Results,_) 

3 s3 u, s:Student, u:User 
not(read(u,s.name)) & 
update(u,s.Results,_) 

true 

(a) "always-before" predicate 

s ! true 

Vs, Vu, s: Student, u: User 

3 s3 u, s:Student, u:User 
not(read(u,s.name)) & 
update(u,s.Results,_) 

read(u,s.name) before update(u,s.Results,_) 

V s,Vu, s:Student, u:User 
read(u,s.name) 
or not(update(u,s.results,_)) 

true 

(b) "sometimes-before" predicate 

Figure 3 Another example of state transition graphs 

However, a distinction between aggregation of state transition graphs hav
ing no True terminal nodes and those that do have, needs to be made. This 
distinction between these types of graph is important because of the differ
ences in the way their corresponding formulas are to be monitored. The first 
category of graphs relates to formulas that could not be always true after a 
certain state of a federation. This is mainly because these graphs do not con
tain a True terminal node. We call these graphs false graphs. The second 
category of graphs involves those which contain a True terminal node. The 
True node of these graphs can be reached in some given state of a federation, 
meaning that the corresponding formulas are and will be validated in all the 
future states of a federation. These graphs are called true graphs. 

Figure 4 The four basic state transition graphs 
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3.1 True Graph Composition 

Let us first consider an example which is based on true graphs. The following 
constraint stipulates that the user u can never aggregate salary of an employee 
and the name of the department where the employee is working. 

Ve,'</, d, e:Staff, d:Department sometimes(read(u,d.name)) /\ 
sometimes( read{ u,e.salary)) /\ e is-in d.staff implies abort 

The above formula is a logical composition of three formulas: ( ,,P1) [sometimes( 
read(u,d.name)], (1/J2) [sometimes( read(u,e.salary)] and (,,P3) [(e is-in cl.staff)]. 
Using the basic state transition graphs (shown in Figure 4), the state tran
sition graphs of such atomic formulas can be built. Figure 5 illustrates these 
graphs, denoted as Gi, G2 and G3. Note the graph G3 is a simple graph be
cause the corresponding formula checks in each state of a federation whether 
the user u is reading information about a staff member of a department. The 
state transition graph for the complex constraint 1/J1 /\ 1/J2 /\ 1/J3 is defined as a 
set of all possible aggregations of the graphs Gi, G2 and G3, i.e. { G1 EB G2 
EB G3, G1 EB G3 EB G2, G2 EB G1 EB G3, G2 EB G3 EB G1, G3 EB G1 EB G2, 
G3 EB G2 EB Gi}, where EB represents the graph aggregation operator. This 
operator connects the nodes of the concerned graphs to form a complex state 
transition graph. Formally, this is defined as follows: 

not(read(u,d.name)) 

sometimes( read( u,d.name)) 

read(u .dname) 

true 

(Gl) 

e is-in d.Staff 

false 

~e 

EJ 
+~e not(read(u.e.salary)) 

sometimes( read( u,e.salary)) 

(G2) 

~ 

(G3) 

Figure 5 Examples of state transition graphs 
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ALGORITHM 1 (Graph Composition) Let us consider two true graphs G; = 
( {n;1, ···, n;P}, {t;1, ... , t;P_1}) and G; = ( {n;11 .. ·, niiJ, {t;i, ... , t;,,_1}), 
where nZ' is a node type and t 11 is a transition. We assume that these graphs are 
state transition graphs of the formulas 'l/J; respectively 'l/J;. The composition of G; 
and G;, denoted as G;$G;, produces the state transition graph G;; = (I,:T) for 
the formula 'l/J;; = 'l/J; /\ 'l/J;, where 

1. I = {n;11 .. ·, n;P, n;i .. · n;,,} is the set of all nodes of G; and G;. 
2. :J = {t;11 · · ·, t;P_1 , tnew 1 t;i, .. ·, t;,,_J is the set of transitions of G;;. tnew from 

n;,, to n;r of G; and G; respectively is defined as follows: 

(a) find a node of G; which is labelled as True, say n;,,; 
(b) delete the cyclic transition of the node n;,,; 
(c) if n;r is the first node that is reached from the idle node in G;, then create a 

transition tnew from n;,, to n;ri and 
{d) label the transition tnew as true. 

A True node of the graph G; is used as a basis to build the complex graph 
G;;. During the checking of the validity of the complex formula 1/J;;, if the 
True node of G; has already been reached (or marked as we will see later), 
then the next step in the processing of 1/J;; will be to check the formula 1/J; 
using the graph G;. Since the True terminal node of the graph G; has a cyclic 
transition, and to allow a transition from G; to G;, this cyclic transition needs 
to be deleted (as stated in 2-b). 

The last stage in building the graph G;; is to make the transition between 
the True node of G; and one of the nodes of the graph G;. As stated in the 
condition 2-c, the first node in G; which is reached after the idle node is used 
in the next stage of the processing of the formula 1/J;;. Finally, the conditions 
(2-c and 2-d) create and label the transition tnew with true to allow a direct 
transition from G; and G;. 

EXAMPLE 2 Figure 6 shows some of the composition performed on the 
graphs G11 G2 and Ga of Figure 5. 

The graph generated by using the composition operator Ea can have some 
redundant nodes that are not required to be checked during the monitoring of 
aggregation constraints. These nodes relate to the non-terminal True nodes 
that have been used during the composition to link different graphs. If we 
consider for instance the composition graph Gi Ea G2 Ea Ga of Figure 6, we 
notice that some nodes of such a graph are always true. This makes their 
checking unnecessary. These nodes basically allow the transition from the 
checking of one formula (i.e. 1/J; in our case) to the checking of another formula 
(i.e. 1/J; ). The terminal True nodes cannot be deleted because they related to 
the situation where the complex formula is proven to be true. 
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••• 

••• 
G1$G2$G3 G1$G3$G2 G3$G2$Gl 

Figure 6 The composition of graphs G1, G2 and G3, where A 
sometimes(read(u1,d.name)), B = sometimes(read(u1, e.salary)), and C 
e is-in d.Staff 

ALGORITHM 2 (Graph Simplification) Given a graph G = {I, .1} and a 
non-terminal True node n; connecting two nodes n;-1 and n;+i with transitions 
t;_1 and t;+i respectively, then we construct an equivalent graph G1 = {I - { n; }, .1 
-{true}} o/G, where 

• true is the label of the transition from n; to n;+i ; 
• t;-1 is a transition from n;-1 to n;+i 

is an equivalent to G. 

EXAMPLE 3 Figure 7 shows two successive simplifications of the initial 
state transition graph G = G1 EB G2 EB G3 of Figure 6, denoted as G1 and 



Designing security agents for the DOK federated system 41 

G2 • Note that the graph G2 cannot be simplified anymore even though it has 
a True node. This node is a terminal node and describes the final state of the 
computation of the comple:c formula t/J1 A ,,P2 A ,,P3 • The graph G2 is called a 
reduced graph of G. 

not A 

A 

G • Gl@G2E9<;3 

Figure 7 The Simplification of G = G1 E9 G2 E9 G3, where A = 
sometimes(read(u1 1d.name)), B = sometimes(read(u11e.salary)), and C = e 
is-in cl.Staff 

4 MARKING ALGORITHMS 

Monitoring aggregation constraints consists of checking whether the federation 
states are admissible in the context of a certain federation history. In this 
section we describe two algorithms which enable the monitoring of aggregation 
constraints by marking the nodes of state transition graphs. 
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For a given complex formula, such as t/J = t/J1 /\ t/J2 /\ t/J3, there may exist 
several state transition graphs as shown in Figure 6. Thus, many reduced 
graphs can be derived. The graph a2 is an example of a reduced graph of the 
constraint t/J. The checking of a complex formula is performed on the reduced 
state transition graphs generated from its initial state transition graphs by 
marking the nodes that have been found true in all past states of a federation. 
Using the example of Figure 7, the checking of the constraint t/J can be done by 
marking the nodes of the different reduced graphs. For instance, if we assume 
that the node A has been validated in one of the past states of a federation, 
i.e. the user u has already read the name of a department (say d), then there 
are two possible scenarios to mark the remaining nodes of the state transition 
graphs. (1) Either the user u is reading the salary of an employee, say e, in 
the current state of a federation. This means that the node B will be marked, 
and the next step in the checking of the constraint t/J is to evaluate the node 
labelled as C; (2) Or the node labelled by C needs to be evaluated before 
checking the node labelled by B; i.e. check whether the staff member (in which 
the user u has read its information) is working in a department (which has 
been read by the user u). 

The first scenario follows a linear marking of the reduced graphs. We call 
such a marking technique LMT (Linear Marking Technique), and a node is 
marked if and only if all its precedent nodes have been marked either in the 
past or current states of a federation. In contrast to the first scenario, the 
second scenario follows an anarchic way of marking (called Zigzag Marking 
Technique), where any node of a reduced graph can be marked when its cor
responding formula is made true in the current state. 

4.1 Linear Marking Technique 

Let us consider a formula t/J with a1, · · ·, ai, · · ·, an as a set of all its reduced 
(true) graphs. We assume that these graphs are defined as follows: a1 = 
( {nip···, nh }, {t111 • • ·, tik_J ), · · ·, ai = ( {nip··· nik }, {tin···, tik_J ), · · ·, 
an= ({nmp"""nmk},{tm11 ···,tmk_J). We also assume that the nodes of 
these graphs can be marked by a function, namely mark: N --+ {+,?}, 
where N is the set of possible nodes. In the initialisation phase, the nodes of 
the reduced graphs are marked as follows: 

% initialisation phase % 
for each i, 1 ::;i ::;m 

for each j, l::;jsk 
if label(ni;) =fa True 
then mark(ni;) = ? 
else mark( n;;) = + 

where the function label returns the label of a node. In the above initialisa-
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tion phase, all the nodes of the reduced true graphs (except the nodes labelled 
with True) are marked with the symbol "?", meaning that their correspond
ing formulas have not been validated. The nodes having True as a label are 
marked with the symbol "+". 

We assume that at time t, the reduced graphs have been marked according 
to the different events that occurred in the past states of a federation. At time 
t + fl.t, which is the current state of the federation, an event occurs where 
the user is reading, updating, or combining information from different virtual 
objects. We denote these events by the different sub-transactions (i.e. read and 
write) which are initiated by the user of the federation. We denote these sub
transactions as s1, · · ·,Sh. The LMT algorithm checks the different reduced 
graphs and traverses the nodes marked with the symbol "?". The nodes that 
match with the sub-transactions s1 , • • ·,sh are marked with the symbol "+", 
otherwise no modification in the marking of the nodes is performed. 

ALGORITHM 3 (LMT Algorithm for True Graphs) Thefollowingstepsare 
performed: 

Input: The following input data is assumed 

• a complex formula t/J 
• "''s reduced graphs G1 = ({n111 .. ·, n1k} ), .. ·, am = ({nm1, .. ·, nmk} } 
• a set of sub-transaction s1, · · ·,Sh 

• variable status which has a value J when t/J becomes true in the current state 
of a federation, 0 otherwise. 

Output: value of the variable status 
Procedure: The following steps are performed 

for each i = 1,m do 
(1) find the last node of G; marked with+, n~ 
(2) find the next node of n~ in G;, say n~ 
(3) evaluate the label of n~, say t/Jn; , against s1, · · · , Sh 

II 

if t/Jn; is true 
II 

then 
(4) mark(n~) = + 
(5) find the next node of n~ in G;, say n~ 
(6) if label(n~} = true 

then 
(7-1} status= 1 
(7-2} exit 

(8) else status = 0 

The LMT algorithm marks the nodes of a reduced true graph in a linear manner. 
For a given reduced graph, the step (1) finds the last node that has been marked 
with the symbol "+", denoted as n~. The step (2) evaluates the label of this node 



50 Part Two Distributed and Federated Systems 

against the different sub-transactions that have been issued in the current state of a 
federation. This evaluation step checks whether or not the sub-transactions are part 
of the label of the node n~, and then evaluates their logical combination (depending 
on the complex formula tPn• in the node n~). If the formula becomes true, then the 

y 

next step consists in checking whether the True node has been reached, meaning 
that there exists at least one reduced graph which has got all its nodes marked with 
the symbol"+". The steps (7-1) and (7-2) are important steps of the LMT algorithm 
because they avoid further marking of the remaining reduced graphs when at least 
one of the reduced graph has all its nodes marked with the symbol "+". 

4.2 The Zigzag Marking Technique 

Now we shall introduce the remaining algorithm for the true graphs. This is based 
on a non-linear search of a node that has not been marked with the symbol "+". 
In contrast to the linear search of the LMT algorithm, the ZMT algorithm retrieves 
any node of a reduced graph when the label of this node can be matched with the 
set of sub-transactions issued in the current state of the federation. When all the 
nodes of a given reduced graph are marked with the symbol "+", the algorithm 
exits in the similar way as LMT because the formula has been validated within the 
current state of the federation. 

ALGORITHM 4 (ZMT Algorithm for True Graphs) The following steps are 

performed: 

Input: The following information are assumed 

• a complex formula </> 
• reduced graphs at = ( {ntp .. ., ntk} }, ... am = ( {nm1,. .. ,nmk} } of</> 
• issued sub-transactions St, · · · , Sh 

• variable status 

Output: value of the variable status 
Procedure: The following steps are performed 

for each i = 1,n do 
for each j = 1, k do 

if mark(ni;) = ? 
( 1) evaluate the label of n;;, say </>n;., against s1, · · · , Sh 

J 

(2) if </>n• is true 
y • 

(3) then mark(n~) = + 
(4) check all the labels of n; 1 , • • ·, n;k 

if all labels of the nodes is True 
( 6) then exit 

Contrary to the LMT, the above algorithm checks all the nodes of a reduced 
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true graph which have "?" as labels. If some of these nodes are evaluated to true 
against the current sub-transactions, then these are marked with the label "True". 
Thus, the algorithm does mark (as opposed to the LMT) several nodes at the same 
time during the processing of a formula. This can be an advantage over the LMT 
algorithm, however the complexity of the ZMT increases when the state transition 
graphs become large (i.e. n becomes very important). Finally, the complexity of the 
above algorithm is o(n! x Ct), where Ct represents the cost of matching a set of sub
transactions against a set of atomic formulas. The ZMT algorithm is useful for false 
graphs but not for true graphs (unless the number of nodes is very small) because 
every node of a true state transition graph must be marked [12]. 

5 SECURITY AGENTS 

This section addresses the design of a secure DOK architecture to support the frame
work presented in the previous sessions. As mentioned earlier in this paper, DOK [15] 
is a system providing federated services, such as a reengineering service [14], query 
service [11], reflection service [2], trader service, security service, and transaction 
service. Each of these federated services is implemented as a server and it is used 
by different processes to perform specific functions, such as retrieving objects, pro
cessing queries over a set of databases, etc. 

To implement the different functions of each of the DOK services, we have de
signed a logical and physical architectures aiming to support interoperability across 
different database platforms. The logical architecture describes the DOK layers and 
the intra- and interaction between these layers to allow efficient communication and 
processing of the different functions of the DOK services. The physical architecture 
describes the implementation of the different components of the logical architecture. 
This section focuses on the DOK logical architecture. 

The DOK logical architecture is based on the use of agents [4] to perform the 
functions of the DOK services. Also, these agents are designed to be able to un
derstand and abstract (through a reflective process) information embedded within 
different applications of a federation, negotiate with remote agents to perform in 
collaboration different activities of a federation, etc. In this section we will describe 
the DOK security agents and relate their activities to the algorithms proposed in 
the previous sections. 

5.1 The DOK Agent Model 

A DOK agent refers to an active entity which performs specific tasks within a 
federation such as enforcing security, ensuring the committing of global transactions, 
mining resources or optimising global queries. In the DOK agent model, an agent is 
graphically represented with (circle/rectangle/etc) icon (see Figure 8) and it contains 
different information, such as the name of the agent, a set of properties (which 
for example represents the information required for enforcing security policies) and 
the corresponding methods or functions (that is the procedures allowing to keep a 
federation secure). 
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Figure 8 The DOK logical architecture 

The interaction between agents is based on the different relationships they have 

between them. The stronger the relationship between two agents, the bigger is the 

communication between them. Our model supports three types of (communication) 

relationships: containment relationship, association relationship, and inheritance re
lationship. These relationships are supported by most of object-oriented models [10], 

however our relationships are related to dynamic issues (e.g. as communication be

tween agents) than static issues (e.g. attributes factorisation). More importantly, 

these introduced relationships are close to those that exist between humans. In this 
way, containment relationships are parental relationships allowing the expression 
of a relationship between a father/mother and their children. The association rela

tionships is more-or-less like neighbourhood relationships. They express some sort 

of relationship between human agents, however they are weaker than containment 
relationships. Inheritance relationships express a kind of specialisation of human 
agents to perform specific tasks. An example of such a relationship is for instance 

the relationship between a staff member and a teacher (or an administrator). A staff 
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member is a generic agent who can perform some functions, however a teacher is 
specialised in providing lectures for students in the same way that an administrator 
is specialised in performing administrative work. 

Even though the relationships between agents look like those of object-oriented 
models, they are different in underlying semantics. A good example which justifies 
this claim is the following. In our approach, if we want to express a relationship 
between, for example, an agent which represents a president of a country and its 
minister agents, we will use the containment relationships because they express the 
sub-computations that the minister agents are responsible to perform on behalf of 
the president agent. However, in object-oriented data models, these relationships 
will be represented as association relationships. As we will see later, we will used 
an object-oriented model only to represent the data used by agents during the 
communication process (by sending for example an object identity of an object 
located in a given site). In this way, the agent model describes the agent information 
and behaviour, whereas object-oriented models are used to describe the data as well 
as operations which can be applied or used by agents. 

The communication between a father agent and its children can be qualified as a 
"strong relationship". The "weaker relationships" are modelled as associations. They 
also express inter-dependencies between agents, however they are related to a mutual 
collaboration between agents in order to perform one or multiple common functions. 
Referring again to Figure 8, the association relationship between the DOK Manager 
and the Wrapper agent represents a sort of collaboration in which one of these agents 
can request, for example, to transform a schema of a given database in order to be 
understood by the different agents of a federation. Agents manipulate data which 
are in the form of objects [10). In this way, a schema of a relational database will 
be transformed into an object-oriented schema by using one of the functions of the 
wrapper proposed in [14). Note that the Wrapper agent may communicate with the 
DOK Manager and request, for instance, some of its services. 

The last relationship is the inheritance relationship between agents. The schema 
of Figure 8 does not have one, however a simple example of such a relationship can 
be defined between the Wrapper agent of Figure 8 and another new agent which will 
model the Wrapper for a specific database, e.g. an Oracle database. We call this new 
agent, an WrapperOracle agent, and this will be like any other wrapper, that it can 
perform any of the functions of an ordinary wrapper. However the differences with 
the other wrapper agents is that WrapperOracle is specialised for Oracle databases, 
that is it can transform (or translate) only schema defined with an Oracle database. 
In the same way, this wrapper only has an understanding of the security information 
(e.g. access control) of Oracle databases. 

5.2 The DOK Agents 

As for other functions of the DOK system, the enforcement of the security policies 
by the DOK agents is a multi-level process. At the top level, the DOK Manager or 
Wrapper agents (depending on the level of the security checking) identifies the type 
of task to perform in the federation (e.g. authentication). The agents of this top 
level are aware about all the activities which are happening (or already happened) 
in the federation. Also they can access information about each agent (e.g. roles, 



54 Part Two Distributed and Federated Systems 

functions) and request other agents to process some functions. In this way, the top 
layer of the DOK involves what we call coordination agents. They are responsible 
for the coordination of all activities of a federation rather than performing the tasks 
themselves. These tasks (or functions) are instead delegated to more specialised 
agents of lower levels. At the middle level, specific functions (such as enforcement 
of global constraints or the sanitisation of query results) are performed by what we 
call security agents. Examples of such agents are the Global Security Processor or 
Constraint Manager of Figure 8. 

Security agents differ from coordination agents because they are specialised in 
performing specific functions of the DOK system. Thus the security agents have 
a narrow visibility of a federation, that is they have knowledge only about agents 
which perform the same function. The bottom level is comprised of a set of agents 
specialised in accessing or updating information required by agents of higher layers. 
These agents are database-like agents playing the role of an interface between the 
participating databases and the agents of top and middle layers. They are called 
database agents. An example of such agents is the User agent which records all 
information about a particular user, including the different access rights that he/she 
has for different objects as well as the identity of the user. 

This three-layered architecture of the DOK system has many advantages. Each 
layer involves a set of agents which are responsible for a certain activities in a feder
ation. These activities can be management activities, that is they are performed by 
coordination agents which will oversee the running of a federation. Other activities 
will be, for example, those which relate to a specific task. These activities are per
formed by specialised agents. In this way, specialised agents have a narrow view of 
the whole system. Finally, the last activities concern more simpler functions which 
are related to the "preparation" for instance data to be used either by specialised 
or coordination agents, the storage of data related to objects of local databases, etc. 
This classification of agents based on their activities in a federation shows a sort of a 
logical clustering (or modules) of the DOK agents. Figure 8 illustrates the different 
DOK clusters, that is the coordination server, security server, transaction server, 
query server, database server, etc. 

As mentioned earlier, the agents of the different DOK modules interact to perform 
the required functions of the DOK system. The collaboration between the agents 
of the same cluster (server) is larger and more intense that those which belong to 
different clusters. The main reason for this is that if two agents are involved in 
performing the same function, they should be related by stronger relationships, i.e. 
the containment relationship. In the opposite case, the two agents will be involved 
in a "weaker" collaboration. This means that they need to be defined in different 
modules. Since this article is only related to security enforcement, we have illustrated 
in Figure 9 the interaction only between security agents in order to enforce both 
local and federated security policies. 

(a) Coordination Layer 
This level involves agents specialised in the coordination of the different activities of a 
federation. With regard to security enforcement, the DOK Manager and the Wrapper 
agent are the only agents with the overall understanding on how to keep a federation 
secure. When a query is sent to a local database, the wrapper authenticates the 
user and determines whether the query is related to the local database or to the 
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federation. If it is a local query, the wrapper will delegate the processing to the local 
database. Otherwise, the query is translated from a language used at the local level 
into a global level (14] and then processed by the the DOK Manager. 

WRAPPER AGENT: The role of this agent is to translate the query informa
tion from the local level to the global level and vice versa. This will allow the DOK 
Manager and other agents to have a better understanding of information contained 
within local databases. In terms of security, the Wrapper is responsible for authenti
cating local users at the global level before presenting the query. The wrapper agent 
checks the security attributes of the user, and relays them to the DOK Manager for 
enforcement of global security. This is depicted by the Component Database, User 
and Data agents, and the relationships among these agents (see Figure 8). The meth
ods provided by the Wrapper agent are authenticate_user(}, connect{}, disconnect() 
and translate(). The method authenticate_user(} invokes communication with the 
User, Data and Component Database agents to gather information about the types 
of access rights a user has to a certain data when interrogating other component 
databases. 

The methods connect() and disconnect() establish the communication between 
the wrapper and the federated level by connecting or disconnecting a database from 
a federation, whereas the method translate() will do the query translation from 
the local to the global level using the algorithms provided in [14]. The methods 
generate_accessJist() and integrate..access..right() allow the mapping and the in
tegration of security information of local databases into the federated level. These 
methods have been described in the previous section. 
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DOK MANAGER: This agent allows the creation of DOK instances for specific 
federated environments. The DOK Manager contains an attribute name (e.g.: bank
ing or schooling) for identification purposes. Every instance of this agent runs on a 
specific federation and can communicate with other federations. Most of the func
tions of the DOK Manager agent are performed by delegating to other agents. For 
instance, a DOK Manager ensures the completeness and correctness of global trans
actions by requesting the execution of methods of the Global '.lhmsaction Manager 
and the Global Query Processor. More importantly, since we are discussing secu
rity, the DOK Manager would solicit the methods of the Global Security Processor 
to enforce global security. Let us consider in detail the security procedures of the 
DOK Manager. When a request is sent by the wrapper to the DOK Manager to 
process a query, as shown in Figure 9, the DOK Manager performs the following 
steps: (1) It Checks whether a user can access individual aggregates specified in 
the query. At this level, the global access control mechanism has been used to gen
erate the federated access list for each aggregate of a virtual object. The methods 
generate_accessJist() and integrate..access..right() are described in [13]. The DOK 
Manager requests wrappers to generate the access lists for each local aggregate of 
the participating databases. The generated access lists are then integrated to be
come the federated access list of the aggregate. The DOK system will grant or deny 
access or update of the information to the user according to the federated access 
list. (2) When a user is effectively allowed to access or update individual aggregates 
specified in the query, the second step of the query processing consists of checking 
whether or not the user is allowed to combine aggregates to derive information de
nied to him/her. At this stage of the pre-processing of the query, the DOK Manager 
will delegate the enforcement of the constraints to the Constraint Manager which 
will look for all types of constraints related to the corresponding user. When a set 
of constraints are found, the query is re-written by the Query Modifier to include 
the constraints within the query. 

(b) Task Layer 
At this level, agents perform specific tasks to ensure that all the aspects of se
curity processing are carried out properly to maintain global security. The tasks 
of maintaining federated security policies are delegated by the DOK Manager to 
specialised agents such as the Global Security Processor, Query Modifier, Release 
Database Manager, Release Database agent and the Response Processor. Here we 
focus on the agents responsible for the enforcement of aggregation constraints. 

GLOBAL SECURITY PROCESSOR (GSP): The main role of this agent is 
to assist the DOK Manager in enforcing federated security policies. It does this 
via methods such as en/orce..constraints(), build_graph(), mark_graphs(), and 
sanitise_query_results(). The method check_constraints() preprocesses, where pos
sible, the security aspects of a global query before they are sent out to the affected 
sites for execution. This does not include constraints dependent on the result of 
the query, such as constraints restricting the number of instances of an object or 
facet that a subject is allowed to retrieve in a query. The sanitise_query..results() 
method post-processes the results of the query to enforce constraints of this type. 
The execution of each of the methods described above results in the communication 
between agents. The agents involved include the Query Modifier, Response Proces-
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sor, Release Database Manager, Release Database, Constraint Manager, Constraint 
and Wrapper agents. 

CONSTRAINT MANAGER: When an event is received from the GSP agent, 
the Constraint Manager performs the following tasks: (i) it finds appropriate con
straints for a given event in a federation using search_constraints(); {ii) it builds 
the state transition graphs for the selected constraints using generate_graph(). This 
method is based on Algorithms 1 & 2 of Section 3; and {iii) it monitors the selected 
constraints using the methods LMT _method() and Z MT _method() of Section 4. If 
any violation of constraints is detected, then actions are triggered by the Constraint 
agent. 

The sanitisation of queries is delegated by the GSP agent to the Constraint 
Manger. The processing of these specific constraints (i.e. those that are concerned 
with the sanitisation of query results) is performed in similar to aggregation con
straints. The only difference between the processing of aggregation constraints and 
sanitisation constraints is that the former is performed before any evaluation of the 
user query, whereas the later is done after. 

6 CONCLUDING REMARKS 

In the area of distributed databases, much work has been focussed on providing 
appropriate access control [6, 5). However, aggregation in distributed databases is 
currently the most difficult and challenging problem. This problem deals with the 
issue of inferring data classified as high level (or high data) from some set of data 
classified as a low level (or low data) [7). That is, there is a direct inference path 
(possibly including external data) from the low data to the high data. Existing solu
tions for the aggregation problem can be classified according to the type of inference 
channel to be detected. As stated in [7), three types of channels can be detected: 
logical inference channels, abductive inference channels, and probabilistic channels. 
Approaches based on the detection of logical channels focus on the construction of 
formal deductive proofs showing the existence of the derivation of high data from a 
low data. The proposed solutions, mainly elaborated by the researchers of the Com
puter Science Laboratory at SRI International, deal with the use of formal theorem 
proving for detecting inference channels [9]. A slightly weakened requirement for a 
logical channel is when a deductive proof may be not possible, but a proof could 
be completed by assumption of a certain axioms. The development of an abductive 
proof takes into account the degree to which a user is likely to know some facts nec
essary to the completion of a proof. The approaches for the detection of abductive 
channels are based on epistemic logics [3) which "relax" the conventional methods 
of reasoning {theorem proving) to include the user's beliefs as a part of the model. 
The detection of probabilistic channels is based on the inference of high data with 
some measure of belief greater than an acceptable limit. Buczkowski, in [1], uses a 
probabilistic model (based on Bayesian probability) to estimate security risk due to 
partial inference. 

Most of the existing approaches, except the probabilistic one, are based on con
structing a proof (or building a model, that is the generation of all possible high 
sensitive data [8]). These approaches are formally sound and are useful in detecting 
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different channels. However we believe that they are limited in their use for large 
scale applications, particularly in distributed environments. 

The proposed approach has advantages and disadvantages. One of advantages of 
the DOK security approach is that it is based on computational issues of aggregation 
constraints instead of building formal proofs. Our approach builds appropriate data 
structures (i.e. state transition graphs) to model the different sub-computations of 
aggregation constraints. These sub-computations are represented as nodes labelled 
with atomic (temporal) formulas. A marking technique is proposed to monitor such 
constraints depending on the type of state transition graphs. 

The limitations of the DOK approach regarding the enforcement of federated 
security policies relate to the complexity of the construction and the marking of 
state transition graphs. For simple aggregation constraints, the proposed approach 
is very efficient. However for more complex constraints, appropriate access methods 
are needed to access a large database of nodes (of state transition graphs) to enable 
efficient enforcement of federated security policies. 

We are currently implementing the proposed security framework using Joe and 
KQML •. Coordination agents are being first implemented and the remaining (secu
rity) agents are designed based on the algorithms proposed in previous sections. 
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