
10 

On Routing with QOS Constraints 
in ATM Networks 

Dirceu Cavendish and Mario Cerla 
University of California at Los Angeles 
Computer Science Dept., School of Engineering and Applied Science, 
405 Hilgard Avenue, Los Algeles, CA, 90024, USA. 
Telephone: 1 3108254367. Fax: 1 3108257578. 
email: {dirceu, gerla }(ks. ucla. edu 

Abstract 
Multimedia applications require guaranteed QOS, which will be provided by multimedia 
networks, such as ATM, by resource reservation. The complexity of routing and allocating 
resources for ATM applications vary according with applications end-to-end constraints , 
and essentially range from P to NP complete problems (Wang et al (1995)) . In this paper, 
we expand the class of known P type, constrained routing problems, by including two 
applications of significance in ATM, namely loss sensitive ABR traffic, and delay sensitive 
VBR traffic. For such routing problems, we present a O(N4) polynomial time algorithm, 
prove its correctness, and illustrate its effectiveness with simulation experiments. 
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1 INTRODUCTION 

Broadband networks based on Asynchronous Transfer Mode (ATM) are being designed for 
the integration of various types of traffic, such as voice, data, and video. These networks 
are virtual circuit oriented, and they must provide end-to-end Quality Of Service (QOS) 
guarantees to the connections, which may vary from application to application. 

The goal of providing end-to-end guarantees has a considerable impact on the design 
of algorithms at various protocol levels of the network . To mention a few , intermediate 
switches must provide bounds on service delays and loss; Call Admission Control (CAC) 
must take into account the available trunk bandwidth resources so that the end-to-end 
requirements of existing connections be maintained; Routing algorithms must provide 
routes which conforms with users end-to-end requirements while minimizing the cost of a 
connection. The design of efficient scheduling algorithms for meeting QOS requirements 
is an active research topic (Georgiades et al (1996) , Ling et al (1996) , Parekh et al (1993 , 
1994)). 
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Routing with bandwidth allocation has been considered in Wand et al (1995), and 
is essentially a polynomial solvable problem with the same time complexity as Dijkstra 
algorithm. Routing problems which consider pairs of link costs of additive nature, such 
as delay and number of hops, have been studied as restricted shortest path problems, as 
in Hassin (1992) , and are known to be NP-complete problems. The complexity of these 
problems depends heavily on the definition of link costs and end-to-end requirements. 

In ATM nomenclature, links can be associated with two types of parameters (PNNI 
Draft Specification (1994)) , link metrics and link attributes. Link attributes are param
eters which can be consulted in isolation when deciding the link eligibility for carrying 
a connection. Bandwidth is an example of a link attribute. Link metrics, on the other 
hand, are of additive nature, hence they need to be considered in conjunction with other 
links in a given path in order to decide path eligibility for carrying a QOS constrained 
connection. Delay is an example of a link metric. When link attributes only are involved, 
the problem has been shown to be easily solvable (Wang et al (1995)). For instance, the 
available bandwidth of a path is the minimum bandwidth available among all its links. 
However, for routing problems involving multiple link metrics, such as delay and net
work operation cost (called administrative cost in PNNI Draft Specification (1994)) , the 
problem becomes NP-complete. 

This paper identifies, for the first time, a new class of polynomially solvable routing 
problems, which in terms of complexity lies between routing problems considered by Wang 
et al (1995) and Hassin (1992) . We argue that the task of routing some ATM applications 
can be modeled by this class of problems. 

The paper is organized as follows. Section 2 defines precisely the routing problems 
of our interest, including the class introduced in this paper. In section 3, we present an 
algorithm for routing this new class of problems, based on executing rounds of the Dijkstra 
shortest path algorithm, and prove its correctness. Section 4 identifies ATM applications 
for which our routing algorithm is suitable. In section 5 we describe a network topology 
used to evaluate routing for some of the proposed applications. We present simulation 
results, comparing call acceptance probability versus network load for these applications. 
Conclusions are drawn in the last section. An Appendix is included with pseudo code of 
the routing algorithms used in the simulation experiments. 

2 ROUTING PROBLEM DEFINITION 

As mentioned earlier, multimedia networks will require routing algorithms which are ca
pable of dealing with multiple link metrics. In this section we start by describing a NP
complete routing problem precisely. Then we define a routing problem of lesser complexity. 

We assume that each link has only two independent metrics. We model a multimedia 
network as a generic graph, in which paths must be established between nodes so that 
path constraints be met. Thus, a graph G = (V, E) consists of a set V of vertices and 
a set E of edges. Associated with each edge e E E is a length l(e) E R+ and a weight 
w (e) E R+. A path p is a sequence of distinct vertices V I , V2 , ... , Vk such that (Vi, Vi+!) E E 
for i = 1" . " k - 1. The set (Vi , Vi+I) is called the edges of p. The length (weight) of p, 
L(p)(W(p)) is the sum of the lengths (weights) of the edges of p. 

The NP-complete problem is defined as follows: find a minimum length path connecting 
two specific vertices (s,d) , while satisfying a path weight bound W. This routing problem 
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can be formulated by the following optimization problem: Minimizing the cost function 
l(p) of a path p between a specific source/destination pair (s,d), where 

l( ) = {LEpl(i) ifLEP.w(i) < W 
p CXJ otherwise 

As mentioned earlier, this routing problem has been studied in Hassin (1992). We now 
define a new routing problem. Let the cost of a path be defined slightly differently, as 
follows: 

_ {EI(Vi,Vi+I) if for e~ch edge (vi , vi+ d, W(Vi,Vi+l) > MEI(vi ,vi+d 
l(p) - CXJ otherwise (1) 

where M is a constant. Notice that in this definition the second link parameter W can 
be considered a link attribute, in a sense that one does not need the values of other W 

links parameters to decide link eligibility. However, one still needs to consult the I metric 
values of the other links to decide eligibility. We define the shortest path length from 8 to 
d to be: 

6(8. d) = { min[l(p) : 8"-"+ d} if:J a ~ath from 8 to d 
. CXJ otherwise (2) 

In the next section, we present a routing algorithm which finds shortest paths according 
to this last definition between any two vertices of a graph. 

3 BOTTLENECK DISCARDING ROUTING PRINCIPLE 

The main routing strategy is rather straightforward. We use a Dijkstra algorithm to find 
the shortest path between a given pair (s,d) of vertices. However, at each step of the 
algorithm, when adding new edges, we verify that the cumulative path weight does not 
violate the weight constraint defined in Eq. (1), which would raise the cost of the path to 
infinity. If the constraint is violated, the bottleneck link, which is defined to be the link 
with highest weight value so far , is discarded, and a new attempt to find a feasible path 
starts. We define a phase of the algorithm to be the interval from when the algorithm 
starts path computation until it either finishes the computation or it detects constraint 
violation. The algorithm halts when either it finds a path or the source gets disconnected, 
in which case no path is found . We name this routing strategy the bottleneck Dijkstra 
algorithm, B-Dijkstra. A B-Dijkstra pseudo-code follows . 
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3.1 B-Dijkstra Pseudo-code 

B-DIJKSTRA G(V,E) 
B-Initialize( G ,s) ; 
Sf- 0, Q f- V[C] ; 
while Q of- 0 do 

Quality of Service 

If (B-Extract-Min( Q, u, I) = T RU E) 
Sf-SU{u}; 

If u = t found ; 
For each node v E Adj[u] do 

B-Relax( u, v, luv , wuv ); 
else 

B-Initialize( G,s) ; 

where the subroutines B-Initialize(G,s), B-Extract-Min(Q,u,l) and B-Relax( u, v, luv, wuv ) 
are described below: 

B-Initialize(G,s) 
For each node v E V[C] 

Do Iv f- 00; Wv f- 00; 7rv = NIL; 
Is f- 0; Ws f- 0; 
w:nax = 00; bli = NIL; 

B-Extract-Min(Q,u,l) 
dmin f- 00; u f- NAN; 
For i E Q do 

If (li < dmin ) 
{ dmin f- li; } 

U f- i; 
If (Wu < Wsd 

RETURN TRUE; 
else 

1.,,(bIU l,blU f- 00; 
RETURN FALSE; 

B-Relax( u, v, luv, Wuv ) 
If (Lv > lu + luv) 

If (W~ax > Wuv ) 
{W;;'ax = W~ax; blv = u;} 

else 
{w;;'ax = wuv;blv = v;} 

lv f- lu + luv ; 
Wv f- Wu + Wuv ; 

S is a set of nodes whose current shortest path is maintained, and Q is a priority queue 
with nodes in V - S with their current distances Ii- Each node u has a pointer 7ru to its 
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previous node in the current shortest path , which is initially set to NIL. B-Extract-Min 
fetches the node outside S which is closest to the source, and B-Relax updates nodes 
distances to the shortest ones, as is standard in Dijkstra's algorithm. The twist here is 
that, by keeping track of the path weight w(p), B-Extract-Min routine checks if the path 
weight constraint is violated. If this happens, the bottleneck link (in weight) is discarded 
and the algorithm restarts. Since for each Dijkstra phase of the algorithm, at worst the 
link next to the source is discarded when we are next to reaching the destination t, we 
have lEI phases of the usual Dijkstra algorithm at the most. Each Dijkstra phase taking 
O(N2 ) time (Cormen et al (1990)) , for a complete graph we obtain O(N4) complexity for 
B-Dijkstra. Although this time seems to be still excessive for large networks, simulation 
experiments reveal that the average running time of B-Dijkstra is very close to the original 
Dijkstra, mainly because we are likely to discard only few links in the computation of a 
path . In the following subsection, we prove the algorithm correctness. 

3.2 B-Dijkstra Correctness Proof 

We now prove B-Dijkstra correctness. More formally : 

Theorem 1 B-Dijkstm algorithm computes the (s, t) shortest path as defined in defini
tions 2 and 1. 

To prove the theorem, we first need the following lemma: 

Lemma 1 Consider a generic node y at an intermediate step of the s , t shortest path 
computation. Then, l(s , y) = 6(s , y) when node y is inserted into set S , after being chosen 
by B-Extmct-Min. 

Proof. The proof is identical to the equivalent claim for DIJKSTRA algorithm, which can 
be found in Corm en et al (1990), for example. The additional path constraint does not 
invalidate the proof there described . 0 

Lemma 1 guarantees that , as long as edges are not discarded, the shortest distance from 
s to any destination is obtained when the algorithm halts. Next, it remains to be proven 
that the discarding of the bottleneck edge does not invalidate the lemma. 

Figure 1 depicts a typical step of the algorithm. Let node u be the node fe tched by 
B-Extract-Min, when computing the optimal path from source s to destination t . Let also 
edge (m, n) be the bottleneck edge of the path (s , u). Moreover, define the bottleneck 
resource wb( u) as the minimum value w( Vi , Vi+l) along the path (s , u). 
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t 

Bottleneck 

Figure 1 B-Dijkstra correctness proof 

Proof. For each node u fetched by B-Extract-Min, u E Q, and Ou = miniEQ[li], two cases 
are possible: 

i) wb(u) > ML,pl(Vi,Vi+d: In this case, lemma 1 guarantees minimum distance compu
tation. 

ii) wb(u) < M L,p I(Vi' Vi+l): In this case, the bottleneck edge is eliminated. We must show 
that no feasible path containing such bottleneck exists. Lets suppose there is a feasible 
path (s, pI, m, n, p2). Notice that edge (m, n) mayor may not be the bottleneck of this 
path. Let the new path bottleneck value at t be wb' (t). We know that wb(u) < Ml(s, u). 
By using lemma I for nodes m and 11 , we know that l(pl) 2: 6(8, m) , and thus the path 
(s,pl,m,n,p2) is longer than 1(8,u) = 0(8,U). If the bottleneck edge for path (pl,n) 
is (m, n) , the previous observation that the alternate path has longer length than the 
original one leads to the conclusion that the path constraint is also violated for the 
alternate path. If the bottleneck of path (pI , n) is not (m, n), w b' (n) has an even smaller 
value than the original bottleneck wb(t), which causes the path constraint to be violated 
as well. Therefore, there is no feasible alternate path that includes bottleneck (m, n). 

o 

4 ROUTING ATM TRAFFIC WITH B-DIJKSTRA 

In this section, we describe various ATM networks applications in which the B-Dijkstra 
can be effectively used as a routing algorithm. First we review the key network assump
tions. ATM switches are output buffered. The resources to be allocated in the switches in 
order to guarantee end-to-end requirements are buffer space and service rate (bandwidth). 
Although commercial ATM switches may not allow buffer allocation , recent research pa
pers indicate that buffer allocation is necessary for QOS control (Georgiadis et al (1996), 
Mascolo et al (1996)). Each switch has a dedicated buffer space per output port (although 
this assumption can be relaxed). We assume route computation at the source (as per link 
state, or OSPF routing). Available link resources (buffer, bandwidth) are broadcasted at 
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regular intervals to each ATM node, where a topology map of the network is kept. In this 
map, each link (i,j) is associated with a buffer size Bij and a Capacity (bandwidth) Cij . 

Resources are reserved in a FCFS fashion at call request time. If there are N ij connections 
sharing link (i, j), where connection k has (bt, ct) buffer and capacity resources allocated, 
respectively, the broadcast information for that link is given by: 

available capacity: 

available buffer: 

av _ C ",Nij k cij - ij - L..l cij 

bav - B ",Nij bk 
ij - ij - L..l ij 

We do not consider failures of any type (neither link nor switch) in this paper. 

4.1 Routing Loss sensitive ABR traffic 

Loss sensitive ABR traffic is a data application characterized by some minimum band
width requirement, MCR. The ATM Forum, in its PNNI Draft Specification (1994), allows 
for loss sensitive ABR traffic. TCP traffic carried through an ATM network is an example, 
where cell loss triggers retransmission at TCP level, leading to throughput degradation. 
Traffic shaping may be performed at the network entry point to regulate source transmis
sion rate. Within the network, buffers as well as bandwidth must be reserved to keep cell 
loss at an acceptable level. 

For this type of application, the sustainable input rate is clearly related to buffers 
available at each link traversed by that connection, level of acceptable loss, and feedback 
loop delay, which in turn depends on the chosen path. For a connection (s, t) requesting 
(bst, Cst) resources, the routing algorithm must find the minhop path which includes only 
links (i,j) such that cfT > Cst and biT> bst . To complicate matters, however, while Cst 
comes directly from traffic declaration, bst is likely to depend upon the round trip delay of 
the path yet to be computed, since the performance of the congestion control mechanism is 
affected by the round trip delay. For example, if the rate controller described in Mascolo 
et al (1996) is used, and zero cell loss is required, the buffer bst to be reserved for a 
connection (s, t) is: 

where Kc > 0 is the feedback control gain, Cstmax is the maximum input rate of connection 
(s, t), and RTD is the round trip delay of the connection. This simply states that we need 
buffers of the order of the number of cells circulating inside the feedback loop. For sake 
of generality, by choosing the fastest rate controller (Kc = 00), we adopt the simplified 
relation: 

bst = K CstmaxRT D (3) 

where K is a proportionality constant to be tuned according to the acceptable cell loss 
level. We conjecture that this relation must hold regardless of the rate control scheme 
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used, as long as the controller attempts to set a limit on cell loss, and therefore takes into 
account the round trip delay. Of course the minimum RTD path exhibits the smallest 
buffer requirement. A simple approach would be to use a Dijkstra algorithm to compute 
the minimum RTD path, and then check if the following constraint is satisfied for each 
link (i, j) along the chosen path: 

bij > KCstmax RTD (4) 

However, if repeated call requests occur between a given source/destination pair, this 
approach would eventually lead to call rejection due to exaustion of buffer resources, even 
though an alternate path with large buffer space might exist . 

Performance can be improved using a QOS routing algorithm as follows. Let us define 
the propagation delay of link i, pdij , in terms of the number of infiight cells in the link (i.e 
pdij = prop.delaYij x Cij ' Furthermore, since for ABR connection (8, t) only the minimum 
rate Cst must be guaranteed by the network, we rewrite equation (3) as bst = K cstRT D 
by adjusting the gain K accordingly. To support the feedback control, we assume that the 
links (i, j) are bidirectional, i.e. pdij = pdji . The pseudo-code of the algorithm for finding 
a path for ABR connection (8, t) with minimum rate Cst is provided in the Appendix. 

The ABR-DlJKSTRA algorithm follows the same relaxation principle as B-Dijkstra, 
with bottleneck discarding strategy. The minor differences are: At initialization, ABR
Dijkstra first discards all links which do not have the minimum required capacity. It also 
sets the available buffer space for a link to the minimum between the forward and reverse 
directions, since buffers are reserved in both directions to establish the feedback loop. For 
each node v , there is a variable b:;'in that records the minimum buffer space available 
among all nodes in the shortest path from 8 to v. Initially, b%'in +- CXl. There is also 
the variable bnk which keeps track of the location where such minimum occurs (i.e. the 
bottleneck link). This way we do not have to recheck equation (4) for each node every 
time a path distance is changed. 

4.2 Routing VBR traffic with bounded delays 

The most common example of VBR traffic is compressed video, for which bounds on end
to-end delays must be guaranteed. Video applications are expected to specify burstiness 
and average bandwidth. In turn, switches must allocate bandwidth and buffers neces
sary to cope with the burstiness and bandwidth declared, delivering the required delay 
performance (Georgiades et al (1996), Parekh et al (1993,1994)). 

VBR routing requires the computation of bounds on end-to-end delay for all feasible 
paths. Among these, the one with minimum administrative path cost should be elected 
as the preferred one, in order to maximize network resource utilization. The end-to-end 
delay consists of two components: propagation delay; switching and scheduling delay. 
It turns out that propagation delay is additive and renders the problem NP complete. 
Switching and scheduling delays are also additive, but can be negotiated on a per link 
basis (as shown below), and therefore can be handled with a P problem formulation of 
the type shown in Eq. (1). In our approach, we ignore link propagation delays, assuming 
them negligible in face of switching and scheduling delays. In case propagation delays are 
significant, the bottleneck discarding strategy could be used for path computation in this 
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case also, although there is no guarantee that the resulting path is optimum. In any event, 
a routing strategy which considers both types of link delays should take into account the 
delay negotiation presented in this section. 

Scheduling disciplines have been proposed recently for providing switch delay bounds 
for multimedia connections (Georgiades et al (1996) , Parekh et al (1993,1994)) . We use 
the work of Georgiades et al (1996) to express the dependencies between end-to-end delay 
bounds, bandwidth, burstiness, and link buffer and bandwidth allocation. In their work, 
end-to-end delay bounds are guaranteed through hop-by-hop traffic shaping, so that traffic 
burstiness be kept on the same levels throughout the connection path. For a call (8 , t) 
requiring end-to-end delay bound of WSI> given its source traffic shaper, which can be a 
leaky bucket with parameters (a, p) , we can compute the maximum delay Wij incurred 
at a link (i , j) , with rate and buffer resources cij,bij respectively. Notice that a specifies 
the maximum burtiness of the VBR connection, whereas p represents its average bit rate. 
More precisely, traffic shaping and scheduling algorithms will guarantee bounds on waiting 
and service delays provided that for output link (i , j) we have bij > a,cij > p. Namely, 
using a scheduling policy, such as NPEDF, the switching and scheduling delay bound Wij 

can be specified as: 

a a 
Wij = -+-

P Cij 
(5) 

where Cij is the total capacity of output link (i,j). Disregarding propagation delays, a 
bound on end-to-end delay is obtained as follows: 

M 

Wst = LWij 
1 

(6) 

For networks with non uniform link capacities, equation (5) tells us that different 
switches offer different delay bounds. For now let us assume a uniform link speed c. 
Thus, the second factor of equation (5) is the same on all links of a given connection, 
and its end-to-end delay contribution is minimized by choosing the minimum hop path. 
Notice that link delay Wij can be reduced for each node along the path by allocating 
bandwidth p' larger than the declared rate p. 

We summarize these observations in the following way: given a VBR connection (8, t) 
with parameters (a, p) and end-to-end delay bound Wsl> a path p with M hops is said 
to be eligible if we can reserve for each link (i,j), bij = a, and Cij = p. Moreover, if 
L:f1 Wij < Wst we are done. Otherwise, we must renegotiate the bandwidth p' > P so that 
we reduce the end-to-end delay to the required level. In this case, from Eq. (5), we have: 

, Ma Ma 
p> ::::::-

Wst + ~u Wst 
(7) 

The approximation made in the last equation is used to argue in favor of using the 
bottleneck discard strategy only. Namely, Eq. (7) resembles equation (4) , which states 
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buffer requirements for ABR traffic. If RTD is measured in number of hops , these two 
relations are identical. The path delay, however, is still computed using the exact equation. 
The pseudo code for the routing strategy is presented in the Appendix. 

The algorithm computes the minimum hop path from s to t, checking at each step 
(when a new link is added) if equation (7) is satisfied. To do that, similarly to the ABR 
traffic algorithm, the position of the bottleneck link is tracked. If the minimum hop path 
can not satisfy equation (7) , the bottleneck link is discarded , and a new instance of the 
algorithm is started. 

Notice that the proposed algorithm will compute a minimum hop path which provides 
the tighest lower bound on the end-to-end delay required by the connection. This way, it 
is reasonable to expect that network resources are maximized, which leads to high overall 
network throughput. 

5 SIMULATION EXPERIMENTS 

In this section, we illustrate how the bottleneck based Dijkstra routing algorithm provides 
better network utilization by comparing it with the usual shortest path (minimum hop) 
and a maximum capacity algorithms. Our figure of merit here is the call acceptance 
probability for a given network load. 

Figure 2 Network topology 

We have simulated at call level a continental US size network. Figure 2 shows the 
network topology used in our experiments. The network diameter is 7, and the average 
node degree is 3.07. Link bandwidth is set to 155Mb/s. Buffers are provided on a per 
output link basis, with a uniform size of 155Mbits, or approximately 365K ATM cells. 
Since the network is of a small size, hierarchical routing, as specified by PNNI Draft 
Specification (1994), is not necessary. However, the routing strategy can be applied to 
each level of a more general hierarchical routing algorithm. A flooding scheme is used to 
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convey link state information to all nodes. However, link state messages are generated 
in a periodic fashion only, not on an event driven basis. This is so because generally the 
effectiveness of event driven link state dissemination depends on the so called significant 
change events in PNNI nomenclature, or events that change network topology, such as link 
failures and the like. Since we do not include events of such nature, a periodic flooding 
strategy suffices. A new flooding procedure is initiated approximately every 50ms, so 
that source nodes have an accurate view of the network state. Call arrivals are Poisson 
distributed. Each source randomly selects a destination to place a call to, and uses a 
specific routing algorithm to compute the path. If no path is found , the call is rejected at 
the source. Otherwise, a call request is placed, which can be followed by a call acceptance, 
in case the appropriate resources are available, or call rejection, in case the resources are 
no longer available (i.e. the state of the resources along the path has changed with respect 
to the information on which call acceptance at the source was based upon). 

Switching delays case study 

In this set of simulation experiments, calls are placed at a rate of 200 per second per 
node. A VBR call is characterized by: burst duration of 70 msec (0" = 165 cells) , average 
rate p = lOMb/s, and maximum end-to-end delay (excluding propagation delays) W = 
35msec. Three routing strategies are compared: pure minhop Dijkstra routing; maximum 
capacity Dijkstra routing; and VBRSW-Dijkstra routing. The results are shown in Figure 
3. 
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Figure 3 Call acceptance probability for homogeneous VBR traffic with switching and 
scheduling delays only 

As expected, VBRSW-Dijkstra outperforms both maximum available capacity and min
imum hop routing over the entire feasible network load range, up to saturation. Surpris
ingly, the two other schemes lead to similar call acceptance results. However, the exam i-
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nation of simulation traces of the routing process shows that , although both algorithms 
exhibit similar behavior, they differ greatly in the routes computed. When the network is 
lightly loaded, both algorithms choose the same paths, since the available capacity is the 
same for all links. However, as network load grows, the minhop strategy tends to select 
short but saturated paths, which lead to call rejection due to end-to-end constraint viola
tion. In turn, the maximum capacity algorithm tends to select less congested, but longer, 
paths, which also cause end-to-end constraint violation. VBRSW-Disjktra performs best 
among the three for all network loads because it keeps track of the minimum hop rout
ing strategy among all feasible paths in terms of end-to-end delay requirement. Thus, it 
always provides the shortest possible path on which the delay QOS requirement is met. 
Furthermore, traces have shown that all successful paths found by minhop are also found 
by VBRSW-Dijkstra. The latter finds some additional (longer) ones, not explored by the 
minhop algorithm. By exploring alternative paths, VBRSW-Dijkstra is able to accomo
date more calls over a broad network load range . We find that bottleneck link discarding 
happens only once or twice during a path computation, and hence the average running 
time of VBRSW-Dijkstra is close to the original Dijkstra algorithm, O(N2) . This applies 
to other experiments, as well. Of course we should expect this number to increase for 
dense networks. 

Rate Controlled ABR case study 

Here we assume a network with available capacity for ABR traffic equal to 50Mb/sec 
on each trunk. Call arrival process is still Poisson, with an average of 20 calls/sec per 
network node. Each call requires 1Mb/sec rate, and zero cell loss. Thus, a feasible path 
must satisfy the buffer requirement bij > CstmaxRTD for each link (i,j) along the path. 
Figure 4 shows the results of minhop, maxcap, and ABR-Dijkstra routing algorithms. 
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Figure 4 Call acceptance probability for homogeneous ABR traffic 
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We see that pure minhop routing performs poorly. An interesting and rather surprising 
result is that in this case maximum capacity routing and ABR-Dijkstra routing perform 
similarly. In fact, maxcap seems to even outperform ABR-Dijkstra. This is surprising 
because ABR-Dijkstra was proven optimal in this problem, and hence should be able to 
find a feasible path whenever maxcap finds one. Therefore, ABR-Dijkstra call acceptance 
should be at least as high as for maxcap. The explanation of this apparent discrepancy 
is based on two facts. First, for our particular set of parameters, buffer availability is 
closely coupled with available link capacity, so that the buffer constraint is automatically 
satisfied by the maximum capacity routing strategy. In fact, calls are uniformly placed 
throughout the network, and hence the higher the load is, the lower the buffer space. 
Thus, the maximum capacity path is very likely to satisfy also the buffer constraint, since 
link delays are small, and hence few extra links on a path do not impact significantly 
on buffer requirement. Notice that, although the end-to-end constraint here is similar to 
the one tackled by VBRSW-Dijkstra, in the previous case few extra links would easily 
violate the end-to-end constraint, yielding to poor maxcap performance. Secondly, the 
route computation is based on link state information which is outdated with respect to 
the actual state of the network resources found during call set up time *. Notice that the 
ABR-Dijkstra solution is generally "tight", i.e. it has little slack in terms of buffers and 
bandwidth. Thus, a minor change in link resources along the chosen path may render the 
path unfeasible. The maxcap path, on the other hand, is more robust to such changes, 
since it has the path with the largest possible buffer/bandwidth slack. 

6 CONCLUSION AND FUTURE WORK 

We have proposed a new polynomial routing algorithm, called B-Dijkstra (Bottleneck
Dijkstra), for ATM routing with path constraints. Although the worst case analysis of 
B-Dijkstra shows O(N4) complexity, simulations have shown that in practice the average 
running time of B-Dijkstra is close to O(N2), i.e. the complexity of the original Dijkstra 
algorithm. We have demonstrated the use of the B-Dijkstra algorithm in ATM networks 
for various traffic types, using recent research results regarding congestion control of ABR 
traffic and scheduling and traffic shaping of VBR traffic. 

Simulation experiments based on homogeneous scenarios illustrate the concepts in
volved in routing end-to-end QOS constrained traffic. Although the overall behavior of 
the proposed routing algorithms is well described by the simulation results, the system un
der study was highly dynamic due to allocation and deallocation of resources, link state 
broadcasting, and propagation delays. Thus, a more comprehensive set of simulations 
would be useful to understand how much stale link information affects the performance of 
QOS routing algorithms. Also, it would be important to investigate whether it pays off to 
have different routing strategies for different applications in a network with heterogeneous 
traffic. 

The algorithm implementation is assumed to be decentralized (or link state). That 
is, each source has a global picture of the network. This is in accord with PNNI Draft 
Specification (1994). However, routes are computed at call arrival instants. In case route 
computation time is large for a particular call admission procedure, caching routes for 

*This phenomenum is more accentuated for light network loads, when more connections are being placed. 
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various traffic classes may be an alternative. This, however, may aggravate the "stale" 
routing problem. How this scheme affects resource reservation will be subject for future 
research. 

Finally, the routing of VBR and ABR traffic for multicast connections is an issue of 
increasing importance given that many ATM applications are of multicast nature. We 
are currently investigating schemes for routing one-to-many, as well as many-to-many 
cannections with QOS constraints. 
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7 APPENDIX: ROUTING ALGORITHMS PSEUDO-CODE 

ABR routing algorithm 

ABR-DIJKSTRA G(V,E} 

ABR-initialize( G ,s); 
S +-- n, Q +-- V[G]; 
while Q iO do 

If (ABR-Extract-Min(Q,u,d) = TRUE) 
S+--Su{u}; 
If u = t found; 
For each node v E Adj[uJ do 

ABR-Relax(u, v, dUV1 bUV1 pduv ); 

else 
ABR-lnitialize(G,s); 

The subroutines ABR-Initialize(G,s), ABR-Extract-Min(Q,u,d) and 
ABR-Relax( u, v, duv , buv , pduv ) are described as follows: 

ABR-Initialize( G,.} 

For each node v E V[ GJ 
Do dv +- 00; 7Tv = NIL; 
ds +- O;pdij t- 00, for Cij < Cst; 

bij ;:;: min[bij,bjil;b~in = 00; bl i ;:;: NIL; 

ABR-Extract-Min(Q,u,d) 

dmin +- 00; U +- NAN; 
ForiEQdo 

If (di < dmin) 
{dmin t-dii} 

'U +- i; 
If (b~in > K Cst * du ) 

RETURN TRUE; 
else 

d'l<1r(blU ),bIU +- 00; 
RETURN FALSE; 

ABR-Relax(u, v, duv , buv ,pduv ) 

If(dv > du +duv ) 
If (b::'in < buv ) 

{b~in = b~iniblv = u;} 
else 

{b~in = buv;blv = v;} 
dv +- du + pduv ; 

bv +- bu + buvi 
71"v +- u; 
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VBR routing algorithm 

VBRSW-DIJKSTRA G(V,E) 

VBRSW -Initialize( G,s); 
S +- D, Q +- \![GJ; 
while Q '" 0 do 

If (VBRSW-Extract-Min(Q,u,d) = TRUE) 
S +- SU {u}; 
If u = t found; 
For each node v E Adj[uJ do 

VBRSW-Relax(u, v, duv , c1lv ); 

else 
VBRSW-Initialize( G ,s); 

Quality of Service 

The subroutines VBRSW-Initialize(G,s), VBRSW-Extract-Min(Q,u,d) and 
VBRSW-Relax(u,v,duv,cuv ) are described as follows: 

VBRSW-Initialize(G,s) 

For each node v E V[GJ 
Do dv t- 00; 1I'v::::: NIL; 
d s +- Djdij +- 00, for eij < p or bij < (Tj, otherwise d ij ::::: 1; 
c~in::::: 00; bl i ::::: NIL; 

VBRSW-Extract-Min(Q,u,d) 

dmin +- 00; U t- NAN; 
For i E Q do 

If (d, < dm'n) 
{ dmin t- dii } 

u +- i; 
If (c;:"n > (<7 * du)/(W,t + <7 * du/c) ) 

RETURN TRUE; 
else 

d .. 1T(bIU ),bIU t- 00; 

RETURN FALSE; 

VBRSW-Relax(u, v, duv , c uv ) 

If{dv > du +duv ) 

If (c~in < cuv) 
{c~in = c~in; blu ::::: u;} 

else 
{c~in = cuvjblv ::::: v;} 

dv t- du + duui 
7rv +- U j 
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