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Abstract 
This paper presents a model of management in distributed systems which enables the 
management of inter-domain interaction, an area which is becoming of paramount importance 
as the complexity of distributed systems increases and the businesses which they support 
change ever more quickly. 
Interception techniques and gateways are used to show how domain boundaries can be erected 
and maintained in such a way that the dynamic creation of new links across these boundaries 
can be managed. Finally, some implementation issues concerning domain boundaries are 
discussed. 

Keywords 
Management of distributed systems, Domains and boundaries, Interception, Gateways. 

1 INTRODUCTION 

1.1 The importance of management in distributed systems 

Distributed systems are becoming increasingly more difficult to manage not only as a result of 
their growing size, complexity, and heterogeneity, but also as a result of the need to facilitate 
co-operation among systems which are not managed by a single authority. In such systems it 
will be necessary to: 

• Negotiate and reach agreements between different parts of the system. 
• Be able to manage and use resources and services across these boundaries. 

1. This paper continues work begun while both authors were working for the ANSA project at 
APM Ltd. Cambridge. UK. 
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Provide the facilities necessary to do auditing, accounting and billing of service provision 
and consumption. 

All of the above have to be carried out within the context of the inevitable differences between 

authorities, administrations and their policies. The basis of providing any of the above is 

centred around being able to: 

Group objects together in domains which delineate the extent of a policy applied by an 
authority and its administration. 

Differentiate between groups of objects under different authorities. 

Enable, monitor and protect those groups from undesirable interaction with other groups. 

In other words, to facilitate the above, it must be possible to set-up the appropriate physical 

boundaries between parts of the system, and to facilitate the necessary transformations, checks 

and monitoring of information as it crosses these boundaries. 

1.2 Current approach to management in distributed systems 

The concept of domains [Sloman, 1989] [Sloman, 1994] provides a good starting point for dealing 

with the above mentioned problems. The subject of domains and their management, however, 

is too often approached by concentrating almost solely on the relationship between the domain 

administration and the domain, and on issues of policy. This approach ignores the important 

features of distributed systems which are the inevitable existence of multiple authorities, 

multiple administrations and multiple domains, and set-up and dismantling of links across 

domain boundaries in a dynamic manner. Ignoring these features leads to a static view of 

domains and management, which is inappropriate for large scale distributed systems where the 

rate of change is high. A more appropriate approach to distributed systems should also 
consider the relationships between different domains and the objects inside them, and in 

particular how these change over time. 

1.3 Content and structure of this paper 

This paper introduces a context in which management should be addressed, which is wider 

than that provided so far in literature. A model of management in distributed systems is 

presented which enables management of inter-domain interaction. Interception techniques 
[Hoffner, 1996] are used to show how physical domain boundaries can be created and maintained 

in such a way that the dynamic creation of new links across these boundaries can be managed. 

Finally, some implementation issues concerning domain boundaries are discussed. 

2 APPLYING THE DOMAIN CONCEPT TO MANAGEMENT OF 
DISTRIBUTED SYSTEMS 

2.1 Current approach to domains 

A domain is a collection of managed objects which have been explicitly grouped together for 

management purposes [Sloman, 1989]. The grouping usually implies a common authority and 
administration which dictates and enforces some common policy on the objects in the set. The 
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results is a pocket of homogeneity with respect to the issues determined by the enforced policy. 
There may be areas of homogeneity which are not co-terminus with domains of authority and 
this may have implications concerning changes. It is important to distinguish between 
managed homogeneity and coincidental homogeneity. Relying on the persistence of the latter 
where no policy dictates it, and using it in the design of a system can introduce severe 
maintenance problems. 

Most references to this topic in literature take a very narrow view of the problem and fail to 
address some of the more crucial aspects of distributed systems [Sloman, 1989], [Krishnan, 1991), 

[Yemini, 1993] and [Sloman, 1994). A more comprehensive view of domains which highlights the 
areas absent from literature, is outlined below. 

2.2 A framework for management in distributed systems 

In distributed systems, objects from different domains are likely to want to co-operate with 
each other. In this context, it is important to view domains in conjunction with other domains 
and NOT in isolation. Considering the relationship between domains also results in a 
framework for management in distributed systems (Figure 2.1 ). Consider first the major agents 
involved with domain management: 

Authority: these provide the legal and financial context for the definition of a policy, 
which the domain administration is expected to implement. 
Domain administration: is responsible for ensuring that the policy is upheld by the 
domain objects, and may define how these policies will be implemented. 
Domain and its objects: the set of objects which are managed by the administration, 
guided by the domain policy . 

.-.4....__ AgreemenV __..,_ 
~Contractual----,......-

Relationship 

Service 
.-.::::1~ Provision/ - e M

Consumption 
Relationship 

Figure 2.1 Relationships between domains and their agents - A framework for 
management in distributed systems. 

There are two categories of relationships between agents in this framework (Figure 2.1): 
The major relationships between agents within the same domain are: 
- Policy relationship (§2.2.1). 
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- Management (internal) relationship (§2.2.2). 

The major relationships between agents residing in different domain are also shown in 
Figure 2.1: 

Agreement/contractual relationship (§2.2.3). 

Administrative relationship (§2.2.4). 

Service provision and consumption (external) relationship (§2.2.5). 

This paper claims that most of the literature dealing with the topic of domain to-date has 
concentrated on the relationship between domain administration and the domain and its objects 
(shown as the management relationship in Figure 2.1), and also on policy issues, while almost 
entirely neglecting the relationships between different domains and their objects. In the context 
of the increasing use of distributed systems to communicate between different enterprises, 
such systems must be able to reflect new alliances, mergers and de-mergers. Links between 
objects from different domains are highly likely, as is the possibility of objects migrating from 
one domain to another. These relationships are therefore deemed to be crucial if the concept of 
domains is to be applied usefully to distributed systems. 

2.2.1 Policy relationship 

The domain authority is responsible for defining a policy which may consist of rules, 
constraints, processes and states which govern the goals of the administration and constrain the 
means and resources which the administration may use in order to achieve those goals. The 
administration in tum is responsible for accepting policy and changes in policy, implementing 
the policy as far as possible and reporting to the authority in cases where the policy cannot be 
upheld. 

2.2.2 Management (internal) relationship 

This view of a domain describes the management of the entities which are in the domain 
(Figure 2.2). This is a provincial view of management and is concerned primarily with [Sloman, 

1989): 

Membership (joining and leaving): creation, destruction and migration. 

Operations on management interfaces of objects in domain. 

Resource allocation and binding to local resources. 

Object creation and destruction. 

Garbage collection. 

Other administrative procedures. 

Error detection and recovery. 

Figure 2.2 Internal view: a domain in terms of the management of its member . 
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2.2.3 Agreement/contractual relationship 

In distributed systems there will be multiple authorities, each responsible for different parts of 
the system. Authorities who wish to endorse co-operation between their domains must 
negotiate an agreement or contract which is mutually acceptable (Figure 2.3). The contract 
will constrain the relationship between the domains, and will reflect the institutional and legal 
context in which the authorities exist. 

Agreement/ 
Contract 

Figure 2.3 The relationship between domain authorities is defined by an agreement or 
contract. 

Agreements between domain authorities ultimately dictate to the domain administrations 
how to deal with management issues raised by the relationships between domains, such as 
what interactions are permitted and what priority is assigned to requests from objects in other 
domains. The agreement effectively defines the working relationships between the domains 
involved. 

2.2.4 Administrative relationship 

The contract agreed by the cooperating authorities defines a joint policy. The cooperating 
administrations are collectively responsible for implementing this policy. This may be 
achieved in different ways, but it is likely to require that each administration enables 
cooperating administrations to perform some (indirect!) management of resources in its own 
domain and reports appropriate events to other administrations. In order to achieve this, the 
policy which each domain administration implements should be modified by its domain 
authority in accordance with the joint policy. In addition, the domain administrations will have 
to exchange information concerning their work procedures and habits so as to enable their 
objects to interact smoothly. 

2.2.5 Service provision and consumption (external) relationship 

Objects in cooperating domains will be allowed to interact with each other and make use of 
each others' services in any manner permitted by the joint contract (Figure 2.3). However, the 
interactions may be tightly controlled by the domain administrations, to make sure that the 
contract is upheld and that it can be shown to have been upheld (Figure 2.4). Some 
infrastructure may be required to enable communication and manage issues such as security, 
authentication and traceability. 
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Figure 2.4 External view: Domain in terms of the management of interactions between 
domains. 

2.3 Additional terminology: Boundaries and gateways 

In order to deal with the dynamic aspects of distributed systems and show how domain 
boundaries can be set-up and maintained it is necessary to introduce a number of terms in 
addition to those discussed in literature. 

A logical boundary delineates a domain, i.e. it defines the extent of the authorities' control 
(on the characteristics of the domain); beyond this, other domains exist which may or may not 
adhere to the same policies. A logical boundary is a delineation of a homogeneous 
environment, and thus of one or more common characteristics. 

A physical boundary (border, fence, wall, firewall, encapsulation) is a physical 
implementation of a logical boundary and is concerned with the encapsulation of a domain. 
The setting up of physical boundaries is usually closely linked to the notion of protection and 
issues of trust. 

A reason for distinguishing logical and physical boundaries is that a logical boundary may 
have no physical manifestation, or it may have one or more walls associated with it. Also, a 
physical boundary may not be congruent with a logical boundary. This opens up a variety of 
implementation options concerned with where and how the physical boundaries can be 
implemented [Hoffner, 1996], [Hoffner, 1995]. 

Different types of domain boundaries require different actions to be taken when activities 
cross the domain boundaries. The classification described here divides domains and 
boundaries into classes concerned with: technology differences and administrative differences. 

Technology boundaries raise questions such as: can we interact in the same manner, can we 
interact safely? 
A technology domain may consist, for example, of a specific distributed platforms, such as 
DCE [OSF, 19921, ANSAware [APM, 19931, CORBA [OMG, 951. A technology domain is generally 
established by managers exercising a procurement policy or authorities controlling the use of a 
particular technology. In a technology federation, neither party is prepared to (or has the ability 
to) introduce the other domain's technology into its own. 

Administrative boundaries raise questions such as: do we want to interact, are we allowed 
to interact, and also how are we allowed to interact? 
An administrative domain consists of a set of objects whose security, accounting, monitoring 
and other management functions are under a single administration and are subject to policies 
enforced by the administration. 

Systems need to incorporate facilities for crossing these boundaries where this is desirable, 
prevent it where it is undesirable and for monitoring the crossing where this is necessary for 
auditing purposes, for example. A gateway is a recognized and controlled opening in a 
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physical boundary which can check, transform, control and monitor information passing into 
or out of a domain. Gateways are therefore central to enabling objects from one domain to 
create and use links with objects of other domains. 

The rest of this paper considers the following issue: how and where gateways can be 
installed so as to protect domain boundaries while at the same time enabling domains to co
operate. 

3 USING GATEWAYS TO LINK DOMAINS 

3.1 A model of interconnected domains 

If it is possible to ensure that gateways are the only entry and exit paths across a physical 
boundary, then it is possible to use them to manage interactions across domain boundaries. 
This can be exploited in preventing the policies of the domain from being compromised, and 
thus also to protect the agreements made by domain authorities. These gateways can be used to 
ensure that the relationships prescribed by co-operating domain authorities is maintained over 
time, and to manage changes in relationships and retain consistency with changing 
agreements. 

In the general case where autonomous domains are being interconnected, each domain has a 
gateway at its entry and exit points. These gateways are under the control of the domain 
manager as shown in Figure 3.1. 

Domain A 

Figure 3.1 A model of interconnected domains and their management 

Such a model of interconnected domains allows issues of authority and policy, domain 
management, service provision and consumption across domain boundaries and gateways, to 
be described in terms of a single framework. The key features of this model are: 

Each domain retains control of interaction: This enables each domain to check 
interactions and/or prevent interactions from crossing the domain boundary, carry out 
information transformations and perform monitoring. 

Domains allocate their own resources: Each domain retains authority over its own 
gateways and control of their creation and destruction, thereby retaining full control of 
how and when its resources are allocated and de-allocated. This is discussed in detail in 
[Hoffner, 1996]. 

• Protecting domains from changes in other domains: In cases where gateways are used as 
translators to overcome differences between the domains, the intermediate representation 
between the two domain gateways helps to isolate domains from the effects of changes in 
other domains. 
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O(n) versus O(n2) translators: In some cases agreements are set up between large 
numbers of domains, for example to use a particular type system or protocol. By agreeing 
on an intermediate protocol between domain gateways it is possible to reduce the number 
of translators which have to be created in order to interconnect multiple domains from 
O(n2) to O(n), where n is the number of participating domains. 

3.2 Managing interaction across domain boundaries 

3.2.1 Maintaining the inter-domain relationship 

When federating (i.e. connecting autonomous) domains, it is necessary to ensure that 
interaction across domain boundaries are: 

Enabled where they are permitted by the joint contract. 
Prevented where they are not permitted by the joint contract. 
Monitored where some degree of accountability is required. 

This implies that two problems must be solved: 
The initial bindings between the domains must be set up such that only the interactions 
allowed by the contract can occur. 

The set of bindings must be managed over time to ensure that this remains true, even 
though the set of permitted bindings and interactions may change. 

Thus the gateways which are used to manage a domain boundary must perform two roles in 
such a way that the contract is upheld: 

Manage information exchanged across the boundary via existing bindings. 
Provide support for creation of legitimate new bindings. 

An interception model [Hoffner, 1996] can be used to create managed domain boundaries and to 
show how these roles may be fulfilled. Trading across domain boundaries provides a useful 
illustration of how bindings can be set up across domain boundaries. 

3.2.2 Binding across domain boundaries 

A starting point for describing how to approach the problem of propagating a relationship 
between domains is the trading process. The trading process facilitates the transfer of 
information about services to allow bindings between clients and servers to be set up 
dynamically [Deschrevel, 1993]. This information includes the server's interface reference which 
contains the information necessary for the client to bind to the server. 

The scenario of a client and a server residing in two different domains A and B is shown in 
Figure 3.2. Each domain has its own trader and these are connected through gateways which 
manage the differences between the two domains. 

The server in domain B exports its interface reference to its local trader (Trader B) which in 
tum exports the appropriate information to the trader in domain A. A client asking for a service 
of the appropriate type receives the relevant information and should be enabled to invoke that 
service. The binding between the client and the server should be implemented using gateways 
to ensure that the binding is managed according to the agreement as shown in figure 3.3. 
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Figure 3.2 Passing binding information across a domain boundary. 

Domain A 

Figure 3.3 A new link across the domain boundary with the appropriate gateways. 

3.2.3 Using interception to set-up cross-domain bindings 

To achieve the configuration shown in Figure 3.3, both gateways TGateA and TGates (which 
reside between the traders shown in Figure 3.2), must be able to detect the transfer of interface 
references and insert gateways capable of carrying out the required management, in the 
invocation path of the potential link before or when it is actually used. The resulting process is 
shown in Figure 3.4. 

Domain A 

Figure 3.4 Managing the creation of new bindings. 

If any of the parameters of the client-server invocations themselves contain an interface 
reference (third party trading), the process of interception may have to recur in the child 
gateways. Thus gateways may create gateways which in tum create more gateways. The 
lineal 1 nature of this process can be seen as gateway cloning (Figure 3.5). 

Note that the process described above can be implemented in a variety of different ways 
[Crawford, 1995), [Hoffner, 1995). There are also a wide range of design options for the management 

l. Lineal describes a relation among a series of causes or arguments such that the sequence does 
not come back to the starting point [Bateson. 1979]. The opposite of lineal is recursive. 
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• • • 
• • • 

DomainB 

Figure 3.5 Dynamic creation of a sequence of cross-domains bindings. 

functionality associated with gateways. Different implementation strategies for domain 
gateways will be discussed in the following sections. 

Figures 3.4 and 3.5 show a high level view of the process of using interception to set-up 
cross-domain bindings. The transfer of interface references must be detected in the gateways, 
but the creation of new gateways may occur as part of the binding process, or even explicitly 
by the client and server themselves. A gateway factory may be used to wrap the mechanics of 
gateway creation. The interception model in [Hoffner, 1996] helps explain the different 
implementation strategies and their consequences. 

In general it will be desirable to make the creation of gateways transparent to application 
programmers and to exclude gateways from the computational model, but this transparency 
should be selective, to allow programmer intervention, for example to support hand-crafted 
performance management. 

3.2.4 Controlling the interaction across domain boundaries 

In order to manage interactions between domains, gateways must have: 

Access to policies constraining the different types of interaction types which may occur, 
and the object types which may be involved in different types of interactions. For 
example, messages of certain types might only be permitted during certain time periods, 
or might be limited to a certain maximum throughput; or it might be forbidden for objects 
in one domain to send certain message types to certain types of object. These policies may 
be drawn from the constraints described in the joint agreements between domains, and the 
administrative policies used to implement these. 
The ability to infer the types of messages and recipients. For type-generic gateways this 
may be a performance overhead as the message payload must be inspected; care must be 
taken where the mapping of messages across type domain boundaries is not 1: 1, as some 
parts of client requests may be permitted and some not. 
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4 IMPLEMENTATION ISSUES 

Gateways have been identified as the locus of management of cross-domain bindings. Given 
the increasing size and complexity of modern distributed systems, a vast number of different 
gateways will potentially be required to facilitate the co-operation between parts of the system. 
If these gateways are expensive or time-consuming to construct, co-operation may be greatly 
constrained by cost. In addition, use of a large number of gateways can degrade system 
performance to unacceptable levels. 

Different implementation strategies will provide trade-off between issues of performance, 
efficiency of resource utilization, and problems of trust. Due to shortage of space, a detailed 
discussion of these implementation issues is outside the scope of this paper. However, the 
following is a list of issues based on the experience gained from the implementation of several 
applications [Crawford, 1995), built using ANSAware [APM, 1993] and Orbix [ORBIX, 93). These 
included dynamic gateway construction and mapping between different application models as 
well as different DPE technologies: 

Gateway location: Whether to insert a gateway before, in parallel with or after stub 
marshalling. One important advantage of using stubs to implement gateways is the ability 
to enforce their insertion through the use of the tool chain e.g. stub-compilers; this helps to 
ensure their correctness, and reduces effort, as it is only necessary to verify the tool rather 
then each gateway implementation separately. Implementing the gateway in the stub also 
means that a performance saving is made as any transformations performed by the 
gateway can be tied in with marshalling and unmarshalling. 

Optimising multiple boundary implementations in a single gateway: Objects usually 
belong to several domains of different types, for example, technology and administrative 
domains. Multiple transformations are therefore likely to be needed when they interact 
with other objects. It is usually inefficient to implement successive transformations using 
different gateways, so transformations are often collocated inside a single gateway. For 
example, marshalling and encryption may be optimised in this way, resulting in the 
information only being copied once rather than twice. 

Centralized versus distributed gateways: Where trust permits, it is possible to collocate 
the two domain gateways together resulting in a centralized implementation. This is likely 
to be more economic in terms of performance, resources and maintenance effort, both in 
terms of gateway and of gateway management software. 

• Immediate versus deferred allocation of resources to gateways: When interface references 
cross domain boundaries and necessitate the insertion of gateways, it is possible to 
construct these gateways immediately or defer creation to a later point in time. There are a 
variety of strategies described in [Hoffner, 1996), which provide options allowing resource 
consumption to be traded-off against performance. 

Type specific versus type generic gateways: The ability to construct type generic gateways 
means that the number of gateways which have to be constructed at a domain boundary 
can be greatly reduced. The CORBA Dynamic Invocation Interface (DII) and Dynamic 
Skeleton Interface (DSI) [OMG, 95] provide the means to create type-generic gateways. 
However, it remains to be seen whether complex type-dependent operations applied to the 
information passed, will have a significant impact on performance. 

• Exploiting commonality of gateway design: There is a high degree of commonality across 
different gateways as they all essentially perform a similar task. Even where gateways 
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span different types of domains they still share many features. It is unlikely to be cost
effective to implement each of the possible variations from scratch, so some strategy for 
reusing gateway components is essential. 

• fault tolerance: mechanisms to overcome errors such as RPC retries can be significantly 
impacted by the use of gateways. For example, in a cross-boundary communication there 
are commonly three communication mechanisms in use (client-gateway, gateway
gateway, gateway-server), all of which may retry. Administration policies should ensure 
that management of fault tolerance issues are devolved to gateways wherever possible, as 
normal behaviour for one domain may be inappropriate where the message recipient is in 
another, and knowledge of this can only reside in gateways. For example, there should be 
fewer client retries at longer intervals to take account of the fact that longer delays are 
expected when communicating outside the domain, and problems on the recipient side 
will be managed by fault tolerance mechanisms in intervening gateways. 

5 CONCLUSIONS 

This paper has shown how gateways can be used to manage domain boundaries in a dynamic 
environment, reflecting the agreements negotiated between autonomous parties. It represents a 
significant step forward, since it provides a model for approaching one of the most difficult 
aspects of distributed systems. This model is useful when it is applied to specific cross-domain 
issues such as performance management and configuration management. It also provides the 
basis for some standardisation, since although the tasks performed by gateways may vary 
widely, the problem of managing gateways is common and may sensibly be addressed with 
standard components as part of a distributed application development environment. 

There is wide scope for further work in applying this approach to more specific cases, but the 
scope of this work can only be realised if lightweight gateways can be produced cheaply. 
Consequently, reuse and performance aspects of gateway design are also a high priority. This 
document provides an overview of some of the issues, but much further work is needed. 
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