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Abstract 
This paper describes an implementation of an experimental firewall. This firewall differs 
from conventional firewalls since it takes the route a request has followed through the 
network into account to decide whether packets should be allowed through or not. This 
enables an organisation to reduce the possibility of spoofing and, in some cases, avoid the 
use of untrusted network routes by external clients. The code of the firewall is included. 

The firewall is intended for TCP /IP networks. It is implemented on the Linux operating 
system. 
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1 INTRODUCTION 

Originally intended as a mechanism to enable researchers to share information, the In
ternet has evolved into a network carrying a diverse range of information. Whilst it is 
still popular in the academic community, the recent past has seen a scramble by financial 
institutions and industry to establish a presence on The Net (Press, 1994). 

Many of the current and emerging uses of the Internet require a secure communica
tion facility. However, since the Internet evolved without explicitly taking security into 
consideration, adequate security is not automatically guaranteed (Oppliger, 1995). 

One common solution to protect an organisation connecting to the Internet from unau
thorised access via the Internet is firewalls. A firewall is a mechanism (see later) typically 
placed between the organisation's internal network and the external network (such as the 
Internet). Such a firewall monitors traffic arriving at it and only allows acceptable traffic 
through. The decision to allow traffic through or not is taken on the basis of informa
tion contained in the packets flowing through the firewall. Unfortunately it is possible 
for a sender of a message to fabricate some of this information to fool the firewall. For 
example, the source address can easily be replaced by another source address and the 
receiver may be fooled into thinking that the message was sent from the alleged (pre-
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sumably trusted) party. Such spoofing attacks have recently received new attention in the 
literature (CERT, 1995; Highland, 1995; Anon, 1995). This paper addresses this problem 
by describing a firewall that not only considers the source address, but the entire route a 
message has followed up to the firewall. Obviously a spoofing attack is much more difficult 
to stage if the entire route is taken into account when access decisions are made. This 
will be considered in detail in this paper. The described firewall will be referred to as a 
route-sensitive firewall. 

The paper is structured as follows: Section 2 describes the Path Context Model that 
forms the theoretical foundation of the described firewall, section 3 gives background 
information on Internet protocols and section 4 describes the operation of firewalls. Section 
5 describes the implementation of the new firewall. The paper concludes with a discussion 
of the use and possibilities of the new firewall. 

2 THE PATH CONTEXT MODEL 

The Path Context Model (PCM) is a security model that considers the path a request has 
followed when an access control decision is made (Boshoff, 1989; Boshoff and Von Solms, 
1989; Boshoff and Von Solms 1990; Olivier and Von Solms, 1993). This model provides 
the theoretical basis for the firewall described later. 

In PCM information is collected about any request's progress through the system until 
the request reaches the resource to be accessed. The collected information (known as 
baggage) may include items such as the identities of the user who initiated the request, 
all software packages involved in the processing of the request, networks used to transmit 
the request, and the computer system on which the request was initiated and all other 
computer systems involved. 

Since the baggage includes information about the entire access path, it is possible to be 
much more specific about when an access request should be granted or not. For example, 
it is possible to deny a request from an authorised user if the user attempts to retrieve 
sensitive information via an untrusted communications line. 

Apart from baggage, PCM uses three other concepts: a baggage collection vehicle, 
profiles and a validator. 

The baggage collection vehicle is responsible for collecting the baggage associated with 
a request. 

A profile specifies items which have to be in the baggage and items which are not allowed 
to be in the baggage of an acceptable request. The profile may, for instance, specify that 
only users X, Y and Z may access the resource, that the request may only be initiated 
from a computer system C and that the request may not be routed via an untrusted 
communications line L. 

A validator is used to compare the actual collected baggage to the profile specification, 
and decide whether the request should be serviced. 

The current implementation of the described firewall only collects the network route a 
request has followed and the profile only allows the exclusion of untrusted nodes along 
this route. The standard route recording facility of the Internet Protocol (IP) is used as 
baggage collection vehicle. The firewall code given later implements the validator. 
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3 INTERNET PROTOCOLS 

As stated earlier the firewall described in this paper is intended for use in TCP /IP net
works. This section provides the necessary background on the TCP and IP protocols. 

The Internet Protocol (IP) is a protocol intended to route packets of data (known as 
datagrams) to their destination. The Transmission Control Protocol (TCP) uses IP to 
transmit messages (known as TCP segments) to their destination: Such a message is split 
into one or more datagrams by the TCP layer and then handed down to the IP layer. 
The IP layer routes each of these datagrams to the IP at their destination site. Here the 
datagrams are handed up to the local TCP layer which reassembles them into a complete 
message. If any packets are lost or damaged, the TCP at the receiving node will detect 
it, and contact the TCP at the sending node to retransmit these datagrams. Various 
application protocols-for example for electronic mail, file transfer and remote login --are 
placed on top of the TCP layer. UDP (User Datagram Protocol) is a simple, unreliable 
alternative for TCP. 

The mechanism used to associate messages and processes (applications) is a port. A 
server typically 'listens' to a specific port, by requesting the operating system to reroute 
messages addressed to that port number to the process. Client processes can then deter
mine the port address of a server and send requests to it. For some services port numbers 
are standardised-a client can assume, for example, that the mail server will be con
nected to port 25. In other cases a name service may be invoked to determine the port 
(and network address) where a required service is available. 

In practice these protocols mean that if, say, a mail message is to be sent from site A to 
site B, the mail application layer protocol (say SMTP) will format the mail message such 
that it will be understood by the mail application at its destination. This SMTP message is 
then given to the TCP layer at the sending site. The TCP layer adds a header containing 
information such as the source port from which the message is sent, the destination 
port of the message, a sequence number and a checksum. This message, including the 
TCP header, is now split into one or more packets and given to the IP layer. The IP 
layer adds a header to each of these packets forming the IP datagrams. The IP header 
contains information such as the network (IP) address of the source node, the network 
(IP) address of the destination node, the higher layer protocol used (for example, TCP), 
and a number of flags. These datagrams are individually routed to their destination, 
using the low level protocols of the underlying networks. Routing occurs via IP layers of 
intermediate machines. At the destination the IP layer strips the IP header from the IP 
datagrams and gives the remainders to the TCP layer. The TCP layer reassembles them, 
performs error checking and then strips the TCP header. After this, the original mail 
message is given to the mail software, which delivers the mail message. 

From a security point of view the impact of the procedure just described is the fact that 
any message can be split up into a number of packets. Information, such as the destination 
port number, is contained in the TCP header, that will be sent in the first datagram of 
the message, and not in subsequent datagrams. Similarly, crucial information added by 
the mail protocol, will be preceded by the TCP header and an IP header, and probably 
also occur only in the first datagram of the message. However. it is possible that such 
application layer information is spread over more than one IP datagram (and potentially 
even more than one TCP segment). This means that it is not always possible to determine 
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Figure 1 IP Datagram Header 

from a packet of information its destination service. These problems will be considered in 
the next section. 

Note that we have only scratched the surface of Internet protocols in this introduction. 
Other protocols, such as FTP (File Transfer Protocol), CMIP (Common Management 
Information Protocol), HTTP (Hypertext Transfer Protocol, the primary protocol of the 
World Wide Web) have definite security implications, but are outside the scope of this 
paper. 

See Shay (1995:440-464) for a very readable introduction to Internet protocols. 
We next consider one aspect-route recording-of IP in more detail. 

3.1 Route recording 

The format of an IP datagram is given in figure 1. In this section we are only interested in 
the options field. In particular, option 7 enables route recording that will form the basis 
of the firewall described in this paper. Note that relatively few machines support option 
7-see section 6 for a discussion of the implications. 

Before option 7 is discussed the relevant fields of the IP header will quickly be consid
ered. 
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IHL ( 4 bits) Internet Header Length is the length of the internet header in 32 bit words. 
It thus points to the beginning of the data. Usually it is 5 which indicates no options 
are used. 

Total Length (16 bits) The total length of the IP datagram measured in octets including 
the header and data. The size of the data area can be computed from this field and 
the IHL field. 

Source Address (32 bits) The source IP address. 
Destination Address (32 bits) The destination IP address. 
Data (variable length) This includes the headers of higher layer protocols and user's 

data. 
Padding (variable length) This field represents Os used to pad the header out to a 32-bit 

word boundary so that the IHL can correctly point to the start of the data when the 
variable length options are present. 

Options The options field supports debugging, measurement and security facilities. There 
can be multiple options in a single datagram. 
Option 7 causes each router to place its IP address in the datagram option field as the 
datagram travels through the network. This list is used to ascertain the path datagrams 
are using to reach a particular host or router. The datagram has to have enough space 
allocated in it to store the number of IP addresses it finds. This has to be allowed for 
by a developer when creating an application that uses this option. 

4 FIREWALLS 

A number of attacks via the Internet have been well publicised-probably none more 
so than the Internet Worm (see for example Spafford, 1989). Common recent incidents 
include IP spoofing, packet sniffing and NFS attacks (CERT, 1995). Many organisations 
refrain from connecting to the Internet because of such risks. However, market forces are 
compelling ever more organisations to connect in some way to the Internet. 

The currently preferred approach to protection from the Internet is to isolate the or
ganisation's network from the Internet by means of a firewall. A firewall is "a collection 
of components placed between two networks that collectively have the following properties: 

• All traffic from inside to outside, and vice-versa, must pass through the firewall. 
• Only authorized traffic, as defined by the local security policy, will be allowed to pass. 
• The firewall itself is immune to penetration" (Cheswick and Bellovin, 1994:9). 

This functionality is usually isolated on a separate computer since such a system is much 
simpler than a full function computer system. It is therefore much easier to ensure that 
no loopholes exist on this system. 

One possible component of a firewall is a packet filter. Packet filters operate at the IP 
layer. From the first point in the description above it follows that the packet filter can 
examine the contents of all IP datagrams to determine whether they should be able to 
proceed or not. The security policy that governs the decisions of the packet filter therefore 
has to be stated in terms of the contents of the IP datagram (or it should be possible 
to translate the security policy to such terms). The most popular data field of a message 
for packet filter use is the destination port. As indicated in a previous section, a popular 
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practice in a TCP /IP network is to connect servers to (well known) static ports. For 
example, a request to transfer mail will be addressed to port 25. If a site does not want 
to transfer mail, it can set its firewall up such that any packets addressed to port 25 will 
be discarded. If a site does not want to receive mail from another site X, the firewall can 
be configured to discard any incoming packet addressed to port 25 and with a source IP 
address X. 

Clearly this approach is simple and powerful. It does, however, have a number of draw
backs. Firstly, not all servers are bound to static ports. Secondly, IP packets following the 
initial packet of a message do not contain the destination port and, unless some context is 
maintained by the packet filter, such IP packets cannot be filtered. In general, information 
for use by higher level protocols, such as TCP, SMTP and HTTP, although embedded 
in the IP packets, cannot easily be accessed and used. Thirdly, almost no guarantees 
exist that the information in IP packets is reliable: IP source addresses can be spoofed; 
with inside cooperation, tunnelling may be used to bypass the firewall, etcetera. For a 
comprehensive discussion of these and other problems see Cheswick and Bellovin (1994). 
Also see Cheswick and Bellovin (1994) for a discussion of application-level gateways and 
circuit-level gateways as alternatives for packet filters. 

It is important to remember that firewalls provide an additional layer of security to 
an organisation's networks. There are many essential security functions that cannot ef
fectively be supported by firewalls; one example is access control. The usual security 
mechanisms should therefore be in place on the internal network, whether a firewall is 
used or not. Ideally, security on the internal network should be implemented as if no 
firewall is in place so that, if the firewall does allow an unwanted message through, the 
usual security mechanisms can still protect the system. 

5 IMPLEMENTATION OF THE FIREWALL 

The firewall described in this paper was developed on a Linux 1.2.8 kernel. Linux is a 
Unix-like operating system distributed under the GNU licence. See Bokhari (1995) for an 
overview of Linux. Note that some other Linux installations may use different directories 
than those discussed here and that the code on which the firewall is based may also differ. 

The source code (in C) that implements IP in Linux can be found in the 
/usr/src/linux/net/inet 

directory. The file ip. c contains the implementation of the IP protocol and the file 
ip_fw. c contains the source code of the firewall included with Linux. 

The first step is to enable route recording (option 7) in the IP packets. This has to be 
done in ip.c. 

The following is a description of how the options field should look (see figure 2) 
(RFC791, 1981 ). An option begins with the option type code-the value 7 indicates route 
recording has to occur. The second octet is the option length; this length includes the 
option type code, the length octet, the pointer octet, and the octets of open space re
served for the route data. The third octet is the pointer into the route data indicating the 
octet which begins the next area to store a route address. The pointer is relative to the 
beginning of this option, and the smallest legal value for the pointer is 4. 

A recorded route is composed of a series of internet addresses. Each internet address is 
32 bits or 4 octets. If the pointer is greater than the length, the recorded route data area 
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Figure 2 The record route option provides a means to record the route of an internet 
datagram 

is full. The originating host must compose this option with a large enough route data area 
to hold all the addresses expected. The size of the option does not change due to addition 
of addresses. The initial contents of the route data area must be zero. 

When a computer routes an IP datagram it checks to see if the record route option is 
present. If it is, the computer inserts its own internet address (as known in the environment 
into which this datagram is being forwarded) into the recorded route. The address is 
inserted in the four octets indicated by the pointer, and the pointer is incremented by 
four. 

If the route data area is already full (the pointer exceeds the length) the datagram is 
forwarded without inserting the address into the recorded route. If there is some room 
but not enough room for a full address to be inserted, the original datagram is considered 
to be in error and is discarded. In either case an ICMP parameter problem message may 
be sent to the source host. See RFC791 (1981) for further details. The code to activate 
route recording is given in figure 3. Note that the call to build_options also has to be 
enabled. 

As said earlier, the source code for the IP firewall that comes with Linux can be found 
in the /usr/src/linux/net/inet directory in the file ip_fw. c. To enable firewalling, the 
kernel has to be reconfigured to enable the firewall and then recompiled. To configure the 
firewall, a program named ipfw can be used. This file can be found in the /sbin directory. 
The notation to configure the firewall will be discussed later. 

The next step is the firewall code itself. Using the existing firewall code in Linux, the 
route-sensitive firewall code can be inserted into it. The firewall has to check if option 7 is 
set, otherwise it might look for addresses in the data field. If the option is set, it gets the 
first address in the list. Then it compares this address with the firewall address list. If it 
finds a match, it refuses the packet. The untrusted router addresses must be included in 
the normal firewall address list. The route-sensitive firewall uses the same list to base its 
decision on. If the firewall does not find a match in the list, it moves on to the next address 
in the recorded route. If none of the recorded addresses are in the firewall address list, 
the firewall will accept the packet. The code that implements the route-sensitive firewall 
is given in figure 4. After the code is inserted into the Linux kernel, the kernel has to 
recompiled. Note that, for simplicity, the code in figure 4 assumes that option 7 is the 
only option that can be set. A more general implementation will have to work through 
any options until it finds option 7. 
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static int 
build_options(struct iphdr *iph, struct options *opt) 
{ 

unsigned char *ptr,aa; 
ptr = (unsigned char *)(iph+1); I* Point beyond the IP header *I 
*ptr = 7; I* Add option 7 to the packet *I 
ptr++; I* Point to length octet *I 
*ptr = 4*8+4; I* Space for 8 recorded addresses *I 
ptr++; I* Point to pointer octet *I 
*ptr = 5; I* Begin at word boundary *I 
ptr++; I* Point to open octet *I 
*ptr = 0; I* Pad it *I 
for (aa=1;aa<=24;aa++){ I* Clean up the rest *I 

ptr++; I* of the storage area *I 
*ptr = 0; 

} 
return (9); I* Option occupies 9 X 32 *I 

} I* bit words *I 

Figure 3 Activating route recording 

5.1 Firewall configuration 

All the addresses and host names which need to be blocked have to be inserted into the 
hosts file found in the I etc directory. To configure the firewall, the next command has to 
be executed : 

ipfw a b deny all from host1 to host2 

Here a indicates that an address is to be added to the firewalllist;b indicates that messages 
from that address (host1) should be blocked by the firewall if sent to host2. 

The given description works for the standard Linux firewall. To configure the route
sensitive firewall the same procedure has to be followed. The only difference is that host 1 
is now any host which is not allowed to appear on the route. It can be any gateway, bridge 
or any untrusted host. 

6 DISCUSSION 

The major problem we encountered was that of route recording support. Very few ma
chines on the Internet support route recording-to be a general solution many more 
machines will have to support this option. However, the existing firewall can be used 
where internal networks do support route recording. IP. this case a single machine may be 
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int ip_fw_chk(struct 
int pol){ 

iphdr *ip, struct device *rif, struct ip_fw *chain, 

struct ip_fw *f; 
struct tcphdr 
struct udphdr 

__ u32 
__ u16 
unsigned short 
char 
unsigned short 

u32 
__ us 

uS 

*tcp=(struct tcphdr *)((unsigned long *)ip+ip->ihl) 
*udp=(struct udphdr *)((unsigned long *)ip+ip->ihl) 

src, dst; 
src_port=O, dst_port=O; 
f _prt=O, prt; 
notcpsyn=1, frag1, match; 
f_flag; 
*ptr; 
*ptr2; 
count; 

ptr2 ( __ uS *)(&(ip->protocol)); 
I* Get address of protocol member *I 

ptr2 += 11; I* Options is 11 octets after Protocol *I 
if (*ptr2 == 7) { I* Check if R.R. is enabled *I 

} 

ptr ( __ u32 *)(&(ip->daddr)); 
I* Get address of Dest. Addr. member *I 

ptr ptr + 2; I* Point to first recorded address *I 

ptr2 ptr2 + 2; I* Point to storage area pointer *I 

for (count=5;count<*ptr2;count+=4){ 
I* Loop to compare recorded addresses with the *I 
I* addresses in the firewall configuration and *I 
I* base a decision on the result. *I 

for (f=chain;f;f=f->fw_next){ 
if (f->fw_src.s_addr == *ptr){ 

return (0); I* Don't accept the packet *I 
} 

} 

ptr++; 
} 
return(1) 

I* Move on to next recorded address *I 

I* Accept the packet *I 

Figure 4 Code to implement the firewall 
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Internal network Sensitive servers 

Firewall 

Figure 5 Typical network arrangement 

situated between an internal and an external network. If an incoming packet has its route 
recording option set, this gateway machine will add its address to the route. This enables 
the organisation to limit certain services on the internal network to users on the internal 
network: any packet that arrives at such a service that 

• Does not have its route recording option set; or 
• Does have its route recording option set and went through the gateway (as evidenced 

by the recorded route) 

originated from a machine not on the internal network and therefore should be refused. In 
contrast, services on the internal network that should be open for external users can still 
be used; the recorded route, if any, is simply not checked in this case. Compare figure 5. 
Here the Gateway will check that, for any incoming packet, if the route recording option 
is set, there is enough space in the datagram to add the gateway's address. The sensitive 
servers here are those that are only to be accessed from the internal network. The firewall 
therefore checks that, for any IP packet, route recording is enabled and that the gateway's 
address does not appear in the recorded route. 

Similarly, a site that wishes to use a route recording can, in some cases, negotiate with 
sites they are connected to (and with sites those sites are connected to, etcetera) so that 
a route exists between the organisation and those users not on the internal network, for 
which proper authentication is necessary and for which the possibility of spoofing should 
be minimised. 

Note that the firewall described in this paper does not eliminate the possibility of 
spoofing: A site can easily insert (spoof) any route it wishes to into an IP datagram 
before it sends the datagram. However, since the route forms part of the IP datagram 
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a number of additional checks become possible: A site can note the last IP address in 
the recorded route and verify that such a machine is indeed directly connected to it, 
and even that it is connected to the communications line on which the packet arrived. If 
route recording is extensively used for this purpose, such checks can be incorporated into 
all routers in an organisation (and even into those of connected organisations mentioned 
earlier). 

A second problem is that of the limited size of the area in which the addresses are kept. 
If it is too small, it will result in a loss of recorded addresses and possibly an address 
which is not trusted. If it is too big, it will result in to lot of fragmentation which will 
lead to unnecessary network traffic. One possibility to ensure that untrusted addresses 
are not lost (and to further limit the possibility of spoofing) is to reject any packet that 
arrives without room for at least one more address; this will ensure that the recording 
area did not fill up prematurely. The ideal solution is, of course, to design a new protocol 
that dynamically allocates space for recorded routes and extend this area where required. 

Despite its limitations the firewall described in this paper is immediately useable in 
some situations. In addition we hope that it will stimulate further research in the use of 
firewalls on the Internet or other networks. 
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