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Abstract 

We present an approach to worst-case reactive congestion control in ATM-based broad
band networks. The effective capacity of a virtual circuit in such a network can vary 
dynamically because of traffic fluctuations, call rerouting or equipment failures; we pro
pose a single mechanism by which to ensure that the traffic offered to the circuit remains 
matched to capacity, whatever the source of the variation. The approach is non-statistical. 
It applies to circuits subject to Leaky Bucket regulation at the network interface, and to 
networks implementing a GPS-like service schedule at the nodal output buffers. The key 
element is an algorithm which modulates the parameters of the Leaky Bucket on the basis 
of measured values of instantaneous capacity, and in such a way as to avoid cell loss, to 
the extent possible, inside the network. 

1 INTRODUCTION 

Statistical traffic models are of undisputed importance for telecommunication network 
design. Nonetheless, it can happen that source statistics are unavailable, uncertain or 
variable, in which cases an alternative, worst-case approach to design may be useful. We 
are interested in using the theory developed in (Parekh (1993, 1994)) as a possible ba
sis for Constrained Worst-Case Design. The principal features of that theory are that the 
data streams entering the network are subject to Leaky Bucket (Turner (1986)) regulation 
at the network boundary, that access to any transmission line in the network is allocated 
to the various flows contending for it acording to some non-preempting variant (Demers 
(1989), Golestani (1994), Parekh (1993)) of a Generalized Processor Sharing (GPS) sched
ule, and that network performance is measured by the maximal values of backlogs and 
delays relative to the most adverse set of inputs permitted by the regulators. 

We attempt here to formulate a strategy for reactive congestion control in the framework 
of constrained worst-case design. The network model includes Leaky Bucket regulators at 
every traffic source and GPS schedulers at every link. The essential feature of the model 
is that the link capacities are timevarying. Such time variation can be interpreted as 
resulting from timevarying commitments of resources to higher priority or rate-constrained 
traffic, from faults or rerouting, or simply from changes in the number or character of the 
sources being served, such changes being reflected, in the case of GPS-based service, by 
changes in the rate guaranteed to each connection. The Leaky Bucket regulator associated 
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with a particular flow is viewed as defining the gateway to the network; the congestion 
controller, reacting to changes in network operating conditions, exercises its function at 
the cell-level by modulating the width of the gateway -that is, by tuning the Leaky 
Bucket parameters; the goal is to ensure, to the extant possible in the presence of faults 
or overload, that the network operates within advertised limits on cell loss and delay. 
Our design philosophy is that quality-of-service guarantees in terms of cell loss and delay 
are sacrosanct, and that the Leaky Bucket parameters of individual sessions may be 
modified, if necessary, to accommodate them. If at some time a particular data stream is 
incompatible with the instantaneous values of its Leaky Bucket parameters, then cells may 
be lost or delayed - but the losses and delays in question will occur at the boundary of 
the network, rather than in the interior. To the extent that individual sources are capable 
of buffering their own data and reacting to changes in the width of their gateway to the 
network, the control mechanism we have in mind can be viewed as traffic shaping at the 
network boundary. 

The problem, then, is to provide a uniform mechanism by which variations in available 
capacity are reflected in the cell admission control strategy. The input to that mechanism 
is a capacity estimate; the ensuing action, following the principle that the traffic in each 
session is characterized solely by the corresponding Leaky Bucket, is to recompute the 
Leaky Bucket parameters. The control is to be end-to-end, meaning that control decisions 
are communicated (subject to the intervening signal propagation delays) directly to the 
traffic sources. We deal first with the case that the network consists of a single multiplexor, 
and then with a multi-node version of the model. 

2 THE SINGLE NODE CASE WITHOUT PROPAGATION DELAY 

The network is a single multiplexor with output capacity which has some nominal value 
C, and which may vary according to a time function C(-) whose value at the present 
timet is determined by online measurement. The traffic sources are designated S;, i E S. 
The communication path between S; and the multiplexor involves a signal propagation 
delay of D; seconds, which in the present section we take to be zero. The scheduling of 
transmissions on the multiplexor output line is approximated by a GPS strategy with 
parameters l/J;, i E S. 

There are three kinds of sources. A rate-constrained source (representing the CBR class) 
is characterized exclusively by its peak rate, which is also the token generation rate in 
the associated Leaky Bucket, and the rate at which its cells are served in the multiplexor. 
Delay-constrained sources are characterized by their Leaky Bucket parameters and by 
a threshold representing the maximum acceptable cell delay. Buffer-constrained sources 
(approximating ABR) come with a constraint on backlog in place of one on delay. We 
use SR, Sv and SB, respectively, for the index sets of rate-constrained, delay-constrained 
and buffer-constrained sources. 

When the available capacity is C, Sesion ( i) has Leaky Bucket parameters p; (the token 
generation rate) and u; (the size of the token pool). In the event that C is changing, 
these nominal values are replaced by controlled values p;(t), u;(t), reflecting the results 
of service rate measurements. It can be useful as well to control the instantaneous value 
of f;(t), the pointer which records at each time instant the number of tokens currently 
available in the token pool, and the values of the GPS parameters l/J;. The objective of 
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control is to transfer unavoidable congestion from the network interior to the network 
boundary. 

The</>;(·) are assumed normalized so as to sum to unity for every t. Define functions {3;, 
0; by 

p;(t) 
u;(t) 

where 

'Y(t) = C(t) 
c 

{3;(-y(t))p;, 
o;(l'(t))u;, 

is the normalized link capacity. We require that 

Ep;(t):::; C(t) 
iES 

for all t. 

(1) 
(2) 

(3) 

(4) 

The control of a particular session depends on whether the corresponding traffic is 
rate-constrained, delay-constrained or buffer-constrained. In the case of rate-constrained 
sources, we attempt (where possible) to scale the</>; so that p; remains constant and equal 
to the received service rate. For delay-constrained sources, we attempt to scale u;, p; so 
as to respect the delay constraint. The approach to buffer-constrained traffic is to scale 
u;, p; and </>; so as to avoid buffer overflow. In the event of sufficiently dramatic loss of 
capacity, these goals may not be possible and existing commitments to service may have 
to be renegotiated. 

Thus, the control parameters for i E SR are 

</>;( t) </>; (5) 'Y( t), 
p;(t) p;, (6) 
u;(t) u·· 

" 
(7) 

these values correspond to {3;(1'(t)) = t5;(1'(t)) = 1, i E SR, in (1) and (2). This ensures 
that the guaranteed rate for the rate-constrained traffic is insensitive to changes in C. The 
token pool size is 1 cell. The congested node first attempts to satisfy the requirements 
of the rate-constrained sessions, then reallocates the remaining bandwidth among delay
constrained and buffer-constrained sources. 

The basis for the analysis of worst-case backlog and worst-case delay in GPS networks 
with Leaky Bucket regulation is the Universal Service Curve (USC) introduced in (Parekh 
(1993)). For any particular configuration of the system- that is, given C and all the p;, u; 

and </>; -there is a corresponding USC. Changes in C and in the parameters of the various 
sessions will produce changes in the USC. We write v(t, ·)for the USC corresponding to 
the system parameters in force at time t. It is easy to check that the first line segment of 
v(t, ·) has slope 

J-t1(t) = C(t). (8) 
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The assignment 

c/>;(t) 
p;(t) 
u;(t) 

c/>;, 
'Y(t)p;, 
'Y(t)u;, 
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(9) 
(10) 
(11) 

thus ensures that the maximum delay for the delay-constrained Session ( i) does not exceed 

the prescribed threshold. Indeed, the USC, and the load lines (i :ip;t ), i E S0 , are scaled 

equally. The control in this case is said to be proportional in that the token pool sizes and 
token generation rates of the delay-constrained sessions are modified by the same factor. 
For the proportional control, ,B;('Y(t)) = 8;('Y(t)) = 'Y(t), i E S0 • 

The remaining step is to devise a control suitable for buffer-constrained sources. Since 
the proportion of available bandwidth allocated to rate-constrained traffic has increased 
above the nominal operating value, it can be expected that 

p;(t):::; 'Y(t)p;, i E Sa. (12) 

We are interested in a controller that modifies the token generation rate of the buffer
constrained sources by the same factor. We assume for simplicity that the system is 
designed so that (4) holds with equality. Defining PR = LiESR p;, Pa = LiESa p;, cPa = 
LEsR c/>;, cPs = LiESs cP; and 

'Y'(t) 

'Y"(t) 

we set 

c/>;(t) 
p;(t) 

'Y'(t)c/>;, 
'Y"(t)p;. 

(13) 

(14) 

(15) 
(16) 

Because the slope of the load line for a buffer-constrained source can be larger or smaller 
than 'Y(t), the depletion time for such a session under the new operating conditions can 
be smaller or larger than before. In the case that it is smaller, the new USC lies above the 
old one and the constraints on maximum buffer size are respected. If, on the other hand, 
the new USC is below the one devised for nominal operating conditions, then certain 
constraints may be violated. We propose to choose the token pool sizes so that the buffer 
depletion times in the new setting are the same as before; that is, so that 

c/>;(t) c/>;(t) 
u·(t) = -u· + -p·T.·- p·(t)T.· 

l cPi ' c/Ji '' ' ' 
(17) 

where T; is the abscissa at which the Session (i) load line intersects the USC. We require 
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also that the maximum backlog should not exceed the prescribed level. These considera
tions suggest setting 

u;(t) = min{B;- p;(t)T[i] + </J;(t)v(t, T[i]),f''(t)u; + (!''(t) -l'"(t))p;T;}, i E Sa. (18) 

Transitory effects caused by the changes in parameters can be controlled by adjusting 
the pointer values£;(·). It can be shown that if A;(t1 , t 2) is the total volume of Session (i) 
traffic actually entering the network in the time interval [t1 , t 2], then 

(19) 

meaning f;(t) determines the maximum burst size for the traffic of Session i at timet. This 
suggests that repositioning the f;(t) (fori E S0 USa) might help to reduce cell discard 
inside the network. 

Let B;(t) be the maximum backlog (allowed to depend on time) in an all-greedy version 
of our system, and let q;(t) be the number of Session (i) cells backlogged in the node at 
timet. Then 

f;(t) + p;(t)T[i]- </J;(t)v(t, T[;J) = B;(t)- q;(t). (20) 

The foregoing definition of u;(t), and the fact that f;(t) cannot be negative, lead to 

f;(t) = { 0, u;(t)- q;(t) }. (21) 

This gives the largest f;(t) for the smallest cell loss inside the network; any other choice 
of f;(t) will will either increase cell loss or decrease throughput. 

In summary, for rate-constrained sessions there is no feedback control signal; the GPS 
parameters are selected (where possible) so as to respect the rate constraints. For delay
constrained sources, 

</J;(t) 
p;(t) 
0"; ( t) 
£;( t) 

</J;, 
!'(t)p;, 
!'(t)u;, 

max{ 0, u;(t)- q;(t) }, 

while for buffer-constrained sources 

</J;(t) 
p;(t) 

u;(t) 

£;( t) 

l''(t)</J;, 
l'"(t)p;, 

min{ B;- p;(t)T[i] + </J;(t)v(t, T[iJ)d(t)u; + ( l''(t)- -y''(t) )p;T;}, 

max{ 0, u;(t)- q;(t) }. 

(22) 
(23) 
(24) 

(25) 

(26) 
(27) 

(28) 

(29) 

Because the effects of propagation delay have so far been ignored, the reaction to capacity 
changes is instantaneous. 
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3 THE SINGLE NODE CASE WITH PROPAGATION DELAY 

Now assume that there is a propagation delay D; between the i-th source and the node. As 
before, the variables subject to control are the GPS parameters </>;(t) (implemented in the 
node) and the parameters (p;(t),u;(t),l';(t)) fed back to the source. The corresponding 
feedback signal is received at the source after D; seconds. The newly regulated traffic 
reaches the node after another D; seconds. The effect of the control signal sent to Session 
( i) is thus felt at the node after 2D; seconds, while application of the new GPS parameters 
is immediate. The GPS parameter satisfies 

1 
</>; 

</>;(t) = J;~t), 
'Y (t)</>;, 

fori E SR, 

fori E So, 
fori E Sa. 

(30) 

Because the feedback control signal depends on the GPS schedule, we require prediction 
of the GPS parameters 2D; seconds ahead. The prediction is used only for the feedback 
calculation; the actual schedule is as defined above. 

One approach to predicting the GPS parameter for a rate-constrained session is to use 

(31) 

this indicates how much bandwidth will have been us.!!d for transmitting rate-constrained 
sources. If a precise prediction of the future values of the link capacity is available, then 
(31) assures that each rate-constrained session receives enough bandwidth to send at its 
nominal bit rate. 

Similarly, the proportional controller for a delay-constrained session is described by 

</>;(t) </>;, (32) 
p;(t) 'Y(t + 2D;)p;, (33) 
u;( t) 'Y(t + 2D;)u;, (34) 

l';( t) max{ 0, u;(t)- q;(t + 2D;) }, (35) 

where q;(t + 2D;) is the Session (i) buffer occupancy at timet+ 2D;. The buffer backlog 
in the node at time t + 2D; is computed from 

q;(t + 2D;) = q;(t) + A;(t, t + 2D;)- S;(t, t + 2D;) (36) 

where A;(t, t + 2D;) is the input traffic of Session (i) to the queue in the time interval 
[t, t + 2D;] and S;(t, t + 2D;) is the output traffic exiting the queue; they are represented 
by 

A;(t,t+2D;) 

S;(t, t + 2D;) 

r+2D; 
lt a;(r-D;)dr, 

r+2D, 
lt u;(r)dr, 

(37) 

(38) 
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where a;(t) is the instantaneous rate of the source departing the Leaky Bucket regulator 
and u;(t) is the service rate of the traffic of Session (i). 

In designing the feedback control signal, we choose a conservative approach, assuming 
that the buffer is continually backlogged in the interval [t, t + 2D;] and that each source 
receives, at most, its guaranteed bandwidth. This corresponds to the case that all sources 
are active and the buffers of delay-constrained and buffer-constrained sessions do not 
underflow in the time interval [t, t + 2D;]. Thus, the output traffic is 

1
t+2D; 

S;(t,t+2D;)= 
1 

lj;;C(r)dr. 

The control signal for a delay-constrained source is then given by 

if;;( t) 
p;(t) 
17;(t) 

£;(t) 

if;;, 
1(t + 2D;)p;, 
1(t + 2D;)i7;, 

1
t+2D, 1t+2D, 

max{O,i7;(t)-q;(t)-
1 

a;(r-D;)dr+ 
1 

if;;C(r)dr}. 

Similarly, the control signal for a buffer-constrained session is 

¢;(t) 
p;(t) 

17;( t) 

£;( t) 

1'(t + 2D;)if;; 
1"(t + 2D;)p;, 

min{ y;(t), z;(t) }, 

1
t+2D, 1t+2D; 

max{O,i7;(t)-q;(t)- t a;(r-D;)dr+ t ifJd(r)C(r)dr}, 

where </J;(t) and p;(t) in (46) are given in (44) and (45), and 

y;(t) 

z;( t) 

(39) 

(40) 
( 41) 

(42) 

(43) 

(44) 
(45) 

(46) 

(47) 

(48) 

(49) 

To compute the control signal, a;(t- D;) and C(t) are to be determined in the time 
interval [t, t + 2Di]. A predictor of the link capacity is applied to ascertain C( T ), r E 
[t, t + 2D;]. To estimate the input traffic, one of the following alternative approaches 
might be used: 

(1) The input rate a;( T ), r E [t, t + 2Di] might be predicted from its past on the basis of a 
stochastic model. This might result in a computationally expensive method since a;( r) 
should be predicted for all T E [t, t + 2Di]. For a B-ISDN switch, operating at high 
speeds, this approach may not be practically attractive. Furthermore, the objective 
here is to introduce a method that does not rely on source modelling. 

1
t+2D, 

(2) The quantity t a;( T- D;) dr can be approximated by its maximum (greedy) value. 

This will tend to make £;(t) = 0, an option that we are trying to improve upon. 
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(3) The message rate a;(t) can be approximated by its average value. This might prove 
useful in cases where 2D; is large compared to the fluctuations of a;(t). Since a;(t) is 
controlled by a Leaky Bucket with a parsimonious token generation rate p;(t- D;), 
and assuming that the source traffic is the most adverse permitted by the regulator, we 
have 

a;(t) = p;(t- D;) (50) 

where at each timet a;(t) is the average traffic when the source is greedy and bounded 
by a Leaky Bucket with token generation rate p;(t- D;). 

We have adopted the last approach, which is consistent with the fluid-flow description of 
a slow random Markov walk. Consider the Markov walk (36). If the value of A;(t, t+2D;)
S;(t, t + 2D;) is small compared to the buffer size, or if the tail of its distribution is small, 
then (36) can be approximated by the (deterministic) finite-difference equation formed 
by substituting the terms in the brackets with their expected values (Meerkov (1972), 
Lim (1991), Benmohamed (1993)). In such a case, it can be shown that the trajectories 
of (36) and those of its deterministic finite-difference equation are close in probability. 
Substituting a;(t) in place of a;(t) gives 

1
t+2D; 1t+2D; lt a;(r-D;)dr= a;(r-D;)dr= p;(r)dr. 

t t t-2D; 
(51) 

This result is then used in (43) and (47) to determine fl;(t). Note that this ccontrol does 
not completely confine cell loss to the network boundary. It does represent a compromise 
that provides a feasible solution. 

For the proportional assignment of GPS parameters in which 

p;(t) = </J;(t + 2D;)C(t + 2D;) (52) 

(the token generation rate being equal to the GPS guaranteed rate), we have 

1
t+2D; lt 1t+2D; a;(r- D;)dr = p;(r)dr = </J;(r)C(r)dr. 

t t-2D; t 
(53) 

In this case, ( 43) and ( 4 7) simplify to 

fl;(t) =max{ 0, cr;(t)- q;(t) }, (54) 

and the control signal simply depends on the value of 1(t + 2D;). A predictor can be used 
to estimate 1(t + 2D;). 

4 THE MULTI-NODE CASE 

A virtual circuit in an ATM network usually extends over several links. Each link will be 
represented here by the subscript of its input node; for instance, the link from Nk to N1 
is denoted Lk, with capacity Ck. 
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Suppose that the capacity of link Lt is changing. The traffic on the virtual circuits 
passing through Lt should be controlled to prevent overflow of the buffers in Nt. To that 
end, a control signal is generated in Nt and transmitted backwards to the upstream nodes, 
each of which, in turn, may modify it according to local operating conditions before pasing 
it on. The process continues until the control signals arrive at the Leaky Buckets for which 
they are intended; each Leaky Bucket adopts the new parameter setting and transmits 
an acknowledgement cell reporting the new parameter setting to all the nodes along its 
path. This information can be used by downstream nodes for efficient management of 
bandwidth and buffer space. 

Assume that S1 sources contend for the bandwidth C1(t) and that a control signal is 
generated at time instant t1, the superscript l indicating that time is measured relative to 
Nt. As before, priority is given to rate-constrained flows, and and the remaining bandwidth 
divided among delay-constrained and buffer-constrained sessions. We do not be concerned 
with rate-constrained traffic, assuming simply that the corresponding GPS parameters are 
modified so that the rate-constraints are satisfied. 

Delay-constrained traffic 

The proportional control signal generated at Nt for i E Sb is given by 

«t>l(tl) == «t>L (55) 
Pl(tt) == -/(t1 + 2D!)p;, (56) 
u!( t1) == -/(t1 + 2D!}u;, (57) 

t!(tl) max{ 0, u!(t1)- q!(t1 + 2D!) }, (58) 

where Dj is the propagation delay between Source (i) and node Nt; the superscripts 
indicate that the control signal is generated in Nt. The signal is then sent back, along 
its virtual circuit, to an upstream node Nk, which modifies it according to the available 
bandwidth on Link Lk. 

Let the control signal for the token generation rate of a session connected to Nk be 
given by pf(tk) where tk is measured at Nk. In the absence of a control signal from N1, 

this control signal is given by ·-/(tk + 2Df)p;. When a control signal from Ntis present, 
it should be compared to ·/(tk + 2Df)p; and the smaller of the two is passed on to an 
upstream node. Take, for example, the case in which 

In this case, Lk is the bottleneck link and the control signal is 

«t>Ntk) 
P7(tk) 
u7(tk) 

1!: ( tk) 

4>7, 
l(tk + znnp;, 
l(tk + 2D7)u;, 

min{ £l(t1), max{ 0, u7(tk)- qf(tk + 2Df)} }. 

(59) 

(60) 
(61) 
(62) 

(63) 
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Now consider the case 

(64) 

This signifies that N, is the bottleneck node and that the token generation rate should 
be the one computed by N,. In fact, the control signal is given by 

<Pf(tk) 
pf(tk) 
uf(tk) 

l:(tk) 

= </>i, 
Pl(t'), 
uj(t'), 

min{£l(t1), max{ 0, uNtk)- q:(tk + 2Dn }}. 

(65) 
(66) 
(67) 

(68) 

In this case, the token generation rate fed back to the source is smaller than that for a 
proportional control based on Ck(t); this suggests that the intersection of the load line 
with the USC at Nk is smaller than under nominal operating conditions, so that the delay 
constraints are satisfied. 

The two cases can be combined in the form 

<P:(tk) 
pf(tk) 

uf(tk) 

lf(tk) 

<Pf' 
min{·/(tk + 2Df),--/(t1 + 2D!) },p;, 

min{ ·/(tk + 2Df}, ·/(t1 + 2D!) }u;, 

min{ £l(t1), max{ 0, uf(tk)- qf(tk + 2Df}} }· 

Buffer-constrained traffic 

For a buffer-constrained source, the control signal generated by L, is given by 

<Pl( t1) 

Pl(t') 
u!( t1) 

£l(t') 

where 

Yl(t') 

zj(t1) 

7'1(t1 + 2Dl)<t>l, 
7"1(t1 + 2D!)p;, 
min{ yj(t1), zj(t1) }, 

max{o,uj(t1)- qj(t1 + 2D!) }, 

(69) 

(70) 

(71) 

(72) 

(73) 
(74) 

(75) 

(76) 

(77) 

(78) 

At Nk, pl(t1) is compared to "Yk(tk + 2Dnp; and the smaller of the two is passed on to the 
upstream node. We consider two cases: 

If pl(t1) ~ "Yk(tk + 2Df}p;, then the control signal for an upstream node is 

(79) 
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p~(tk) 

u:(tk) 

l~(tk) 

--t''"(t" + 2D~)p;, 
min{ uj(t1), yt{t"), z:(t") }, 

min{ ll(t1), max{ 0, uf(tk)- qf(tk + 2Df)} }. 

(80) 

(81) 

(82) 

On the other hand, if pl(t1) < ·"'f"(tk + 2Df)p;, the control signal for an upstream node is 

¢~(tk) 
pf(tk) 
uf(tk) 

l~(tk) 

r'k( tk + 2Df}¢f, 

Pl(t') = r"1(t1 + 2Dl)p;, 
min{ u!(t1,yf(tk), zf(tk) }, 

min{ £l(t1), max{ 0, uf(t")- qf(tk + 2Df)} }. 

The control signals in the two cases above can be combined as follows: 

¢f(tk) 
pf(tk) 

uf(tk) 

lf(tk) 

1'k(tk + 2Df}¢f, 

min{ r"1(t1 + 2Dj)r"k(tk + 2Df) }p;, 
min{ uj(t1), yf(tk), zf(tk) }, 

min{tl(t1),max{O,uf(tk)- qf(tk + 2Df}}}. 

This process continues till the control signal arrives at the source. 

5 EXAMPLE 

(83) 

(84) 

(85) 

(86) 

(87) 

(88) 

(89) 

(90) 

The network model contains two access nodes connected to a remote switch. There are six 
sources, of which two are rate-constrained and the others, delay-constrained. Each access 
node serves one rate-constrained and two delay-constrained sources. The rate-constrained 
sources have a constant bit rate of 5 Mbs (Mega bit per second). The delay-constrained 
flows are generated by Poisson processes with an average rate of 5 Mbs; the nominal 
values of the corresponding Leaky Bucket parameters are p = 2.5 Mbs and u = 12.5 Kb 
(25 cells). The capacity of the links connecting the sources to their access nodes and the 
link between each access node and the multiplexing node are fixed at 10 Mbs. The total 
traffic is multiplexed on a link with a nominal capacity 20 Mbs. The capacity of this link 
varies in the interval [12.5, 20] Mbs. The transition times are exponentially distributed 
with the average period 5 ms. The access links are 100 km long and the links connecting 
the access nodes to the multiplexer are 500 km long. The maximum buffer size in all nodes 
is 100 kb. A control signal is generated and send back to the upstream nodes when the 
capacity of the multiplexing link changes- the multiplexing node is the bottleneck. The 
cell loss at the nodes and the throughput of the system were averaged over 20 independent 
trials. The simulation ran one second for each trial. 

In the absence offeedback control, 5513.40 cells were lost and 14 518.35 cells delivered. 
The proposed feedback control reduced the cell loss to 0.95 cells and the throughput 
(marginally) to 14 505.60 cells. To study the importance of the pointer in the feedback 
controller, we simulated the same example with l(t) in (70) always reset to zero; the cell 
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loss fell to zero and the throughput, to 14 152.75 cells. Note that simply setting the pointer 
to zero reduces throughput. 

6 SUMMARY 

We introduced a constrained-worst-case, reactive congestion control technique for ATM
based telecommunication networks. The technique distinguishes three broad classes of 
traffic sources. It acts by modulating the parameters of the Leaky Bucket regulators at
tached to the various sessions, with the objective of transferring (to the extent possible) 
the effects of congestion from the interior of the network to the boundary. A traffic pre
dictor is included to accommodate signal propagation delays between sources and the 
bottleneck nodes. 
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