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Abstract 
An adaptive end-to-end rate based congestion control scheme to support a class of best 
effort service known as Available Bit Rate Service {ABR) is being proposed by the ATM 
Forum. In this paper we investigate two variants of this control scheme. In the first scheme 
known as the Explicit Forward Congestion Indication {EFCI) scheme, a single bit is used to 
convey to the source the state of the network. In the second scheme, known as the Explicit 
Rate (ER) scheme, the network informs the sources from time to time, the maximum rate 
at which they can transmit. We investigate the steady state and transient performance 
of the controls in a wide area multihop network, including the presence of high priority 
variable bit rate traffic. To improve the performance of the EFCI scheme in multihop 
networks, we propose a priority based EFCI scheme. The EFCI scheme exhibits a robust 
behavior, and ensures fair share of the bandwidth for all VC's in the long run, regardless 
of the number of hops they traverse. However, the EFCI mechanism is fundamentally 
oscillatory in nature and can lead to large cell loss. The ER scheme is very stable, even 
under extreme loading conditions, and ensures fair sharing of resources. 
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1 INTRODUCTION 

Asynchronous Transport Mode {ATM) can simultaneously switch traffic with real time 
constraints such as voice or video along with data traffic, and thus provides an ideal plat
form for supporting multi-media based applications. There is tremendous interest in the 
development of ATM-based broadband networks that will provide high bandwidth con
nectivity between work-stations and servers, ATM Hubs and WAN's that will interconnect 
geographically separated LAN's. 

ATM-based switches have been generally characterized by small internal buffers, rang
ing from a few hundred cells to a few thousand cells. Further, to provide a fast and lean 
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transport, all link level controls have been eliminated, and one has to resort to end-to-end 
based controls [Prycker 1993] . If there are traffic hot spots (i.e., traffic from several bursty 
sources are directed to a single output port), statistical multiplexing of ATM cells with 
no mechanism to control the source rate will lead to severe cell loss. This loss will be 
aggravated if the input port speeds are comparable to the output port speeds and the 
burst sizes are large. Such cell loss will lead to even larger frame loss compared to other 
technologies that have a media access control. Since ATM interleaves cells from different 
connections, when cell loss occurs, it can lead to loss of all the frames that are currently 
being transmitted. Frequent retransmissions due to cell loss increases the effective load 
on the system, resulting in an end-to-end throughput that is several times less than that 
of a shared medium network [Kolarov 1994a]. 

The ATM Forum has defined a new service class for data applications called the Avail
able Bit Rate Service (ABR) [ATM Forum 1995]. Users of this service dynamically share 
the available bandwidth. While this service does not provide any strict guarantees, it at
tempts to minimize the cell loss at the expense of delay. The dynamic sharing of bandwidth 
between competing users has to be achieved via appropriate set of distributed controls. 
Two end-to-end rate based feedback congestion control mechanisms have been proposed. 
In the first scheme known as the Explicit Forward Congestion Indication (EFCI), a single 
bit is used to indicate if a switch in a virtual channel's (VC) path is congested or not. 
The switches use the ECI bit in the header of ATM data cells to notify the destination if 
they are congested. The destination filters this information and signals the source through 
a special control cell. This binary scheme is similar to the DEC bit scheme for packet
switched networks [Ramakrishnan 1990]. In the second scheme known as the Explicit Rate 
(ER) scheme, instead of a single bit feedback, the switches explicitly specify the maximum 
rate each VC is allowed to use. The switches will compute the rate for each VC based on 
the state of its queues, the available capacity for ABR service and the number of active 
sources. 

While the thrust for ABR service comes from LAN providers, such services should also 
be capable of being operated across wide area networks. The effectiveness of any feedback 
control scheme is limited by the latency of the feedback loop. Hence, such end-to-end 
controls are likely to be less effective as the propagation delay and the bandwidth of 
the network increase. In particular, when there are virtual channels that traverse several 
hops, extreme unfairness can result. Virtual channels whose feedback delays are smaller 
and thus have more up to date information can have an unfair advantage over virtual 
channels that have larger feedback delays. In a wide network environment, the latency of 
the feedback loop coupled with the fact that the amount of buffers at each node can be 
less than the bandwidth delay product, can lead to significant degradation in the network 
performance. In fact, the network throughput can collapse at high offered loads if one take 
into account the retransmission traffic. In this paper we compare the performances of the 
EFCI and ER based end-to-end congestion control schemes in a WAN environment. We 
investigate the performance under both steady state and transient conditions, including 
the presence of high priority Variable Bit Rate (VBR) cross traffic. 

2 REFERENCE MODELS 

In order to compare the performance of different competing control schemes, we define a 
reference network model and a reference traffic model. 
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2.1 Reference Network Model 

Figure 1 shows one of the reference network models, adopted by the ATM Forum (Kolarov 
1994b, Ramamurthy 1994] that consists of a multi node network, with three local switches 
(Switch 1, Switch 3 and Switch 4), and one or more transit switches (Switch 2). Terminals 
generating traffic are attached to the input ports of all four switches, while terminals 
receiving traffic are attached to the output ports of switches 3 and 4 only. The terminals 
are connected to the switches through links running at 155 Mbitsjsec. The switches are 
interconnected via links running at 155 Mbits/sec. Switches receive traffic from terminals 
that are attached to their input ports. Switches 1, 3 and 4 also receive traffic from upstream 
switches. The routing of traffic is such that traffic originating at switch 1 traverses 3 hops, 
traffic originating at switch 2 traverses 2 hops and traffic originating at switches 3 and 4 
traverse 1 hop. Further, all n(n = 1, 2, 3) hop traffic compete with m(m = 1, 2, 3, m ol 
n) hop traffic. Each transmit terminal has one virtual channel that is terminated on a 
unique receive terminal. Virtual channels constituting the n(n = 1, 2, 3) hop stream are 
grouped into two groups of 8 and 4 virtual channels respectively. The distance between 
the terminals and their respective access switch is D1 = D4 = 25 km. The distance D2 
between switch 1 (representing a LAN) and switch 2 (representing a transit switch), and 
the distance D3 between switch 2 and the terminating switches 3 and 4, is 1000 km. When 
there are two or more transit switches, the distance between them is also 1000 km. 
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Figure 1 Reference network model 

This reference model captures: 

• The interference between traffic traveling 1, 2 and 3 hops. 
e The effect of large propagation delay on the effectiveness of the feedback control. 
• Fairness between 1, 2 and 3 hop traffic. 

2.2 Switch Architecture 

To evaluate the steady state performance, each switch is modeled as a generic input 
buffered switch with 1000 cell buffers at each input port. Each output port has 128 
cell buffers. Internally, the switches use a random in random out (RIRO) scheduling to 
move cells from the input buffers to the appropriate output buffers. This RIRO scheduling 
eliminates the head of line (HOL) blocking effect common to most input buffered switches. 
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Further, selective flow control between the output and input buffers eliminates cell loss 
at the output buffers. 

2.3 Source Model 

Each terminal generates traffic based on 3 -state model (Figure 2), also adopted by the 
ATM Forum [Kolarov 1994b, Ramamurthy 1994]. A source can be either in an ACTIVE 
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Figure 2 Source traffic model 

or an IDLE state. In the IDLE state no traffic is generated. While in an ACTIVE state, 
the source generates a series of packets or bursts which are interspersed by short pauses. 
Each packet can either be fixed (8 or 64 Kbytes) or can be a truncated exponential. Each 
pause period is drawn from a negative exponential distribution. The number of packets 
generated during an ACTIVE period is geometrically distributed. The IDLE periods can 
have any general distribution. In the numerical examples of Section 4 where we examine 
the steady-state performance of the congestion control mechanisms, the pause periods 
between packets have an average value of 2 msec and the packets have a fixed length of 
8 Kbytes. The length of the idle period is determined by the offered load on the link. 

We use a simple retransmission protocol in case of cell losses, which occur during peri
ods of congestion. A packet is presumed to be lost even if a single cell is lost. Packets that 
are received by the receive terminal with missing cells are retransmitted by the transmit 
terminal until successful delivery. Packet retransmission is scheduled with a back of delay 
equal to twice the current (estimated) round trip delay. The useful throughput repre
sents the actual throughput of packets (in Mbits/sec) that are eventually delivered to the 
destination without cell loss (after retransmission if necessary). 

To evaluate the transient response of the control, we use persistent sources with infinite 
backlog. 

2.4 Basic Source and Destination Operations [ATM Forum 
1995, Bonomi 1995] 

The rate at which an ABR source is allowed to schedule cells for transmission is denoted 
by Allowed Cell Rate (ACR). The ACR is initially set to the Initial Cell Rate (ICR) 
and is always bounded between the Minimum Cell Rate (MCR) and the Peak Cell Rate 
(PCR). Transmission is initiated by the sending of a Resource Management (RM) cell 
followed by data cells. The source will continue to send RM cells after every ( N RM - 1) 
data cells are transmitted. The source rate is controlled by returning RM cells, which 
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contain information about the state of the network. The source places the rate at which 
it is currently transmitting (the ACR) in the CCR field of the RM cell, and the rate at 
which it wishes to transmit cells (usually the PCR) in the ER field. The RM cell travels 
forward through the network, providing the switches in its path with information about 
the state of the source. The switches use this information to determine the allocation of 
bandwidth among ABR connections. The switches can also decide to reduce the value of 
the Explicit Rate (ER) indicated by the ER field, or set the Congestion Indication (CI) 
bit to 1. Switches only supporting the EFCI mechanism will ignore the content of the RM 
cell. When the RM cell arrives at the destination, the destination changes the direction 
bit in the RM cell and returns the RM cell to the source. If the destination is congested 
and cannot support the rate in the ER field, the destination can reduce the value of ER to 
whatever rate it can support. When returning an RM cell, if the destination had observed 
that the last data cell received had its EFCI bit set, then it should set the RM cell's CI 
bit to indicate congestion. As the RM cell travels back to the source through the network, 
each switch may examine the cell and determine if it can support the rate ER for this VC. 
If ER is too high, the switch can reduce it to a rate that it can support. No switch can 
increase the value of ER in the RM cell since prior switch congestion information would 
be lost. 

When the RM cell arrives back at the source, the source should modify its rate, ACR, 
based on the information carried back by the RM cell. If the congestion indication bit is 
not set (i.e., CI = 0), then the source is allowed to increase its rate ACR by an amount 
NRM *AIR, where AIR is additive increase in rate. ACR can be increased up to the ER 
value contained in the last received RM cell, but never exceeding PCR. If the congestion 
indication bit is set (CI = 1), then the source should decrease its rate by at least ACR* 
NnM/ RDF where RDF is Rate Decrease Factor (an exponential decrease). ACR is further 
decreased to the returned ER value, although never below the MCR. 

When a source starts transmitting after being idle, if the elapsed time since the last 
RM cell was sent is greater than Trm = 100 msec, and during this interval if the source 
did not send more than Mrm = 2 cells, then the next cell to be sent out is an RM cell. 
Before sending an RM cell, if the time T that has elapsed since the last RM cell was sent 
is greater than To!* NRM (Time Out Factor Tof = 2) cell intervals (of 1/ACR), and if 
ACR is greater than ICR, then the ACR should be reduced to at most the rate obtained 
as follows: Ackn = ACka~d + nJ;F. If the new rate is smaller than ICR, then it should 
be set to ICR. Pf'he last constraint aims at protecting the network from the impact of 
sources that, having gone idle at a high ACR, do not claim large bandwidth as soon as 
they become active, and lead to possible congestion. 

3 SWITCH BEHAVIOR 

We compare the performance of two different types of switches. The first type of switches 
are EFCI-based switches which set the EFCI bit in data cells to indicate congestion. The 
second type of switches are Explicit Rate-based switches which modify the ER field of the 
RM cell to indicate the rate at which a VC may transmit. In this paper we assume that 
the ER setting is performed on backward RM cells. We now describe in detail a control 
algorithm for each type of switch. 
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3.1 Switch Control with EFCI Marking 

The EFCI signal is generated at a switch on a per VC basis by setting the EFCI bit in the 
cell header of data cells when the output port is congested. The output port is marked 
congested if the total number of ABR cells waiting at all the input ports and are destined 
to be routed to this output port exceeds a high water mark H2 (500 cells). We will refer to 
these waiting ABR cells as the global queue fill with respect to a given output port. The 
output port remains in the congested state until the global queue fill falls below the low 
water mark L2 (300) cells). This hysteresis ensures that the oscillations are minimized. 
When a cell arrives at an input port, the EFCI bit is set if the output port to which the 
cell must be routed is congested. The cell is then routed towards its destination. 

In [Kolarov 1994a, Kolarov 1995] we show that with end-to-end based controls, VC's 
traversing two or more hops can see a throughput collapse at high loads. To overcome the 
unfair advantage that VC's traversing small number of hops have over VC's traversing 
larger number of hops, we proposed an access priority mechanism where transit traffic 
from upstream switches are given priority of service over new traffic entering the network 
at each switch. 

3.2 Switch Control with ER Marking 

The primary consideration in the design of a congestion controller for ER based switches 
is to ensure good dynamic characteristics, high utilization and fairness in resource alloca
tions amongst competing VC's [Benmohamed 1993]. We call our explicit rate controller 
a Predictive Explicit Rate Controller (PERC), since we use a predictive control law for 
the operation of the congestion controller. The main idea is to compute a rate which will 
bring the queue fill of a given output port to a desired threshold level x0 in a fixed number 
of update intervals denoted by D. 

The level of congestion at the output port is estimated by monitoring the difference 
between the queue fill x and a queue set point x0 • Based on this difference, the congestion 
controller associated with each output port periodically calculates an explicit rate that 
is common to all VC's using the given output port. The control algorithm updates the 
explicit rate once every T msec. In the examples presented in this paper, T is equal to 
the time required to transmit 400 cells at rate 155 Mbits/sec, which is approximately 1 
msec. In the numerical example, the queue set point x0 is set equal to 90 cells. We choose 
D to be 10 which corresponds to an average round trip time of 10 msec. We assume that 
time is slotted, where each slot is T msec long. The rate controller equation is given by: 

R(n) =min { 6, [6- (x(n~- xo)r} -y~' (1) 

where R(n) is the explicit rate for each VC, computed at the n-th time slot (n = 0, 1, ... ) 
6 is the estimated link capacity available for ABR service, x(n) is the queue occupancy 
at the n-th time slot, x0 is the desired level of queue occupancy, Dis a constant described 
above, 'Y is the link utilization with respect to ABR service (0 < 'Y :::; 1), and N is the 
estimated number of active ABR VC's using the given port. The available capacity for 
ABR service can be computed as the difference between the total port capacity and the 



ER and EFCI flow control schemes for ABR service 129 

bandwidth reserved for other services, such as CBR and VBR. The estimate N can be 
obtained by monitoring the arrivals of RM cells in the forward direction, on a time interval 
that is longer than the basic update interval T (e.g. 4T) ). At each switch the ER field in 
the backward RM cell is modified as ER = min{R(n),ER*} where ER* is the value of 
ER in the received RM cell at the switch. 

4 NUMERICAL RESULTS 

4.1 Steady State Performance 

To investigate the performance over larger distances as in WAN's, we set the inter switch 
distances D2 and D3 to 1000 km ( 5 msec propagation delay). First, we compare the EFCI 
schemes with and without priority for transit traffic. The source parameters are chosen as 
follows: PCR = 365 cells/msec ( 155 Mbits/sec), ICR = 25 cells/msec ( 10 Mbits/sec), 
MCR = 4 cells/msec ( 1.5 Mbits/sec), Nrm = 32 , RDF = 1024 , and AIR= 0.15 
cells/msec ( 0.06 Mbitsfsec). This choice is in line with the ATM Forum recommendation. 
Figure 3 shows the plots of 1, 2, and 3 -hop source useful throughput (at the packet level) 
in the case of EFCI scheme with and without priority for transit traffic, as a function of 
end-to-end delay. The numbers in parenthesis indicate the overload factor on each link. 
For example an overload factor of 1.4 means that the average offered load on a link is 1.4 
times its maximum capacity. As the offered load increases, the packet level throughput 
decreases and the end-to-end delay increases. 

From Figure 3 we see that without priority for transit traffic the 2 and 3 -hop VC's 
experience a throughput collapse under overload. However, the 1 -hop source throughput 
is high with low delay even under overload. Thus, VC's traversing two or more hops have 
significant performance degradation. This performance degradation results from the fact 
that a VC traversing a larger number of hops is more likely to loose a cell due to blocking 
at some intermediate switch, compared to VC's traversing fewer hops. In particular, the 
3 -hop source throughput collapses when the loading factor of the link is 0.8 . Note that 
the end-to-end delay for 3 -hop VC's at a low link load is close to the propagation delay 
of 10 msec. At a high load of 1.4 times the link capacity, the end-to-end delay increases to 
100 msec (a 10 fold increase) while the useful throughput reduces by 33 %from its peak 
throughput. The 1 -hop VC's incur the least degradation. While the 1 -hop throughput 
monotonically increases, the end-to-end delay even under overload only shows a small 
increase. On the other hand, with priority for transit traffic, the 1, 2 and 3 -hop traffic 
throughputs are nearly equal at all offered loads. For example, at an offered load of 0.8 
times the link capacity, the throughput of all VC's are around 8 Mbits/sec. Note that the 
end-to-end delays are different since the propagation delays are different. Even with an 
overload factor of 1.4, the 2 and 3 hop VC's do not show any throughput collapse, and 
the end-to-end delay shows only a marginal increase. In the rest of the text, we will only 
consider the EFCI scheme with priority for transit traffic, and compare it with the PERC 
scheme. 

In order to allow a more aggressive source behavior in networks withER based switches, 
we change the two source parameters: RDF = 512 and AIR = 0. 70 cells/msec ( 0.3 
Mbits/sec). Figure 4 shows the plots of 1,2, and 3 -hop source useful throughput (at the 
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Figure 3 End-to-end packet delay vs. per hop source throughput under EFCI 

packet level) in case of the EFCI scheme with priority for transit traffic and the PERC 
scheme, as a function of end-to-end delay. Note that in the PERC scheme, transit traffic 
do not have priority over traffic entering the network. We observe that at higher loads, all 
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Figure 4 End-to-end packet delay vs. per hop source throughput under EFCI and PERC 

VC's under the EFCI scheme have a higher throughput than under the PERC scheme. 
On the other hand, the end-to-end delay characteristics are worse in case of the EFCI 
scheme. It is important to emphasize the PERC scheme shows more fairness in bandwidth 
allocation amongst the competing VC's than the EFCI scheme. In case of PERC, the 1, 2 
and 3 -hop traffic throughput are nearly identical at all offered loads. The reason why VC's 
have a lower throughput under the PERC scheme, is due to the fact that the Allowed Cell 
Rate (ACR) is obtained as a minimum function of explicit rates obtained from all switches 
on the VC route. Since at any given time some switch is likely to be in congestion, the 
source rate is always constrained by the bottleneck rate on its path. The PERC scheme 
is closer to a pure rate control and does not fully utilize the store and forward feature of 
packet switched networks. In attempt to minimize cell loss by keeping the queues small, 
at the expense of overall utilization. The EFCI scheme on the other hand uses the buffers 
better and can achieve higher utilization at the expense of cell loss. One must note that 
we are comparing the EFCI scheme with priority with the PERC scheme without priority. 

The examples considered so far assume that all the link capacity was available for ABR 
service. In reality, there will be CBR and VBR traffic that have higher priority than 
ABR traffic. To reflect this condition, at each output port of switches 3 and 4 we replace 
one 1 -hop ABR source by a VBR source. We model the VBR traffic as a first order 
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autoregressive process (Ramamurthy 1993]. We assume that the VBR traffic arrival rate 
changes every 33 msec, and the rate Rvbr(n) in the n -th frame is related to the rate 
Rvbr(n + 1) in the (n + 1)-th frame through: 

Rvbr(n + 1) = o:Rvbr(n) + y(n), (2) 

where y(n) is normally distributed. In our example, we choose the VBR mean arrival 
rate R~:~k = 60 cells/msec (25 Mbits/sec), the peak rate R~:~k = 365 cells/msec 155 
Mbits/sec), the correlation coefficient a= 0.9 , and the squared coefficient of variation in 
the arrival rate C 2 = 1. With these parameters the VBR source peak rate can be as high as 
the line rate. The VBR source has an average link utilization of 16%. Comparing Figures 
4 and 5, we see that the ABR VC performance (in Figure 5) degrades for both schemes, 
especially with regard to the end-to-end delay characteristics. However, the performance 
degradation is much less in case of the PERC scheme which better uses the knowledge 
about the available bandwidth for ABR service. 
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Figure 5 End-to-end packet delay vs. per hop source throughput (VBR case) 

4.2 Transient Responses 

In this section we study the transient performance of the two controls. There are two key 
performance for consideration. 

• The response of the control when the load on the network changes suddenly. Of par
ticular interest is the time it takes for the system to reach a stable state (if at all it 
does), and the loss that results under transient overload. 

• Fair sharing of the bandwidth between competing users, independent of the number of 
hops each connection traverses. 

Figure 6 shows a peer to peer configuration, where two switches SW1 and SW2 are 
interconnected by a 1000 km link. There are 3 groups of persistent sources (with infinite 
backlog). Group A has one source, while group Band C have two sources each. The source 
in group A starts transmission at timet = 0 msec with an initial rate of 10 Mbits/sec. 
Sources in group B start at time t = 100 msec while group C sources start at time t = 500 
msec. Figure 7 and 8 show the source rate for each source, with the EFCI scheme and 
the PERC scheme respectively. From Figure 7 we observe that as soon as group B sources 
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Figure 6 Peer-to-peer network configuration 
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Figure 7 Source rate transient response (EFCI control) 

start transmitting, the source rates start oscillating. Further, the source rate behavior of 
all sources are synchronized. The source rates oscillate between a minimum rate equal 
to the minimum cell rate MCR = 1.5 Mbits/sec, and a peak value that progressively 
decreases as the number of active sources increase. We also notice that after sufficient 
time has elapsed since the last source becomes inactive, all sources achieve nearly the 
same maximum rate, even though they start at different times. In contrast, from Figure 
8 we observe that with the PERC scheme, each time the load on the network changes 
(with new sources becoming active), the control achieves stability quickly with very little 
oscillations. The EFCI scheme on the other hand continues to oscillate without damping 
long after a load change has occurred. From Figure 8 we observe that each time a new 
source becomes active, the link capacity is shared equally by all the active sources. Figure 
9 and 10 show the transient performance of the EFCI and PERC schemes respectively, 
when a high priority VBR source (Eq. 2) is added to the peer to peer configuration. The 
starting times of the five persistent sources are the same as in the previous example. 
Comparing Figure 7 and 9 we observe that in the case of the EFCI scheme, when the 
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Figure 8 Source rate transient response (PERC control) 
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Figure 9 Source rate transient response in the presence of VBR source (EFCI) 
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Figure 10 Source rate transient response in the presence of VBR source (PERC) 

VBR source is added, the individual source rates continue to oscillate as before with 
diminishing amplitude as more sources become active. The peak source rate also reduces 
as the VBR rate increases. Further, we observe that, while the source rate behavior of 
all sources are synchronized, all sources do not reach the same peak value. Comparing 
Figure 8 and 10 we observe that, in the case of the PERC scheme, the source rates of the 
persistence sources track the available capacity well, with all sources receiving their fair 

share. 
The EFCI based scheme is a reactive control that allows congestion to set in first and 

then reacts to it by reducing the load. Each congestion period is then followed by an 
underload period which causes the control to increase the load again. The large propaga
tion delays directly contribute to the amplitude of oscillations in source rate and queue 
fill. The PERC scheme on the other hand is conservative and always acts in a preventive 
mode. While the conservative approach leads to a small reduction in utilization, it is very 
stable in its operation, with very low loss. 

5 CONCLUSION 

We investigate the performance of two end-to-end rate based flow control mechanisms 
to support ABR service that is being proposed by the ATM Forum. We use a multihop 
network model with VC grouping to evaluate the performance of this control. In the 
case of the EFCI scheme, we observe that VC's traversing two or more hops can see 
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a throughput collapse at high loads. The unfair advantage that VC's traversing small 
number of hops have over VC's traversing larger number of hops can be overcome by 
a priority mechanism where transit traffic from upstream switches are given priority of 
service over local traffic at each switch. The EFCI scheme however is oscillatory in nature 
and can lead to large cell loss if the bandwidth delay product is large compared to the 
number of buffers. The explicit rate control scheme on the other hand requires no priority 
mechanism. It has a good transient response with low latency and quick settling time. The 
PERC mechanism for ER also achieves min-max fairness without excessive computation. 
However its steady state performance can lead to slightly lower throughput compared 
to the more aggressive EFCI scheme. From these studies one may conclude that the 
simpler EFCI based method with access priority will be more than adequate in a LAN 
environment where the propagation delays are small. The more sophisticated explicit rate 
based switches can be deployed in WAN's to obtain stable performance. 
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