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Abstract 
Testing and debugging of large-scale, distributed, concurrent software systems, like telecom
munications software, is costly and time consuming. Apart from the direct costs of devel
oping and executing the tests, large costs are incurred if test results are late, imprecise 
or hard to relate to system internals. By integrating testing and debugging around a core 
technology, we have made it possible for test results to be early, precise and easy to relate 
to system internals, even if the test itself is a black-box test. The core technology is a 
program execution control facility for distributed concurrent programs, which started as 
a programmable thread debugger but turned out to have a wider scope. We have tried 
out the combination of debugging and regression testing, with very encouraging results. 
We are interfacing to existing tools to obtain TTCN, Message Sequence Charts and SDL 
capability. Some important side effects of integrated testing and debugging are also men
tioned, notably the ability to debug effectively the test suites for a telecommunications 
software system. On-line extension is also enabled by our core technology, its role with 
respect to testing and debugging is briefly discussed. 
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1 INTRODUCTION 

The general term "Testing and debugging" spans many different activities, although they 
all concern executing, stimulating and observing a target system. The list below illustrates 
how testing differs from debugging in some important respects: motivation for doing the 
testing, view of the system under test, the kind of specification tested against and user 
intervention versus automatic execution. 

Conformance testing, regression testing and unit testing are treated separately, to show 
that testing spans a range from "quite different from debugging" to "quite similar to 
debugging." As used here, conformance testing (International Organization for Standard-
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ization 1992 b) is testing to verify that the system conforms to some external standard. 
Regression testing (Mary Jean Harrold, Rajiv Gupta, and Mary Lou Soffa 1995) is test
ing done to ensure that any errors that were corrected before do not re-appear, and that 
earlier correct behaviour is still correct. It is sometimes done using techniques and tools 
taken from conformance testing. Unit testing is testing on some piece of software smaller 
than the entire software system. It is typically done in a host environment, with a test rig 
that simulates the rest of the system. 

Motivation. Conformance testing and regression testing share the same general motiva
tion: the test is primarily executed to verify that certain criteria are met. The result is 
a test report, required either by the software development procedures of the organiza
tion, or by contract with a customer. The results are logged, and not used as input to 
further development, except for the cases where a test reports an anomaly. 
Debugging is different, it is done in order to find out why a system under test has a 
specific, usually erroneous, behaviour. The primary result is better understanding of 
how the system works. The report is normally used directly to improve the system. 
Unit testing is done with either motivation, depending on use. A unit test could be 
used as a small regression test on a unit believed to be complete, or as a test rig to 
investigate a partially implemented or faulty unit. 

External/internal view. For conformance testing, the view of the system under test is 
definitely external, or black-box. Regression testing is mostly external, although some 
tests may directly or indirectly reflect knowledge of the internals of the system under 
test. Unit testing and debugging are internal, centered around the implementation 
details of the system under test. 

Specification. All three kinds of testing share the same property: testing is done against 
an explicit specification. The result of the test is some variety of "passed/not passed." 
Passing the verdict is amenable to automation, it is done by comparing observed be
haviour to expected behaviour. 
Debugging differs in that the specification is the user's mental model of what certain 
parts of the system should do in certain situations. She uses the debugger to observe 
the actual behaviour, and improves her mental model for the expected and the observed 
behaviour during the process, up to the point where she can produce a diagnosis, a 
result of the form "The trouble is ... ". The process is not automatable by any means 
known to the author. 

Intervention. Debugging is inherently interactive, and user intervention is necessary to 
do it effectively. The three forms of testing do not have to be interactive, and it is 
usually productive to automate them as far as possible. User intervention should be 
avoided for conformance tests and regression tests, to eliminate user errors in the test 
reports. As expected, unit tests are closest to debugging in that some user intervention 
may be desirable. 

Traditionally, the various activities have been performed in different environments, using 
specialized execution platforms and tools, and often by people in different departments, or 
even companies. There may be good reasons to segregate these activities organizationally, 
and to have specialists perform the tasks. 

One might think that there is little potential in trying to integrate activities that are 
so different, and which even to some extent are kept consciously apart. But it is only the 
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organizational segregation, called for in some software development paradigms (Carmen J. 
Trammell, Leon H. Binder, and Catherine E. Synder 1992), which is potentially useful. 
The technical segregation, with different environments and tools, is incidental, caused by 
the technical limitations of earlier days, and not at all desirable. 

The point made by this paper is that there is great potential in integrating testing 
and debugging on a technical level. Once technical integration is achieved, it is likely that 
changes will be made in the organization of testing, probably with more direct cooperation 
between testers and developers, and more expertise being shared between the professions. 
But that is beyond the scope of this paper. 

2 THE PROBLEM: COST AND CONTROL 

The software targeted by our testing technology is large-scale, distributed, concurrent 
software, with a significant real-time aspect, such as a digital switching system. Testing 
and debugging of that kind of software is very costly. 

The cost of testing and debugging 
A software system must be shown to meet its specifications. Either it must be tested to 
be correct, or proved to be correct, of which testing is the only practical alternative so 
far. Testing activities, such as conformance testing and regression testing, are costly due 
to the amount of work that must be done. Even if test execution is automated, tests must 
be selected, created and organized, test source and test reports must be handled together 
with the rest of the software documents, and necessary actions taken based on the results 
of the tests. Testing was reported as 32% of development effort in (Mark Verbruggen 
1993). Adequate testing takes quite a lot of resources. It is also clear that inadequate 
testing is a major cost-driving factor, although it is very hard to estimate the actual 
costs. 

Debugging or fault finding could theoretically be eliminated by very good software pro
duction techniques, which has been demonstrated for small software systems (Carmen J. 
Trammell, Leon H. Binder, and Catherine E. Synder 1992). In practice, some faults do 
remain in large software systems. The cost of fault finding is not so much related to the 
amount of debugging done, which is usually quite small per fault. The cost is primarily in 
the delay in software production or delivery while the fault is being found and corrected. 

The potential penalty for ineffective debugging is very great: aside from delayed deliv
eries, faults may exist in the delivered software which result in inadequate, erroneous or 
disrupted service for the user of the software systems. 

In general, the cost of testing and debugging consists of the direct cost, the resources 
spent directly on the testing and debugging, and the indirect costs, here understood as 
extra costs incurred because of inadequate testing and debugging. The indirect costs 
appear when 

• Test results are late. Then the corrections based on the results must be done at a late 
stage in the development process, which is the most costly time to do them. 

• Test results are imprecise. Valuable time and resources are spent in order to pin down 
the exact error. 

• Test results are hard to relate to the inner view of the system. In order to correct 
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errors, the test results must be understood by developers in terms of the internals of 
the system, which is where corrections eventually must be made. 

The indirect costs of testing directly increase "time-to-market" for the software system. 
And once in the market, they reduce the chance for trouble-free operation. 

The challenge: to control indirect costs 
The challenge for the persons in charge of software development is to spend the correct 
amount of resources on testing, and to effectively control the indirect costs. The indirect 
costs stem from complex relations between a wide range of activities and people, making 
them particularly hard to understand, to estimate and to control. 

3 THE SOLUTION: INTEGRATION 

The solution presented here is to integrate all testing and debugging of the target system 
around a core technology which is adaptable enough to support all the activities well. A 
single tool is used as execution engine for unit tests, regression tests and conformance 
tests, and also as an interactive debugger. 

Planned delivery date Actual delivery date 

Recreate error in lab 

Make new error 

Planned delivery date Actual deli very date 

1----.-------,r--+-----------------------' 
..._...,.,..::.,.,....--'--=-------''-T-e_st-'- _ _!~e !~v~ '!_S~n~ ~: !'i~o~ _______ : 

Figure 1 Reduced delay with integrated testing and debugging. 

The positive effects are many. We relate them to the cost-driving factors listed above. 

• Test results are early, for several reasons. The existence of the debugging facility is 
important for test developers. Both the tests themselves and the target system are 
complex and voluminous pieces of software. At an early stage, the error may as well 
be in the test as in the target system, whenever the test and the system disagree. Test 
developers get the ability to intervene interactively during test execution, to test the 
tests, not only the target system. 
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Another reason is that regression tests may be extracted from the set of small tests 
made by developers during debugging or other investigation of the target system. The 
tests are already in a form usable by the single test execution environment being used. 
The debugging facility is useful also for simulating parts of the system, for instance by 
trapping the execution of not yet implemented functions and returning the results that 
should have been produced, or for interfacing a test rig to a subsystem being tested. 
Larger tests may then be executed on a partly simulated system, at an early stage in 
the development process. 

• A test result may be made more precise than what appears in the test report. When 
the test which failed is re-executed in the developer's environment, which is the same as 
the testing environment, the execution engine may be instructed to proceed to a point 
where the internal state can be investigated while the system fails. It then assumes the 
role of interactive debugger, letting the developer choose what information to extract. 
See figure 1. 
In the extreme case, when the error is highly intermittent and hard to recreate for the 
developer, she may investigate the situation in the environment of the tester. Her daily 
debugger is right there, already controlling the target system. See figure 2. 
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•··············· ······-------------------· 
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Figure 2 In-situ diagnosis of difficult errors. 

Ok 

• Any test result may be directly related to the internals of the system by using the 
same technique as in the previous point. Seen from the developer's point of view, test 
report precision and relation to system internals is more or less the same thing, while 
for the tester, report precision is related to the specification, and system internals are 
irrelevant. The combined test execution and debugging environment effectively spans 
this gap in views of the system. 



278 Part Seven Languages and Methodology - 2 

4 THE CORE TECHNOLOGY 

The core technology is a remote thread debugger called the Pilot (Kvatro Telecom AS 
1995) (Jon E. Str~mme 1996) (Kvatro Telecom AS 1996). The term suggests that the user 
is piloting the applications being tested, having fingertip control over great power. 

4.1 The run-time support 

Basic design criteria 
The Pilot is a remote debugger, meaning that debugging support is built into the run
time support of the applications, and the Pilot communicates with the applications over 
some communications facility. See figure 3. Most of the processing is done in the Pilot, 
which was a basic criterion in the design of the Pilot and the run-time support. The run
time support for debugging should do as little as possible, competing minimally with the 
application for resources. 

EJ Pilot Pilot 

thread 

Application 

d 

OS OS 

thread thread 
Application 

PXCS 
~ 

PXCS 

Figure 3 A remote debugger for multiple threaded applications. 

Another basic criterion is that the debugging support is dormant until called on to 
perform some task, consuming no processing capacity, only data space. A nice feature 
related to this criterion is that the debugging support allows a Pilot to attach to the 
program at any time, not only at startup. 

The third basic criterion is that no debugging support is built into the application code, 
and no libraries are exchanged with debugging-oriented replacements. The application 
executes precisely the same code with the debugger as without it. 

The purpose of the three basic criteria is to maintain as much as possible of the appli-
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cations's genuine real-time behaviour while controlling them with the Pilot. The goal is 
to get as close as possible to non-intrusive debugging using software techniques only. 

The PXCS interface 
The run-time support for the Pilot is defined in terms of a communication interface called 
the Program Execution Control Services protocol, or PXCS (Trond B0rsting and Petter 
Moe 1995). The interface defines a number of operations of a kind common to remote 
de buggers, such as reading and writing locations, single stepping execution threads, forcing 
procedure calls, suspending and resuming threads or programs, defining breakpoints and 
tracepoints. 

Since the Pilot is a thread debugger, there are operations to manipulate the execution 
states of individual threads, as well as the state of the entire program. Most operations in 
the PXCS have a field to identify which thread is the target of the operation. Breakpoints 
may be defined to suspend only a thread, all threads, or all threads and also interrupt 
processing. 

The PXCS protocol is recursive, so that a thread may be stepped after hitting a break
point during a forced call, then be forced to do another call and so on. When the thread 
is resumed, the nested stepping and forced calls will be completed in the correct order. 
The protocol is asynchronous, so that multiple operations may proceed simultaneously. 
Access to dynamic (stack or register) memory may be done while the thread in question 
is executing, with strong lifetime checking. 

Breakpoint filter 
A breakpoint may be associated with a filter function, an ordinary function called in
side the application which returns values "true" or "false". If "false", the breakpoint is 
effectively filtered out, and no communication with the Pilot takes place. Aside from the 
resources needed to execute the filter function, no disruption of the application processing 
takes place. This facility is most useful where a real-time related situation is sought for. 
The application may run at very close to ordinary speed until a given situation arises, 
and only then be trapped at the breakpoint. 

Tracepoint trace function 
A function inside the application may be used to provide data from a tracepoint. The data 
returned by the specified function are sent in the trace message which goes to the Pilot, in 
addition to the ordinary trace information, telling which thread hit the tracepoint and so 
forth. This is a way to provide extensive information which is several orders of magnitude 
faster than to let the Pilot fetch and process the data. 

Close cooperation with the operating system 
In order to control the execution of the individual threads, the PXCS must cooperate 
closely with the ordinary run-time support of the application. This is generally true for 
thread de buggers, to suspend execution of a thread is hardly possible without cooperation 
from the monitor which does the actual thread execution scheduling. 
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4.2 The Pilot tool 

The Pilot tool provides the user interface that realizes the potential for control which the 
PXCS provides. The Pilot may be visualized as a triangle, with an interface to the outside 
world at each edge. 

The PXCS interface and the debug information interface 
One interface is the PXCS, providing communication with the programs under test. An
other interface is the debug information interface, by which the Pilot acquires the names, 
data types and addresses necessary to control the programs. The Pilot understands a sin
gle format called Debug Information Language (DIL), and other tools are made to extract 
DIL from various sources. 

The command interface 
The third interface is the command interface. The user level is the Pilot's Command 
Language (PCL). The Pilot tool is separated in two parts, the Pilot proper, which imple
ments the PCL, and the user interface, which displays Pilot output and application source 
code, and provides buttons, keystrokes, menus, multiple windows, a session concept, name 
completion and other conveniences to the user. 

The PCL command language 
The PCL is the command language for the Pilot. It exists in two flavors, one for C or 
C++ and one for CHILL. The Pilot adapts automatically to the source module that the 
user is focusing on, providing C like expressions and control structures for C modules, 
and CHILL like expressions and control structures for CHILL modules. 

Source level like input 
The user can display and modify data in the same way as in the source languages. Derefer
encing of pointers, indexing of arrays, structure field selection, assignment, forced function 
calls etc. all work that way. Conditionals and loops (if, for, while statements) are available, 
also in the same form as in the source languages. There are special commands for break
points and stepping, a powerful macro mechanism, and PCL include files. PCL makes the 
Pilot fully programmable. 

4.3 Multiprogrammed and reactive 

The most striking characteristics of the Pilot tool, which makes it exceptionally powerful 
and uniquely suited as an execution engine for various kinds of testing, can be summarized 
in two words: multiprogrammed and reactive. 

M ultiprogrammed 
The Pilot is multiprogrammed, in the sense that a large number of sequences of PCL 
commands are being interpreted concurrently, much the same way that many threads are 
executed concurrently in a threaded application. For this reason, the sequences of PCL 
commands are called PCL threads. 

There are permanent PCL threads, each associated with what is called "Pilot sessions," 
in which the user may give interactive commands. It is often convenient to have many 
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sessions, each for a specific debugging purpose. There are also transient threads, one 
created for every time an application thread hits a breakpoint, when the associated PCL 
commands are to be interpreted on that breakpoint. 

Figure 4 depicts a possible situation. There is a trap at line 55 of the source module 
"mod". When the trap is hit, the Pilot value "$sum" is to be set to the sum of the 
application thread local variables "a" and "b". Then the application function "func" is 
to be called in the context of the trapped thread with "$sum" as parameter. 

Two application threads have hit the trap, thread 7 and thread 11. The transient PCL 
thread for thread 11 is in the process of receiveing the two values requested earlier, while 
the PCL thread for thread 7 has just sent the requests for "a" and "b". We see that 
the messages on the PXCS communication channel are only partially ordered, the PXCS 
message stream may contain many interleaved request/response pairs. 

trap(!' 55) 

Pilot $sum=a+b; 

PCL thread PCL thread 
func($sum); 

for trap hit for trap hit end; 

by OS by OS 
thread 7 thread 11 

Application \ ' ~ read 'b' 
thread 7 

OS OS value 'a' / 
thread thread 115 

read 'a' 
7 11 thread 7 / 

t:------ value 'b' 
23 

PXCS 

Figure 4 Two transient PCL threads handle two concurrent trap hits. 

To increase the throughput and reduce the latency of a single PCL thread, PCL parsing 
and semantic resolution is done by a separate operating system level thread in the Pilot, 
so that the time slots in which the Pilot waits for input from the program under test 
are used to parse the next PCL command. This may be said to introduce a second level 
of concurrency in PCL, in that each PCL thread has two concurrent activities: reading, 
analyzing and transforming PCL to an internal form, and interpreting the internal form. 

We illustrate this by zooming in on only thread 7 in the same situation as above. In 
figure 5 we see that the internal representation of "$sum = a+b" is being interpreted. 
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While the interpreter waits for the values of "a" and "b," the analyzer prepares the 
internal form of the function call "func($sum)." In the case of overloaded functions in 
C++ this could be significant processing, so the improvement in latency and throughput 
is substantial. 

Pilot: 

PCLthread 
$sum= a+b; 
func($sum); 

for trap hit Being interpreted 
by OS Being analyzed: 
thread 7 

ASSIGN I I CALL I I \ I \ 
$sum I ADD J 

func I PARAM I 
I \ I 
a b $sum 

\ 

Application ' read 'b' 
thread 7 

OS / thread 
7 read 'a' 

thread 7 

I PXCS 
v 

Figure 5 ''func($sum)" is read and analyzed while "$sum=a+b" waits for values. 

Reactive 
This means that the user may program the Pilot to respond to events in the programs 
under test, with very little delay. The short delay is caused by the way the multiprogram
ming in the Pilot works. As illustrated above, the PCL commands to be interpreted on 
the occurrence of an event in the programs under test have already been read, analyzed 
and translated to an internal form which may be interpreted directly. 

There are two ways to program a reactive behaviour in the Pilot. One way is to use 
a PCL command sequence associated with a breakpoint, as in our example of Multipro
grammed PCL. The sequence of PCL commands is interpreted every time a breakpoint is 
hit. This is the concept of breakpoint commands which many debuggers support, with one 
important extension: since several application threads may hit breakpoints concurrently, 
many of these command sequences may be interpreted at the same time in the Pilot. 
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The other way is a PCL construct which lets a PCL thread wait until a specific event 
takes place in the PUT. Typical events are "Application thread so-and-so hits a breakpoint 
or otherwise gets suspended", "Any application thread hits breakpoint number 5" etc. 
The purpose is to force the PCL thread to wait for the application. This is very different 
from sequential debuggers, which implicitly wait for the application to stop before any 
command is issued. Since both the Pilot and the application are multiprogrammed, no 
such implicit waiting is possible or desirable. 

4.4 What is needed in a test execution engine 

The multiprogrammed and reactive nature of the Pilot is essential when working with 
telecommunications software. The precise sequence of events in telecom applications is 
not predetermined, and many activities take place at the same time. The Pilot must be 
able to react to the several events in the applications at the same time, so it must be 
multiprogrammed in itself. 

The fact that the Pilot is fully programmable, and has flexible source macros, makes it 
useful for extensive test execution, beyond what is possible to do interactively. The raw 
debug output must be filtered out, and meaningful reports made, for which the Pilot also 
has adequate facilities. 

The PCL macros are more than a convenience feature, they are the means by which 
the Pilot is turned into an execution engine for other test tools. A TTCN (International 
Organization for Standardization 1992) based system, for instance, does not need to know 
the PCL necessary to do all application specific operations. They can be provided by the 
user in the form of PCL macros, created once for a given application on a given execution 
platform. Then any amount of TTCN can be converted to PCL, and interpreted by the 
Pilot using those macros. To use the same TTCN test suite for another application, only 
the macros need to be rewritten. 

5 TESTING AND DEBUGGING THAT BENEFITS FROM 
INTEGRATION 

5.1 Debugging and regression testing 

During the Pilot development, we have experienced that a technical integration benefits 
both activities. As has been mentioned, regression tests can be built partly from tests 
made during debugging. Those tests are certainly to the point, with respect to the errors 
corrected. Debugging can start with regressions tests as test rigs. 

5.2 Application development and test development 

When a test execution reports that an application is in error, the first question is: "Is 
the application wrong or is the test wrong?" More precisely, does the application really 
exhibit erroneous behaviour, or does it exhibit correct behaviour not taken into account 
by the test. When a test suite is mature, the test is usually right, since tests change little 
once written. But during test suite development, the tests will frequently have errors. 
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Direct inspection of the application, using the Pilot as debugger, while the Pilot is also 
executing the test, has enabled us to quickly sort out errors in the tests from errors in 
the application. This has lead to faster development of more reliable tests. It is hard to 
quantify the gain, since we only developed each test once, in the most rational manner, 
which for us was to combine debugging and test execution. The gain was felt to be 
substantial. 

5.3 Debugging and conformance testing 

Automated conformance testing requires a test execution engine of the type that the 
Pilot provides. So given Pilot support for an application environment, and a conformance 
test system, for instance TTCN based, that is able to produce PCL, a conformance test 
execution environment has been established. Given that debugging and regression testing 
is necessary, this should be an economical and fast way to provide conformance testing 
capability. 

Conformance test development gets the same help from the debugging capability to 
establish correct tests, and may be used in the same way as other tests as a starting point 
for fault finding. 

5.4 Testing, debugging and on-line extension 

The Pilot has been designed with sufficient application control power to enable on-line 
extension of application code and data. We tried out a use of the Pilot which is functionally 
similar to the combination of testing, debugging and on-line extension. We have used 
PCL to introduce Pilot-interpreted patches at traps in the application, and then to run 
the regression tests on the patched application, sometimes intervening manually using the 
same Pilot as a debugger as well. This has been very productive. 

The patches are written in PCL, which is very similar to the programming language 
of the patched module, so the patches can often be inserted verbatim into the source 
code which is then recompiled. Because the regression tests were passed with the patches 
installed, and PCL is semantically close to the source language, we already have a high 
confidence that the recompiled application will pass the regression tests. So far this has 
been the case in every attempt, of which we have done a few dozen. 

Extrapolating from this experience, combined debugging, test execution and on-line ex
tension should yield a very productive environment for software development. In addition, 
the testing and debugging capabilities are of course important during post-checking of the 
on-line extended application. The post-checking will be in the form of predefined tests or 
direct inspection, depending on the context in which the on-line extension is performed. 

6 RELATED WORK 

The Pilot is a tool which uses operating system support to provide remote thread-level 
monitoring and control of real-time applications. The preparation of this paper did not 
allow for a thorough survey even of this rather narrow field, which excludes general test 
execution systems and debuggers. 

However, some trends are clear. Most real-time operating systems provide some level 
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of remote control facility, and there are tools that use those facilities, in the form of 
tracers or debuggers. The remote control facilities in the operating systems are rather 
similar. What is required is the ability to access and control the run-time entities of the 
concurrent applications: threads, queues, messages, buffers, ports, local and global data. 
All operating systems have some sort of breakpoint, many have the ability to do condition 
checking and filtering in the application, which increases throughput. There really aren't 
so many ways to do this. 

When it comes to the tools that use the control, there is much more variation. There 
are a lot of features possible, as exemplified by the Pilot. In the area of embedded systems, 
there is a tendency to combine software based remote debugging with in-circuit emulators 
to enhance debugging power. In the area of telecommunications, it is hard to point to any 
trend regarding either testing or debugging. Perhaps the most striking trend is diversity in 
the tools and techniques used. Many tools are in-house tools, tied to a particular company 
or product family. 

One potential trend which is absent, perhaps surprisingly, is the ability to control testing 
and provide feedback at the SDL level when executing real applications, as opposed to 
simulating them. The Pilot will hopefully help to remedy this situation. 

The author is not aware of research specifically in the area of remote program control. 
Program control or debugging support is usually a secondary goal to other aspects of 
operating system kernel research. Operating system practitioners work actively with de
bugging support, however. Quite a few references can be found in (Jon E. Str(ilmme 1996 
b). 

The Pilot may also be seen as a test execution engine for formally specified tests of 
concurrent, real-time systems. In this area there is considerable research activity, see for 
example (Thomas Walter and Jens Grabowski 1995). 

7 CONCLUSIONS AND FURTHER WORK 

The Pilot provides a common technological solution for debugging, various kinds of testing 
and on-line extension. The combination yields increased productivity and earlier, more 
extensive and more correct testing. This has been experienced during the first industrial 
use of the Pilot, which was to test and debug the Pilot itself, as an application. 

While well suited as an interactive debugger, the particular strength of the Pilot lies in 
the fact that it is multiprogrammed, reactive and programmable. The Pilot may support 
large, complex, preprogrammed tests. 

The Pilot requires substantial cooperation from the application operating system, so 
a necessary future development is to introduce the PXCS debugging support in more 
operating systems, or alternatively to implement in the Pilot similar protocols for other 
operating systems. Work in this area is under way. 

Another development will be to realize the potential of the Pilot as execution engine for 
other testing systems, notably conformance testing systems (International Organization 
for Standardization 1992) (Anders Olsen and Jonny Mortensen 1996). Debugging and 
testing will be supported at the SDL level (ITU 1992) (Anders Olsen and Jonny Mortensen 
1996) for automatically generated code (Telelogic AB 1996), and reporting in the form of 
Message Sequence Charts (ITU 1996) (Sjouke Mauw 1996) will be provided. 
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