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Abstract 
The Specification and Description Language SDL and Message Sequence Charts (MSCs) are 
widely used in the telecommunication industry to support the software development process. 
In the paper, a methodology and a set of tools are described for the development of high perfor
mance parallel systems in the context of SDL and MSCs. While SDL and MSCs only support the 
formal specification of functional aspects of the system, we propose ( 1) the extension of MSCs 
to include non-functional requirements as the performance requirements of the application and 
(2) the annotation of SDL specifications with the respective execution cost on the parallel sys
tem. The formalization of non-functional aspects yields a set of benefits for system development: 
it allows the full integration of performance issues in all phases of the design process, starting 
from the requirements specification down to the final parallel implementation. It supports the au
tomatization of performance related design decisions and allows the use of sophisticated tools 
supporting the performance optimization process. 
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1 INTRODUCTION 

Parallel and distributed systems are inherently more complex than sequential systems. This is 
mainly due to the asynchronous execution of interrelated activities on different hardware units. 
In addition, the lack of a central control makes programming, debugging and testing of such 
systems extremely cumbersome. In order to lift these low-level activities to a more abstract phase 
of the software engineering process, the Specification and Description Language SDL has been 
introduced. SDL allows for taking corrective actions at a higher level of abstraction. This in turn 
reduces the cost of corrections by the order of magnitudes. 

SDL has been standardized by ITU (ITU, 1993). In conjunction with tools, SDL is used by the 
majority of the companies in the telecommunication industry, mainly to design communication 
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protocols and distributed applications. In addition, it is employed for the design of real-time and 
safety critical systems. 

The latest version of SDL, SDL'92, with it's support for object orientation, supports the soft
ware engineering process from object -oriented design down to the generation of executable code. 
In conjunction with Message Sequence Charts (MSCs) (ITU, 1993b), system simulation and 
testing is supported, too. Besides a number of proprietary tools and tools from academia, there 
are two main providers of commercial tools for SDL, namely Telelogic with SDT (Telelogic, 
1995) and Verilog with GEODE (Verilog, 1994). The tools support formal specification, valida
tion, simulation, code generation and testing. While the tools for specification, validation, simu
lation and testing are widely used, the generation of the implementation is often done manually. 
This is due to the inefficiency of the code generated by the tools. In addition, implementations 
generated by the tools typically consume considerably more memory. In contrary, the manual 
implementation of SDL specifications contradicts the intended purpose of SDL and forces in
tensive testing of the application at the implementation level in order to ensure consistency with 
the specification. 

A related problem is the lack of a formal approach in the system development cycle that sup
ports non-functional requirements, e.g. performance or fault-tolerance requirements. This be
comes even more obvious when an SDL specification is implemented on parallel systems due to 
the wide variety of design decisions that have to be met. These design decisions include (but are 
not limited to) the architecture of the parallel system, the distribution of code and data as well 
as the strategies employed for scheduling and dynamic load balancing. 

In the paper a methodology is presented for the development of high-performance parallel sys
tems with SDL and MSCs. The approach fully integrates performance issues in the system devel
opment cycle. The topic is highly relevant since it allows the fast development and modification 
of parallel systems in the scope of SDL which provide the required performance. Especially in 
telecommunications, a highly competitive market, the time to market has become the major issue 
to ensure competitiveness. 

The paper is organized as follows. In section 2, an introduction to SDL and MSCs is given. In 
addition, the performance relevant issues with the engineering of parallel systems in the context 
of SDL are discussed. Our methodology for performance relevant development of parallel SDL 
systems is described in section 3. In section 4, the DO-IT toolbox supporting our methodology 
is described. Section 5 summarizes the paper. 

2 ENGINEERING HIGH PERFORMANCE PARALLEL SYSTEMS WITH 
SDLANDMSC 

2.1 Introduction to SDL and MSC 

SDL specifications are fully hierarchically structured as a tree. The root of the tree refers to the 
SDL system specification which typically consists of a set of blocks. Blocks themselves can be 
refined by other blocks or by SDL processes. However, each leaf of the tree has to be an SDL 
process. The communication structure between SDL processes is static. Thus, all potential com
munication channels have to be given in the SDL specification. 

SDL processes communicate asynchronously by exchanging signals. For each SDL process, 
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Figure 1 An example of an MSC 

several process instances may exist which can either be static or created dynamically by other 
SDL processes during runtime. Each process instance owns a FIFO input queue. 

Each SDL process represents an extended finite state machine (EFSM). For each state of the 
EFSM a set of trigger conditions is specified, typically the reception of a signal. If a trigger con
dition holds, a set of actions is performed, typically including the (asynchronous) sending of 
signals to other SDL processes. As a result of the actions, a subsequent state is entered. 

SDL comes in two syntactic forms, the textual representation SDUPR (SDL Phrase Represen
tation) and the graphical representation SDUGR. A detailed introduction to SDL can be found 
in (Braek and Haugen, 1993) and (Olsen eta!, 1994). 

In the development cycle, SDL is employed for the functional design of the system. The SDL 
specification focuses on the structural aspects of the application under development and the dy
namic behavior of each of its processes. 

In order to complement the SDL specification, MSCs have been proposed. MSCs represent a 
more abstract view on the system. An MSC describes the dynamic behavior of the system, i.e. 
one example (or instance) of a possible execution of the system. Thus, an MSC typically specifies 
how a message is passed through the entities of the SDL system, i.e. its blocks or processes. As 
a result, an MSC defines a partial order on the execution of the SDL system. 

An example of an MSC, passing messages between the two processes A and B and the en
vironment is given in figure I. The MSC specifies the names of the messages passed and the 
states of the two processes before and after the transaction. MSCs are typically created during 
the requirements analysis, i.e. before the SDL specification. MSCs are mainly used to 

• formally specify the functional requirements, 
• serve as a basis for the generation of SDL skeletons and 
• serve as a basis for testing. 

A detailed introduction to MSCs can be found in (Olsen eta!, 1994) and (ITU, 1993b). 
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2.2 Design Decisions in the Context of the Design Process 

During the design phase, a high-level SOL specification is derived from the given MSCs. Then, 
the high-level SOL specification and the MSCs are subsequently refined to form the functional 
design specification. The check of consistency of the SOL specification with the MSCs is sup
ported by tools. For the functional design also non-functional requirements need to be consid
ered, e.g. to meet performance or safety requirements. 

Designing parallel SOL systems, as well as parallel systems in general, numerous design de
cisions need to be made and appropriate alternatives chosen. In the following, we describe the 
decisions most relevant to the performance of the parallel SOL systems. We present the design 
decisions in the order in which they are made in the design process. 

In the SDL specification the following design decisions are made 

• the granularity of the SOL entities, i.e. what kind of functionality is provided by an SOL 
process, block or system, 

• the parallelization technique, e.g. farming, functional decomposition or data decomposition, 
• the dynamic of the system, i.e. the question whether SOL processes are created dynamically 

during runtime upon request or not, 
• the representation and distribution of the data, i.e. whether data are maintained by a single 

central SOL process or distributed over the system and maintained by appropriate coherence 
protocols, and 

• the use of (costly) SOL constructs. 

The code generation is concerned with the physical (static) distribution of the software on 
the hardware. Thus, it determines which function is provided by which hardware unit. Since the 
function mapping may be one-to-many, the actual decision where to execute a specific function 
invocation resulting in a certain load on the hardware unit may be deferred to runtime. 

The mapping of functions to hardware units intrinsicly decides the mapping of data. The reason 
for this is that in SDL, data are always encapsulated in processes. The code generation is also 
concerned with the granularity of the processes managed by the operating system. This has an 
important influence on performance especially if the cost of process management is high. Note 
that the code generation is only concerned with the merge of a set of SOL processes to form a 
single operating system process, and not the reverse problem, i.e. the parallelization of a single 
SOL process. Another decision that influences the code generation is the question whether the 
minimization of the execution time or the minimization of the required memory space of the 
application is the primary goal. 

In addition, the code generation determines how the SOL constructs are mapped on relevant 
service primitives provided by the runtime environment (or the operating system in case no run
time environment is present). Most important is the implementation of communication primi
tives and primitives for the dynamic creation of SOL processes. 

The runtime library provides the runtime environment for the SOL system, supporting the 
SOL constructs. The runtime library is typically provided in part by the SOL tools and has to 
be completed by the user. The part typically provided by the user comprises the implementation 
or mapping of the primitives for interprocessor communication and process creation on the re
spective primitives of the operating system. Here the most appropriate services with respect to 
functionality and performance are to be selected. 
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In addition, strategies for 

• the dynamic distribution of the load on the processors of the system and 
• the dynamic scheduling of processes 

either have to be implemented in the runtime library or at least the parameters to configure the 
respective services need to be provided. This is the case if the mechanisms for load balancing 
and scheduling as provided by the operating system are employed. 

Decisions related to the operating system are the provided functionality, especially the support 
for parallel processing and communication, and its performance. 

The remaining code provided by the user is mainly concerned with the implementation of ab
stract data types, the handling of exceptions and the handling of communication with the external 
interfaces. 

3 METHODOLOGY FOR SYSTEM DEVELOPMENT 

The major goal of our methodology is the early integration of performance data into the devel
opment process in order to minimize the time and cost for redesign and reimplementation. The 
outline of the methodology is depicted in figure 2. The part of the development cycle our method
ology covers comprises five phases: functional design, analysis, synthesis, implementation and 
validation. Thus, our methodology covers the same part of the development cycle typically sup
ported by SDL and MSCs. 

Starting point of our methodology is the requirements specification. The requirements specifi
cation is subdivided in two parts, the functional and non-functional requirements. The functional 
requirements are formally specified with MSCs. The performance requirements of the system 
under development are also given formally. For this, an extended version of MSCs is employed. 
In addition, the machine architecture should be formally specified or the constraints on the ma
chine architecture. The formal specification of the performance requirements and the machine 
architecture are a prerequisite for the automization of the design process. 
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Functional Design During the functional design phase, the functional design specification is de
rived. The functional design is specified in SDL and represents a functional description of the 
system at a detailed level. It is typically derived in a series of steps subsequently moving from 
a top- to a low-level design document. In conjunction with the refinement of the SDL specifica
tion, the MSCs, as given in the requirements specification, are subsequently refined to reflect the 
internal behavior of the refined SDL specification. The functional design specification should be 
checked for consistency with the requirements specification and for completeness before mov
ing to the next phase. For the functional design, first tools are available to derive SDL skeletons 
from MSCs. In addition, the validation of the consistency with the requirements specification 
and the check for reachability and deadlocks is supported by commercial tools. 

The functional design specification typically moves from a rather implementation-independent 
specification to a more implementation-specific specification. However, the initial functional de
sign specification may already contain solution-domain parallelism. This is especially true when 
the need for parallelization is obvious from the requirements specification. For example, if a cen
tralized data base is obviously not able to satisfy the required performance, it does not make 
sense to specify a centralized data base that will later on be replaced by a distributed implemen
tation. The main reason for the straight development of the distributed data base is that a central 
data base, which will definitely be simpler, can in general not be used as a reference model to 
verify the distributed data base. This is because of the state space explosion problems typically 
encountered with the formal verification of extended finite state machines. Thus, the distributed 
data base is typically validated with the MSCs given in the requirements specification or a refine
ment hereof. This eliminates the need and usefulness of the centralized data base specification. 

Analysis The purpose of the analysis phase is to check whether the functional design specifica
tion is sufficient to meet the given performance requirements, and in case this does not hold to 
provide guidelines to the user for a redesign of the functional design specification. The main per
formance criteria to be analyzed are the throughput and the response-time measures of the SDL 
specification. For this, the execution of the SDL specification on the machine(s) as specified in 
the requirements specification, with the load specified by the extended MSCs, is assumed. In or
der to support this, we pursue the extension of the SDL specification with annotations that allow 
for the specification of the execution time of SDL constructs on a set of available machines. In 
other words, each SDL construct is attributed with a vector. Each element of the vector spec
ifies the execution time of the construct on a specific machine. Note that the term "machine" 
refers to an abstract machine, comprising the processor hardware, the runtime environment and 
the operating system. Thus, the execution cost given for an SDL construct is influenced by these 
components as well as the code generator. In case different code generators or operating systems 
are at the disposal of the design process, a separate machine model is employed for each of the 
combinations. 

In order to derive the performance data, two approaches are possible. The cost of the execution 
of the SDL specification, or more specifically the constructs of the SDL specification, may either 
be derived analytically or by means of measurements. 

For the analytic approach, a performance data base is needed that specifies for each SDL con
struct the respective cost to execute the construct on each of the available machines. The advan
tage of the analytic approach is- provided the data base is available- that the data can be derived 
without actually implementing the SDL specification on the target machine. Thus, the analysis 
can be performed much faster than it is possible with the measurement approach. 
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With the measurement approach, an implementation is generated for each possible target ma
chine. The implementations are executed with the given MSCs. During the execution, the per
formance data, i.e. the execution cost for the relevant SDL constructs are measured. In a further 
step, the cost are integrated in the SDL specification. 

The analysis phase is left after subsequent redesign of the functional design specification has 
lead to an SDL specification which satisfies the basic performance requirements. The main de
sign decisions which are actually met during this redesign cycle deal with the introduction of 
solution-domain parallelism in the functional design specification. In the cycle, the system is 
prepared - but not configured- to meet the given performance requirements. The most impor
tant decisions are concerned with the strategy for the distribution of data, the strategy for the 
static distribution of code and the strategy for the dynamic distribution of the load. In addition, 
also strategies to provide fault tolerance, if required, should be decided on in this phase. The de
sign decisions concerning the parallelization strategies need to be integrated manually into the 
SDL specification. This is because the respective design decisions are mainly concerned with 
questions dealing with algorithmic features of the functional specification. Thus, automatic sup
port on the specification level would require the transformation from one algorithm to another, 
which is undecidable in most cases. 

Synthesis In the synthesis phase, which covers the implementation design, the major optimiza
tion decisions are made. In other words, the alternatives for parallel execution, which have been 
identified in the analysis and the functional redesign phase, are evaluated, the best alternatives 
selected and the missing parameters of the respective strategies optimized. 

For system synthesis, model-based optimization techniques can be used to decide on the selec
tion of design alternatives which have emerged in previous phases. For example, assume in the 
previous redesign cycle a certain SDL process has been parallelized. Then, during implementa
tion design it is decided 

• where the SDL process is executable, i.e. on which processors the respective code is available, 
and 

• under what circumstances a given input is handled by a specific processor of the set of proces
sors that can process the input, i.e. the dynamic load balancing strategy. 

In general, the synthesis decides on 

• the (static) distribution ofthe code, i.e. the distribution of SDL processes, 
• the distribution of data, which again reduces to the distribution of SDL processes due to the 

encapsulation of data in SDL processes, 
• the granularity of the processes handled by the operating system, 
• the dynamic load balancing strategy and 
• the dynamic scheduling strategy. 

The decisions are based on the same basic type of information employed by the analysis phase, 
i.e. the annotated SDL specification, the extended MSCs and additional design constraints. Addi
tional requirements of the requirements specification, which should be considered, are the cost 
for system development and production of the different design alternatives and the respective 
time to market of the design alternatives. In principle, a complex goal function may be employed 
quantifying the corporate goal in respect to the development of the system. As can be easily seen, 
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a large number of parameters influence the function. Note that different from the design decisions 
made during previous phases, the decisions made here can be automatically integrated into the 
implementation. 

Implementation The implementation phase is in charge of the generation of the actual paral
lel implementation. The larger part of the code can typically be derived automatically from the 
SDL specification as provided by the functional design specification. This is done according to 
the design decisions specified by the implementation design specification as generated by the 
synthesis phase. 

Commercial SDL tools for code generation are available, which handle the static distribution 
of code and data. Special tools are needed to automatically generate the code which implements 
the dynamic load balancing strategy and the dynamic scheduling strategy. In addition to the au
tomatically derived part of the implementation, a part of the implementation needs to be hand
coded. To generate a prototype implementation, this should be kept as small as possible. 

From the performance viewpoint, only the parts influencing the performance of the system 
should be implemented at this stage. However, additional code may be needed to take into ac
count the non-ideal properties of physical hardware, which is not taken into consideration by 
SDL. Also additional code may be needed to support testing and measurement. 

Validation The implementation serves two purposes, 

• to test and validate the functional behavior of the system and 
• to measure the performance figures of the system and to validate them against the perfor

mance requirements. 

Validation is still needed, but its automization is highly supported by the formal approach. It 
may lead to feedback to various previous phases of the development cycle. Testing the functional 
behavior of the system is an important activity of the development process, and the effort to be 
put into it highly depends on the rigor with which the preceding activities have been performed. 
However, functional testing as an activity in the development process is rather independent from 
the performance issues. For this reason, it is not directly covered here. The reader may refer to 
(Grabowski, 1994) for a detailed discussion of the issue. 

The measurement and validation of the performance of the system is the last phase relevant to 
the performance of the implementation. This is done in a series of steps. First, the implementa
tion is automatically instrumented to allow for the tracing of performance measures. Then, the 
implementation is executed with the load specified in the requirements specification, i.e. the ex
tended MSCs. During the execution, the relevant performance data are traced with a monitoring 
system. The data are analyzed and checked against the performance requirements. In addition, 
measurements can also be used to validate or update the performance data base employed during 
the analysis phase. Instrumentation, monitoring and performance analysis can be supported by 
tools. 

4 THE DO-IT TOOLBOX 

In order to support the automization of the design and implementation process for parallel sys
tems in the context of SDL and MSCs, the DO-IT toolbox (Design and Optimization- lntelli-
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gent Toolbox) depicted in figure 3, has been devised. The DO-IT toolbox consists of three main 
components, complementing the commercially available tools for SDL and MSCs. 

The analysis phase is supported by three tools, the MODE-A and MODE-M tools to derive 
performance data for a SDL specification on a given machine and the POPA tool, a tool to analyze 
whether the performance requirements and the design constraints provided in the requirements 
specification can be met by the given SDL specification. 

MODE-M The MODE-M tool (MOdel DErivation by Measurements) supports the annotation 
of SDL specifications with performance data. The performance data are derived by measuring 
the execution times of the SDL specification on a specific machine. As already outlined in the 
previous section, the term "machine" denotes the combination of hardware and system software 
that executes the SDL constructs. Thus, the computation and communication cost with which the 
SDL constructs are annotated reflect the cost of execution of the construct with the given system 
software on a specific hardware unit. Note that the cost also depend on the code generator and 
compiler that are used. Thus, each combination of code generator, compiler, system software 
and hardware constitutes a separate machine. In case several machines are at the disposal of the 
design process, each SDL construct is annotated with a vector where each element reflects the 
cost of the SDL construct on a specific machine. 

The derivation of the performance data with MODE-M is performed in a series of steps, itself 
involving a set of tools. First, the given SDL specification is automatically instrumented, i.e. ad
ditional instructions are integrated into the code that record start and end time of the relevant 
SDL constructs. The instrumentation is controlled by MSCs. Our current instrumentation tool 
performs the automatic instrumentation of C code (Dauphin, Dulz and Lemmen, 1995). How
ever, with support of the code generator for SDL, e.g. as provided by the SDT code generator, 
the respective instructions can be directly integrated into the SDL specification. This eliminates 
the need to associate each SDL construct with the respective parts in the C code. 

After instrumentation, the code is translated and executed on the target hardware. During exe
cution, the execution times are traced. The execution of the code is controlled by the input signals 
specified in the MSCs. As a result, only those parts of the SDL specification are typically exe
cuted for which a respective MSC exists. Thus, no performance data are traced for the remaining 
parts of the SDL specification. However, this is not a problem as long as the performance rele
vant parts of the SDL specifications are covered by MSCs, what is typically the case. 
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The monitoring of the system and the recording of the traces is either done in software or with 
the ZM4 hybrid monitoring system (Dauphin et al, 1994). The ZM4 allows for the monitoring 
of parallel as well as distributed systems and supports a wide range of hardware interfaces. For 
the analysis of the traces, the SIMPLE analysis tools (Dauphin et al, 1994) and (Hofmann et 
al, 1994) are used. An additional tool is needed that supports the back annotation of the SDL 
specification with the measured performance data. 

MODE-A Instead of the derivation of the performance data by means of measurements with 
MODE-M, the analytical modeling tool MODE-A (MOdel DErivation- Analytic approach) 
may be employed. Central component of this approach is the performance data base. It speci
fies for a set of relevant machines the performance data of the SDL constructs. Provided that the 
data base provides the performance data for the required machines, the annotation of the SDL 
specification can be done quickly without the need to actually implement and execute the SDL 
specification. The performance data for a particular machine in the data base can either be esti
mated based on performance data available for a comparable machine or based on measurements 
previously derived by MODE-M. 

POPA The POPA tool (Parallelization and OPtimization Analysis) is the third tool supporting 
the performance analysis. It provides feedback to the functional design indicating at which parts 
of the SDL specification further parallelization or optimization is needed to meet the perfor
mance requirements of the system. POPA derives its guidelines based on the performance re
quirements, i.e. the load on the system specified with the extended MSCs, the design constraints 
and the annotated SDL specification. POPA supports a path analysis and throughput analysis. 

The path analysis searches for the critical paths in the SDL specification. The search is based 
on the extended MSCs given by the requirements specification. POPA checks for each MSC 
whether the length of its critical path is within the limits specified in the requirements speci
fication. 

The throughput analysis computes the load for each SDL process or process instance that re
sults from the load imposed on the system as defined by the extended MSCs in the requirements 
specification. It checks whether the resulting load can be handled by the machines available, and 
whether the capacity of the interconnection network that connects the machines, is sufficient. 
A first implementation based on interworkings- a synchronous variant of MSCs developed by 
Philips Communication Industries- is described in (Hoppmann, 1993). 

MOPS During the functional design and analysis cycle, the SDL specification has been subse
quently prepared and optimized to meet the performance requirements. The next phase, called 
the synthesis or implementation design phase, is concerned with the actual mapping of the given 
SDL specification on the parallel machine. This is supported by the model based optimization 
tool MOPS (Model based Optimization of Parallel Systems). The tool decides the major design 
decisions concerning the static as well as dynamic aspects of the implementation. The design 
decisions comprise 

• the static mapping of the code on the machines, i.e. the decision on which processor a specific 
SDL process can be executed, 

• the granularity of the processes handled by the operating system or the runtime environment, 
• the dynamic load balancing strategy for the SDL processes for which more than one instance 

may exist, 
• the dynamic scheduling strategy, e.g. the priorities of the processes, and 
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• the selection of the most appropriate combination of (I) hardware, (2) system software and 
(3) code generator for each SOL entity. 

The design decisions are computed based on the same information on which the POPA tool is 
based. However, the MOPS tool is much more sophisticated than the POPA tool since it has to 
come up with an actual solution to the design problem which comprises a whole set of NP-hard 
optimization problems, not just an analysis. 

Several optimization algorithms have been implemented to compute a part ofthe design deci
sions relevant to configurable message passing systems. A class of algorithms is based on the 
BBU algorithm (Mitschele-Thiel, 1993). They compute the mapping of the code on the ma
chines, the schedule on each machine, and the interconnection network connecting the machines, 
assuming each machine has a limited number of links that can be freely connected to other ma
chines, e.g. as it is the case with transputer networks. The algorithms employ various heuristics 
to prune the enormous search space (Mitschele-Thiel, 1994). In addition, a first algorithm based 
on clustering has been implemented to compute the mapping and the scheduling strategy in case 
the network topology is fixed (Haidt, 1994). All the algorithms optimize the response time of 
the system under given throughput constraints. The algorithms cover the design decisions de
scribed above, with the exception of dynamic load balancing and support for more than one type 
of machine. Thus, currently it is assumed that the SOL specification is implemented on a homo
geneous parallel architecture and that only one code generator and one type of system software 
is available. 

In order to incorporate all the design decisions, the development of a tool based on genetic 
algorithms is underway. A first prototype based on the MPGA package (Schwehm, 1993) has 
shown promising results (Schwehm and Walter, 1994). 

The implementation phase for SOL systems is sufficiently supported by commercial tools. A 
problem, however, is the lack of the ability of the tools of different providers to intemperate. 
Thus, different interfaces are needed to support the (semi-)automatic implementation of the de
sign decisions made by MOPS. 

5 SUMMARY 

In the paper a methodology for the integration of performance issues in the development process 
of parallel SOL systems is described. The methodology is based on two key concepts, namely 

• the formal specification of performance requirements and issues related to it and 
• the early integration of performance relevant design decisions in the development cycle. 

The proposed methodology is supported by the DO-IT toolbox, complementing the commer
cially available tools for SOL and MSCs. 

The goal of the DO-IT toolbox is to support 

• the automatic derivation of the performance data incurred with the execution of the SOL spec
ification on specific machines, 

• the analysis of the SOL specification for performance bottlenecks and 
• the synthesis of the system, providing algorithms to compute the major design decisions rel

evant to the implementation of SOL specifications on parallel systems. 
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Central to the early integration of performance issues in the design process are the extension of 
MSCs to formally specify performance requirements and the annotation of SDL specifications 
with the performance data associated with the SDL constructs. 
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