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Abstract 

Digital video and audio are an integral part of a desktop collaboration system. In order to 
provide an integrated collaboration environment which supports text, graphics, video, and 
audio, it is necessary to effectively support the timing requirements of digital video and audio. 
This paper describes the mechanisms and provisions required to support real-time audio and 
video streams. Details of the Multimedia Multiparty Teleconferencing (MMT) system are 
described to illustrate these issues with a working implementation. The communication 
and processing paths of the audio and video streams through the system are described. 
Finally, tradeoffs between different possible solutions are discussed with regard to those 
issues (e.g. bandwidth, delay, synchronization, etc.) which are particularly important for 
real-time multimedia applications. 
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1 Introduction 

Advances in VLSI technology and video compression techniques have resulted in the 
development of highly integrated video processors. It is now possible to provide multimedia 
capabilities such as high quality video and audio in a desktop computer system. Coupled 
with these developments, the emergence of high-speed networks has enabled a new class 
of distributed multimedia applications. Desktop multimedia conferencing, an application 
which brings the facilities of a video-conferencing room to the user's desktop, is an important 
member of this class. 

In order to provide an integrated collaboration environment which supports text, graph
ics, video, and audio, it is necessary to effectively support the timing requirements of digital 
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video and audio. This integration must be accomplished within the constraints of the user's 
computer system, since users are extremely reluctant to switch operating environments. It is 
therefore necessary to support digital video and audio in a general-purpose operating system 
such as DOS™, Windows™, or UNIX™ •. 

This paper focuses on the issues involved in the handling of digital multimedia in the 
end station to support video conferencing. Multimedia data poses several problems for the 
operating system on the end-station. It is voluminous and therefore requires careful handling 
to minimize overheads in the processing and to ensure adequate throughput. It also requires 
periodic service, determined by an external clocking source such as the "vertical sync" pulse 
in a video signal. In contrast to many stored video applications, video conferencing imposes 
additional restrictions on the end-station since it is important to minimize the end-to-end 
delay in the video/ audio transmission. Therefore, it is not possible to employ extensive 
buffering to smooth out the processing load and mask the effects of a non-deterministic 
response time from the system. Moreover, video-conferencing requires a full duplex transfer 
of multimedia data, thereby creating a larger load on the system. 

One approach to solving this problem is to provide a direct connection between the video
audio processing system (CODEC) and the network. In this solution the video subsystem 
supports an intelligent controller that can drive the codecs and handle the protocol pro
cessing associated with the network interface. It is attractive because it imposes very little 
overhead on the host system, and can be easily incorporated into a wide range of operating 
environments. It is also capable of providing very high throughput, and consequently video 
quality, which makes it suitable for high-end systems. For example, many CODECs using the 
H.320 video-conferencing standard [1] provide an ISDN interface on the CODEC adapter. 
This approach is all but mandatory for H.320 CODECs because the bit stream defined in 
the H.320 standard requires bit-level synchronization in the timing. However, a potential 
drawback of this type of solution is that it requires a specially designed network adapter 
and/or a separate network connection, which can increase the overall cost of the system. 

For wider applicability, it is necessary to support the transmission and reception of mul
timedia data over the user's standard network connection. This approach presents several 
challenges since it requires the active participation of the end-station's operating system 
to handle the multimedia data. Typically, general-purpose operating systems do not offer 
the services necessary for guaranteed real-time operation such as bounds on the execution 
time of tasks. Hence, it may only be possible to provide "best-effort" services in such an 
environment. It can be argued that these best-effort services can be considered adequate 
for a desktop (personal) system since the user has complete control over the applications 
running on the system. In the case that the resources required for multimedia services are 
not adequate, the user may restrain the other processes running on the system. 

In this paper we address the problem of providing desktop video-conferencing over packet
switched networks using a multimedia personal computer. It is based on our experiences with 
the Multimedia Multiparty Teleconferencing (MMT) System, a prototype desktop collabo
ration system developed at the IBM T. J. Watson Research Center [2]. Using this system 
we have experimented with both the "direct" (hardware supported) path for network con-
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nection as well as the standard path through the operating system. For the latter case, in 
order to support the timing requirements of video-conferencing we use protocols that ensure 
close cooperation between the hardware (video adapter) and the host processor. The video 
adapter can thus provide the clocking required to drive the processing and transmission of 
video and audio. We have also employed interface signals in the hardware to assist in the 
debugging of timing problems in the delivery of the video. Our experiments with the MMT 
system have included video-conferencing over the IBM internal network between several IBM 
sites in the US. Based on these and other experiments we have investigated new methods 
for improving the throughput of the end-station for video/audio traffic. 

In related work, Elliott [3] describes experiences with high-quality videoconferencing 
over the Defense Simulation Internet. The end-stations in this system use a CODEC that 
is directly attached to the network. There have also been several experiments to send audio 
and video through the Internet using the multicast backbone [4], however the constraints of 
the CODECs, and the network, limit the video to very low frame rates. There have also 
been numerous PC based videoconferencing systems announced that can run on local area 
networks. Typically, these systems use software CODECs and do not support high-quality 
video. Eleftheriadis [5] describes algorithms for the presentation and transport of multimedia 
data in the Xphone system, but this work does not address the problem of minimizing 
overheads in the transport system. Jeffay [6] uses a custom real-time operating system to 
support multimedia data. Similarly, researchers at the IBM European Networking Center 
have developed a custom transport system called HeiTS [7] for multimedia applications. In 
other related work, Davie [8] and Smith and Traw [9] have addressed the issues of host 
adapter design and end-station operating system support for Gigabit/s networks. 

In this paper, Section 2 presents the MMT hardware and its environment. Section 3 
describes the structure of the video application and its interactions with the MMT hard
ware. It also presents the mechanisms used to reduce processing overheads and increase the 
throughput of the system. In Section 4 we provide an outline of our experiments with video
conferencing over the IBM network. Section 5 presents our proposed solution for improving 
the system performance for communication between the CODEC system and the network. 
The paper concludes with Section 6. 

2 System Environment 

The MMT system consists of a multimedia enabled workstation that provides the ability 
to handle full-motion video, high quality audio, and a collaboration platform that supports 
the setup and control of multiparty conferences. To handle the stringent delay, jitter, and 
bandwidth requirements of real-time audio and video, the MMT system relies on dedicated 
hardware adapters. The original MMT [2] hardware consisted of an IBM PS/2 computer 
equipped with a special adapter which performed compression and processing of digitized 
video and audio, using the JPEG compression algorithm [10]. This adapter had two parallel 
interfaces, one connected to a customized M-Motion video capture and display adapter, and 
the other for connectivity to the plaNET/ORBIT high-speed network [11]. This system has 
been deployed as part of the Aurora Gigabit testbed [12). 
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Figure 1: MMT hardware functional block diagram. 

From here on, our discussion relates to the current MMT hardware which is comprised of 
an IBM PS/2 computer equipped with two special adapters for video and audio processing. 
One adapter (VAC) interfaces with analog video and audio accessories by performing the 
capture ( digitization) and playback of video and audio. For the most part, it supplants 
the M-Motion adapter. The second adapter (CODEC) is for compression, decompression, 
processing, and networking of digitized video and audio, again using the JPEG compression 
algorithm. The system runs AIX, a variant of the popular UNIX operating system. 

A functional block diagram of the MMT hardware is shown in Fig. 1. The DSP is the 
brain or central control unit of the MMT system. It has access to a 64K word (word = 4 
bytes) SRAM and a 4K word dual-port memory. The flow of video and audio data streams 
between the various functional blocks is managed by the DSP. The functional modules are 
separated by simple FIFO interfaces, which makes the design modular and simple to upgrade. 

The MMT system is capable of managing an outgoing stream of video and audio data as 
well as multiple incoming video and audio streams. Video and audio streams are independent, 
but could be combined. 

3 The Video/ Audio Application 

The setup and control of the video and audio traffic is handled by the video/audio 
support application (VA__anSU). This application is invoked by the conference control server 
after the conference is set up (see [14] for details). It interacts with the user interface and 
the conference control server and accepts commands from them. 

The VA_anSU interacts closely with the MMT adapter and the DSP program to imple
ment these functions. Upon initialization, it loads the MMT adapter with the appropriate 
DSP microcode for the selected environment. As noted earlier, in some cases the transport 
path for the video/ audio may not require any further intervention on the part of the VA_anSU 
(i.e. MMT __Direct). The rest of this section describes the mechanisms used to control and 
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Figure 2: VA_a.nSU data. path and MMT dual-port memory layout. 

transport video and audio data. through the VA_a.nSU (i.e. MMT ..Bus data. path). 

3.1 VA_anSU Data Path 

The data. path of the VA..a.nSU is critical to its operation and performance. This data. 
path has been constructed to minimize system overheads by exploiting the standard facilities 
provided by the operating system. The VA_a.nSU requests the MMT driver to map the MMT 
dual-port memory into its virtual address space. This mapping makes data. movement more 
effective since it avoids data. copying between the application and the kernel, as shown below. 

• A hardware interrupt is generated from the MMT to indicate the availability of data. 
This interrupt is presented as a. signal to the VA..a.nSU (it emulates an upcall mecha
nism). 

• The VA..a.nSU provides the virtual address of the data in the dual-port memory to 
the send system call to transmit the data. This technique, in conjunction with the 
mapping of the MMT dual-port memory, ensures that there is no data copy required 
in the application. 

• On the return path, the VA_a.nSU uses the select call to look for incoming data. When 
it detects incoming data, it receives the data directly into the buffers in the MMT 
dual-port memory using the mapped virtual address. 

3.1.1 Data path optimizations 

In the data path, there is a considerable amount of interaction between the VA_anSU 
and the CODEC subsystem. It is important to streamline this interaction to minimize 
the overhead on the system and the VA_a.nSU employs several methods to accomplish this 
objective. 
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Data segment mapping. As described above, the VA_anSU exploits the address mapping 
feature of AIX to map the buffers in the MMT adapter into its address space. 

Minimizing processing overheads. In collaboration with the DSP program on the 
MMT adapter the VA_anSU strives to minimize the processing overheads by minimizing 
the number of interrupts generated. It uses two techniques to accomplish this. 

Piggybacking of video and audio. In order to provide maximum flexibility in the conference 
management it is desirable to create and maintain separate transport connections for the 
video and audio streams. For example, this permits the creation of conferences in which 
only a subset of the participants receive and transmit video. This separation also permits 
the preferential handling of audio data. In keeping with this design objective, the VA_anSU 
employs separate socket connections for the video and audio streams. However, this separa
tion may result in an increase in processing overheads. To avoid this increase, the delivery 
of audio and video data from the MMT adapter is coordinated to minimize the number of 
MMT-Host interactions. 

• Separate sets of video and audio buffers are created in the MMT dual port memory. 
The audio buffer size is selected to correspond to the audio samples required for a video 
frame time (33 msec. ). 

• Compressed video data is created periodically upon the arrival of a new video frame. 
The MMT adapter transfers the compressed video data from the output FIFO of the 
compression engine into the video buffers in dual-port memory. It processes audio data 
for transmission only upon the arrival of the video data: it extracts the accumulated 
audio samples from the audio FIFO and places them in the audio buffers in dual-port 
memory. Audio and video data is then presented to the host using a single interrupt 
request. 

Piggybacking of transmits and receives. The VA_anSU further minimizes the interactions with 
the MMT by synchronizing the placement of incoming data into the MMT with the transmit 
operations. It accomplishes this by checking for incoming data (from the network) only at the 
epochs when it is interrupted by the MMT. In this manner, the interrupt acknowledgement 
to the MMT also serves as a signal for the presence of incoming data. Moreover, to prevent 
any buildup of incoming packets, the VA_anSU uses two buffers to deliver packets to the 
MMT (in contrast with one buffer for outgoing packets) as shown in Figure 2. 

Frame rate control. The VA_anSU exploits the frame rate control mechanism provided by 
the MMT adapter (under user control). The MMT adapter creates a "frame drop" sequence 
based upon the frame rate setting. By selectively disabling the compression engine, the 
adapter ensures that no video data is generated for a dropped frame. 

3.2 System tuning and debugging 

Due to the complexity of the interactions between the host processor and the MMT 
adapter it is necessary to perform a detailed analysis of the exchanges for the purpose 
of system debugging and tuning. To this end we have instrumented the MMT adapter to 
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Figure 3: Timing for MMT /Host interaction. 
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monitor several important signals in the interface to the host processor. The most important 
signals in this case are the ones associated with the interrupt and acknowledge mechanism. 
We have observed these signals using a storage oscilloscope and used them to analyze the 
system. 

Figure 3 shows a (logical) timing sequence of a subset of the events that were observed. 
The elapsed time between different events gives a measure of the performance of the various 
components of the system. 

Event 1- 2: 
Event 2- 3: 
Event 3- 4: 
Event 4- 1: 

Interrupt response of the system 
Delay for delivery of signal to VA_anSU 
Processing time for VA_anSU 
Processing time for MMT microcode 

Since the running time of the device driver is very small the elapsed time between events 
2 and 3 represents the observed delay between the generation of the (software) signal in 
the MMT device driver and its delivery to the VA_anSU application. It includes scheduling 
and other delays in the operating system. Similarly, the interval between events 3 and 4 
is the processing time of the VA_anSU, which has to transmit outgoing packets and place 
incoming packets into the MMT dual-port memory. The interval between events 4 and 1 is 
the processing time of the MMT microcode - the time to process the incoming packets and 
place any pending outgoing packets in the dual-port memory. 

Using these observations it was determined that the interrupt response time was adequate 
(of the order of 100 microseconds). Moreover, the processing overheads in the VA_anSU were 
substantially larger than the processing overheads in the MMT adapter. The host processing 
would therefore present a potential bottleneck in the delivery of video and audio on a high 
bandwidth network. It is noted that these tests were performed on machines equipped with 
Intel 486 class processors (1486 SX-25 and 1486 DX-33). 

It was also observed that there were periods in which there was a substantial delay in the 
activation of the VA_anSU (more than 10 milliseconds) which were attributed to operating 
system scheduling. The processing functions of the MMT adapter are impacted by this 
lack of response time guarantees in the host processor. These periods would result in an 
overflow of the FIFO at the compression engine, especially when the data rate was high. 
This phenomenon resulted in poor performance as the data rate increased. Therefore, it 
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became necessary to provide additional buffering in the MMT adapter for the video data. 

If required, the MMT stages video data in buffers in its local memory before moving it into 
dual-port memory. 

4 Video-conferencing Experiments 

The MMT system has been deployed at several IBM locations in the United States as 

part of a field trial. The stations are connected to the regular building network in each of the 

sites. The sites themselves are connected via the the internal IBM multiprotocol network. 

The path between the MMT stations typically consisted of 6-7 segments including routers, 

both within the building and in the external network. 

The stations have been used to conduct video-conferences and meetings using video, 

audio, and the shared workspace tools. The video and audio data is transported by the 

video/ audio application using UDP /IP through the UNIX sockets interface, while control 

information is transported using TCP /IP. Typically, the video frame rate was set to 15 

frames per second with a window size of 1/9 to 1/4 VGA (VGA = 640 X 480 pixels). The 

compression factor was selected appropriately to ensure that the average data rate did not 

exceed 1 Mbps to prevent overloading of the wide area network. The audio data was 64 

Kbps, barring silence periods. 

It was observed that the video and audio quality was acceptable at data rates above 300-

400 Kbps. The system was able to deliver color video images at 15 frames per second and 

maintain synchronization with the audio. To achieve low data rates (such as 300 Kbps) while 

maintaining an adequate frame rate, it was necessary to reduce the size of the video window 

(1/9 VGA). When the window size was set to 1/4 VGA the data rate was approximately 

600 Kbps with moderate compression. 

When the data rate increased to 1 Mbps severe packet loss was observed and the audio 
quality deteriorated due to loss of audio packets. Video packets were also lost and this 
resulted in dropped video frames. The image quality was maintained, but the motion was 

jerky and unpredictable. Since the wide-area links in the network were shared T1 (1.544 
Mbps) links, it was clear that the packet loss was due to network congestion. 

In separate experiments on a single token ring network it was observed that the video/ audio 

application could sustain a data rate of up to 2 Mbps via the MMT _bus data path. Since 

the MMT adapter itself can support a much higher data rate (upwards of 10 Mbps ), this 

indicates that the end-station could present a bottleneck in the delivery of high quality video 

in a high-speed LAN/WAN environment such as ATM. 

5 Advanced Transport Mechanisms 

The experiments described in Section 4 indicated that it is necessary to improve the 

efficiency of the video/audio transport between the CODEC and the communication sub
system for deployment in a high-speed network environment. One possible mechanism is to 

use a "peer to peer" transfer between the CODEC adapter and the network adapter. This 
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solution requires special "bus master" interfaces in the adapter cards that would permit 
the cards to directly access each other. It also requires a handshaking protocol between 
the two adapters. Moreover, the host's communications protocol stack must be tailored to 
support these adapters. Although this approach is very powerful, its applicability is limited 
to special environments. On the other hand, the solution described below has a much wider 
applicability. 

Proposed Solution 

In a client desktop system such as the MMT system it is desirable to improve the ef
ficiency of the data transfer in a manner that is consistent with the structure of current 
desktop operating systems, and can work in a wide variety of environments such as OS/2, 
DOS/Windows, etc. 

Our solution is designed based on the following principles. 

1. Localize any required changes to the CODEC software. 

2. Minimize the changes to the host system software. The ideal case here is to leave the 
system unmodified. 

We can achieve both objectives by providing a network driver interface to the CODEC 
subsystem (and in particular, the CODEC device driver). The CODEC subsystem would 
therefore attach itself as network interface to the communications stack of the host system. 
This technique exploits the routing capabilities of the communications stack to divert packets 
efficiently to the CODEC subsystem (see Fig. 4). 

The following illustrates our solution as it applies to the AIX operating system environ
ment using IP /UDP (15, 16] as the protocol stack. This solution is directly applicable to 
other communications stacks based on the BSD version of UNIX [17]. Similar techniques 
can be used in OS/2 and DOS/Windows. 

• The CODEC adapter registers itself as a network interface to the host system. It is 
assigned a unique address on the same IP subnet as the host. 

• It is necessary to ensure that the host's primary network interface receives packets 
addressed to the CODEC's IP address. This is accomplished by adding an ARP entry 
to the host's ARP table ("published") that associates the CODEC's IP address with 
the host's network interface MAC address. 

• The routing table on the host is set to bridge packets to the CODEC "network inter
face" (automatically). 

It is noted that these operations do not require any modifications to the AIX operating 
system. Also, it does not require any changes to network routers. It does, however, require 
the CO DEC driver to implement some limited protocol processing functions, as is the case 
in any "peer to peer" solution. 
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Figure 4: Enhanced Data Path. 

With these changes the data path for the MMT is enhanced as seen in Figure 4. The 

MMT driver now handles the data transmit and receive operations and implements limited 

IP /UDP packet processing. For outgoing traffic, the MMT driver creates and injects IP 

packets into the communications subsystem as outlined below. 

1. The MMT driver gets requests for data transfer from the MMT adapter; data resides 

in the MMT adapter dual-port memory. 

2. The driver creates a chain of mbufs containing a fully formatted IP /UDP packet. The 

data in the dual port memory is treated as part of this chain (no copying). If multiple 
copies have to be transmitted, the driver can create multiple chains with different 

headers, linked to the same data buffer in dual port memory. 

3. The driver injects this packet, as a chain of mbufs, into the IP subsystem of the host. 

4. The IP subsystem routes the packet to the appropriate network adapter, and transfers 
the mbuf chain to the network adapter. 

Similarly, on the receive side, the IP subsystem routes packets to the MMT driver across the 

network interface. The driver interprets the packet, filters out stray packets, and copies the 
packet to the MMT adapter. 

There are several key advantages to using this transport mechanism, not the least of 

which is that it is fully compatible with current implementations of communication stacks. 

• The number of buffer copies in the transfer path can be reduced from 4 to 3 in the 

case when it is possible to create mbuf structures in the MMT adapter memory. 

• UDP checksumming can be turned off selectively in the MMT driver to reduce pro

cessing overheads. 
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• It facilitates the source station to send copies to multiple destination stations. The 

solution requires only one additional copy for each transmission. 

• The data transfer path is localized in the kernel, and does not require any context

switching to the user's address space. 

• In this structure, the limited IP processing may be handled either in the CODEC 

driver or in the CODEC adapter so as to provide maximum flexibility in tuning the 

performance of the system. Also, requests for ARP and ICMP are handled by the host 

IP software and they need not be implemented in the CO DEC driver. 

The solution can also be extended to handle IP multicast addresses for multipoint commu

nication. 

We are currently implementing this transport scheme in the MMT system. We have 

created the network interface for the MMT driver and tested the validity of the scheme. We 

are now in the process of implementing and testing the data transfer operations. 

6 Conclusions 

This paper has described our experiences with the design and implementation of a video

conferencing system in an internetwork environment. We have presented several techniques 

for improving the transport and delivery of video and audio traffic through the end-station 

using functions found in commercial operating systems. We have also illustrated the effective 

use of hardware signals for solving timing problems in the system. Our experiments with 

video-conferencing over the IBM internal network have been very encouraging, especially 

considering that we did not make any attempt to regulate traffic on the network. The 

system was able to consistently deliver color video at 15 frames per second with a network 
bit rate in the range of 300-400 Kbps. It has been used in several meeting and discussions 

between technical groups in Endicott, NY, and Rochester, MN. 

We have also presented an innovative solution for improving the throughput of the com

munication between the CO DEC subsystem and the network subsystem. This scheme is fully 

compatible with current desktop operating systems such as AIX. It localizes the required 

changes to the CO DEC subsystem by providing a network interface layer to this subsystem. 

We are currently in the process of implementing this scheme. 
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