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Abstract 

We describe here how SHARING TREES can be used in an "on-the-fly" verification tool for 
proving correctness properties of concurrent and distributed systems. STs are a new data 
structure which supports a compact representation of full state information. We discuss 
how we have experimented with the basic set of STs algorithms and describe a new 
operator which combines insertion and reduction and is more suitable for our purposes. 
Performance results between standard operators and the new operator are given. We also 
show how STs compare with full state and BDD-based representations. 
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1 Introduction 
Explosion of the size of the state space is a major limiting factor in the use of finite 
state verification systems. Without constraints, and especially when data manipulation 
is modeled, even fairly simple models can generate a very large number of states. 

Various techniques have been proposed to overcome this barrier. They generally trade 
off space against another factor, such as state information, processing speed or quality. 

So-called "on-the-fly" techniques [Holzmann94], for example, reduce the amount of 
information to store by verifying some property while computing the transition system. 
Generally speaking, one only needs to save enough information to recognize when a state 
has already been reached. This is to be compared with generating the entire transition 
system before verifying the property. 

Further reductions can be gained by reducing the amount of information kept in each 
state description, typically with data abstraction techniques, or by using equivalence 
classes for sets of states (e.g. with symmetry [Ip et al.93, Clarke et a1.93]) or for sequences 
of states (e.g. with partial order techniques [Wolper et al.93, Holzmann et al.94]). With 
caching techniques (e.g. [Holzmann90, Godefroid et al.92]), it is also possible to work 

G. V. Bochmann et al. (eds.), Formal Description Techniques VIII
© IFIP International Federation for Information Processing 1996



418 Verification II 

with limited memory and simply recompute parts of the models that have been erased 
from memory. Finally, we can use a statistical search and scan only part of the transition 
system. Using bitstate encoding [Holzmann88], for example, it is possible to drastically 
reduce the amount of memory required to store a state, at the cost of the quality of the 
search. 

In this paper, we investigate the application of a new data structure, SHARING TREES 
[Zampunieris et al.95a] in an "on-the-fly" verification tool for concurrent and distributed 
applications, closely related to SPIN [Holzmann91]. STs are based on graph representa
tion 1 of a set of states which attempts to share common subsets of state information. 
They support a full search while requiring significantly less memory than classic full state 
(FULLSTATE) storage, yet remaining compatible with the other optimization techniques 
we already use. 

We show how we have adapted the data structure to act as a state store for a reacha
bility tool and discuss the performance we have observed. From our experimental results, 
we show that sharing trees reach compression levels of two orders of magnitude, compared 
with complete non coded state (i.e. FULLSTATE) information. Furthermore, the com
pression rate increases with the amount of memory available. This is done at the cost of 
a runtime behavior which is linear in the number of states for our range of experiments. 

In the following sections, we start by giving some background on BoULIER, our verifi
cation tool designed to be an experimentation vehicle for new algorithms and techniques. 
We follow with the definition of sharing trees. We discuss a subset of manipulation al
gorithms of specific interest to us, and then describe an improved operator. We then 
show how they have been implemented in BouLIER to realize a state-space store. We 
compare performance results with the FULLSTATE search and discuss how STs compare 
with BDDs. We then present our plans for future extensions of this work. 

2 Experimentation environment 

The GASThN project [Gregoire et al.95] is an international collaboration effort 2 concerned 
with the development of (yet) a(nother) verification toolbox. This toolbox is meant to 
integrate various verification techniques with a unique modeling language, and a uniform 
validation interface between the specification language and the set of verification tools. 

The GASThN modeling language isn't related to any of the standard finite state-oriented 
modeling languages, namely SDL, LOTOS or ESTELLE. It is a small imperative 
process-based language with a restricted type system, non-deterministic iterative and 
selective constructs based on Dijkstra's guarded commands. Communications between 
processes is done either through a multiway synchronous multicast construct or with 

1we have decided to keep the original name of the data structure although it is quite misleading since 
"sharing" (shared) trees are really a graph structure; however we will preferably use the abbreviation 
ST. 

2The partners in the ~ project are J-Ch. Gregoire, INRS-Telecommunications, Montreal, 
A. Rauzy, LABRI, Bordeaux, and D. Zampunieris, Facultes Universitaires Notre Dame de Ia Paix, 
Namur. 
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shared variables. In this model, a STATE is defined as the composition of the value of the 
program counters of each process and of their variables, and of the global variables. 

BouLIER is one of the verification tools of GASlli'l. It is closely related to, and actu
ally inspired by SPIN. BouLIER performs a classical stack-based, depth first scan of the 
interleaved product of the transition systems of each process, synchronized only on mul
ticasts and verifies some properties of the result "on-the-fly", that is, without having to 
first construct the whole state space. Empirical evidence shows that depth-first search is 
superior to breadth-first search for protocols, since non-trivial problems are likely to occur 
in cycles or boundary values [Holzmann91]. A transition corresponds to the computation 
of some function, of an arbitrary complexity, and affects the value of a transition-constant 
number of state variables. The description of all states encountered is kept in memory, in 
a state-space store, to avoid the fruitless re-exploration of parts of the state space and to 
detect cycles. 

BOULIER uses a FULLSTATE search mode as well as a BITSTATE mode, both combined 
with the partial order reduction technique described in [Holzmann et al.92j3. We have 
added a new search mode, which we call SHAREDSTATE, based on a ST encoding of 
state-space store. Further differences from SPIN include several forms of packing and 
simplification on the state store and the stack. 

3 Sharing Trees 

STs have originally been proposed by D. Zampunieris and B. Le Charlier as an effi
cient means to manipulate compacted sets of states. They have been used in a few 
dedicated applications, for example to compute synchronized products of automata, to 
support relational database operations, and for the statistical analysis of the strings in a 
text [Zampunieris et al.95a, Zampunieris et al.95b]. We explore here their use to imple
ment the state-space store of an "on-the-fly" verifier. 

We start here by describing formally STs and some of their original set of operators. 
We shall then introduce a new operator, and show how sharing trees are used in our tool. 

3.1 Theory 

Definition 1 A sharing tree is a rooted acyclic graph (N, V, val, succ) such that N = 
N0 U ... U N~c, k ~ 0, is a finite set called the set of nodes (the nodes are organized in 
layers, N; is the set of nodes of layer i), V is a set of values, val : N ----+ V + {T, .l} is 
the valuation function, succ : N ----+ P(N) 4 gives the successors (i.e. sons) of a node; 
and the following properties hold: 

1. Vi s.t. 0 ::::; i < k, Vn E N;, succ(n) ~ N;+l: each node has all its successors on the next 
layer; 

2. Vi s.t. 0 ::::; i ::::; k, Vn1&n2 E N;, n1 f. n2, val(nl) = val(n2 ) => succ(n1) f. succ(n2): two 
nodes holding equal values in the same layer do not have the same set of sons 5 ; 

3 Algorithms 2 and 3 of that paper have been implemented for experimentation. 
4P(N) is the powerset of N. 
5this comparison is by reference, rather than by value. 
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3. 't/n E N, 't/s1&s2 E succ(n), s1 "f. s2 => val(sl) "f. val(s2 ): a node does not have sons 
with equal values; 

4. #No = 1 and 't/n E N, val(n) = T {::} n E N0 : the first layer N0 contains only one 
element (called the root), the only one with value T; 

5. val(n) = .l => succ(n) = 0 and 
succ(n) = 0 => (val(n) = .l V val(n) = T). 

Definition 2 The elements of ST = (N, V, val, succ) are the tuples of values on all the 
different paths starting from the root node r E N0 and terminated by .l: 

elem(ST) = Set(r), and 't/n EN: 

U Set(s) 
Set(n) = sEsucc(n) 

{ 
{()} 

{val(n)} x USet(s) 
sEsucc(n) 

if val(n) = .l 
if val(n) = T 

otherwise 

In Definition 1, the organization into layers and the first condition allow some opti
mizations in the algorithms since any projection of the set can be directly accessed. The 
overhead required by the structure of layers is small, for STs representing large sets of 
tuples have usually many more nodes than layers. The second condition guarantees that 
there will be some suffix merging of tuples that share equal ends, while the third condition 
guarantees the prefix merging of tuples that share equal beginnings. 

The following ST represents the set {(a,b,d,e), (a,b,d,f), (a,b), (a,c), (a,c,d,f)}. 
Note that tuples of different lengths can be represented in the same ST. Notice the 
repetition of a node with value d in the 3rd layer, because the set of suffixes is different 
for the two nodes. 

. .... ~ .. i 

..... L 
·····;n 

Proof of the canonicity of the representation of a set of tuples by a ST is given in 
[Zampunieris et al.95b]. This implies that the amount of sharing in prefixes and suf
fixes is optimal, and any other ST containing the same information will be isomorphic to 
the first. 

3.2 Operators 

STs support all the operators of set manipulation [Zampunieris et al.95b]. For our pur
poses, however, there are only three basic operators needed, namely membership, inser
tion and reduction. These algorithms were described in [Zampunieris et al.95b]. Usage of 
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membership and insertion is straightforward. Membership is used to detect the presence 
of a state before trying to insert it in the ST, or to detect cycles. 

Reduction however is less intuitive and deserves further explanations. After insertion, 
the resulting tree may become what is called a SEMI-ST. A SEMI-ST is a ST without the 
second restriction in the definition of succ: two equal nodes in the same layer do not have 
the same set of sons. Using the reduction algorithm, the SEMI-ST can be transformed 
back into a ST. Fortunately, the insertion and membership can be safely applied to a 
SEMI-ST just as to STs. Therefore, reduction is only necessary to recover memory 6 . 

Memory recovery during reduction can be substantial. From early experiments, up to 
half of the nodes in the sharing tree can be recycled. 

Because reduction is very costly in computation time, the number of reductions should 
be restricted to a minimum. In the extreme, reduction could be triggered only when 
memory is exhausted. In that case, reduction would practically act like a form of garbage 
collection. 

3.3 Canonical Insertion 

Rather than repetitively trying to recover memory as we run out, it seems worthwhile 
to seek a more optimal and actually quite natural solution. In the search for alternative 
solutions to reduction, we have developed an insertion algorithm which requires no sub
sequent reduction. That is, after insertion, the ST is still in its canonical form, rather 
than becoming a SEMI-ST. 

The canonical insertion operator algorithm gains most of its efficiency from a localized 
manipulation of the nodes around the insertion point of the data. On a one to one corre
spondence, i.e. canonical insertion versus a single insert/reduce, the canonical insertion 
can be much faster and uses slightly less memory. The only cost of the canonical insertion 
algorithm is a logically less obvious algorithm accompanied by a slightly more complex 
implementation. 

An intuitive, but somewhat simplistic explanation of the new algorithm is the following. 
We first search for the longest sharable prefix; then, starting from the last layer, we search 
for the longest sharable suffix. Finally, for the remaining layers in between, we create new 
nodes and then adjust the sets of sons. 

We have built a customized ST package for BouLIER, integrating only the algorithms 
of canonical insertion, membership and the original algorithms of insertion and reduction. 
Early in this project, we did a time and memory comparison between canonical insertions 
and a number n of insertions followed by a single reduction are shown in the table below. 
The implementation of canonical insertion was very inefficient at that stage, but the results 
nevertheless showed that canonical insertion has a lower time complexity except for some 
a priori unknown optimal number of insertions between reductions. This optimal number 
can not easily (if at all) be deduced without repeated executions. Therefore, canonical 
insertion is more advantageous because a wrong approximation of the number of insertions 
can be disastrous and because on the average canonical insertion performs better than 
the original insertion/reduction approach. 

6This may not be true for other applications of STs. 
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Algorithm 
Reduction Freq. 

I Protocol II 
T.M. > 40000 < 1.14 619 1.14 342 1.35 617 2.52 389 1.07 
C.E. > 40000 < 1.53 843 1.53 430 1.77 795 2.94 481 1.37 

G.F.T.P. > 40000 < 3.76 1447 3.76 1502 5.29 4339 10.75 436 3.21 

In this comparison, 50,000 states in total were explored. Times (T) are expressed in 
seconds7, memory (M) in megabytes. 

Clearly, canonical insertion is useful for other applications using sharing trees. It is 
most beneficial for applications that require manipulations of sharing trees in reduced 
form or applications working with a non-trivial number of tuples. 

4 Integration in a verification tool 
We have used STs in BoULIER to implement a state store. We still use the stack based 
state space search mechanism and simply save states reached in the store, and check for 
states already encountered. This approach has the advantage of simplicity. We discuss 
here some of its characteristics in terms of integration, structure, use and performance. 

4.1 Integration of sharing trees 
The code for the creation and manipulation of sharing trees is totally isolated in a module. 
Since BoULIER operates on a fixed number of processes, the instantiation requires only 
three parameters, namely the number of layers, the address of each element (i.e. state 
variable) in the tuple and the size of these element. 

In our context, each tuple corresponds to a complete state. Because we wish to favor a 
maximum sharing in the tree, we chose the elements of the tuple to be single variables, as 
opposed to the state of a particular record or the state of a whole process. These variables 
can be of arbitrary types, including structured types such as records or arrays. 

The mapping of variables to layers is fixed and captured in an association table, together 
with the variable size. This table is computed once at initialization and never changed. 
We will see in the next section how the variable order was chosen. 

4.2 Runtime behavior of STs 

One major advantage of STs is their intuitiveness. It is possible to know little about 
sharing trees and be able to use them correctly. However, in the context of our work, we 
have learned that there are a few basic notions about sharing trees which one must know 
to understand some of the choices we have made in the integration of sharing trees into 
our validator. 

The height of the tree is determined by the number of layers, i.e. the maximum number 
of elements in a tuple. In our case, this is a problem-specific, fixed parameter. 

The number of nodes on a layer (or width) of the tree is a function proportional to 

7 All times referenced in this article were measured on a SPARCstation 5, running SunOS 4.1.4. 
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the number of values an element of the tuple can take. In general, this information is 
unknown at compile time. However, for some of the elements in the tuple (e.g. boolean 
values and program counters), we may have a good indication of their range. 

As opposed to the conclusions of the article [Zampunil1ris et al.95b], we have found that 
for this problem the ordering of elements in the tuple can affect the performance of the 
sharing tree. Experimental results show that, in some cases, it can lead to a significant 
reduction in the runtime performance of sharing trees. This can be easily understood by 
considering extreme cases. Consider the following structure: let the first (n-1) elements 
of the tuple be constants and let the last element (n) be a variable which takes a large 
number of different values in some domain. In this case, the insertion of a new tuple is 
very efficient since the first (n-1) elements of the tuple are part of the prefix which is 
immediately detected and can be shared. 

Now, consider the opposite case where the top of the tree is very large, i.e. the first 
element of the tuple is that variable. In this case, the prefix is non-existent and we need 
to examine all layers from bottom up to discover that the suffix can be shared. 

Therefore, if there is an indication at compile time that a value varies relatively more 
than another, it should be put on a lower layer. Note that changing the order of layers 
once the sharing tree contains tuples is possible, but too costly in terms of complexity, 
time and space to be considered as a viable option. This is however only one part of the 
story. We will see in a later discussion how memory performance can be influenced by 
ordering. 

4.3 Performance 
The following graphs compare the performance of FuLLSTATE and SHAREDSTATE search 
in terms of time and memory requirements. All three protocols used for the measurements 
are non-trivial and are parts of "real" industrial-size protocols. TEl Management (TM) 
and Connection Establishment (CE) are specifications of portions of the standard link 
layer protocol LAPD. GASllN File Transfer Protocol (GFTP) is a specification of a file 
transfer protocol similar to PFTP found in the appendix F of [Holzmann91]. T.M. has 2 
processes and 43 variables, C.E. has 4 processes and 51 variables, while G.F.T.P. has 11 
processes and 189 variables, some of which are arrays. The size of the state vector is 160 
bytes for CM, 148 bytes for TM and 776 bytes fo GFTP. In all the following results, we 
give the number of unique states stored only, not the number of states reached. 

In the first graph (fig.l), we represent how much memory is required to perform the 
validation depending on the number of states of the model. All data is collected on the 
same graph. As we can see, the gain is quite dramatic and shows an increase of up to two 
orders of magnitude8 in the amount of states we can store in a given amount of memory. 

The cost for this improvement can be clearly seen in the execution times. Because we 
advocate the use of SHAREDSTATE for protocols that cannot possibly be validated fully 
with the available memory, the price to pay for the increased confidence in the validation 
process may be justifiable, but only after we have already gained enough experience on the 

8a compression factor of 350 has been observed for GFTP, using 224 bytes and storing close to 4 106 

states. 
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Figure 1: Memory required for state space 

size and the correctness of the model through other means, typically using the FULLS TATE 
and BITSTATE modes. 

Figures 2 and 3 show the evolution of computation time as the size of the state space 
increase. In the first case (fig.2) we use full state representation of state information, in 
the second (fig.3) it is a SHAREDSTATE encoding. 

Notice the different scale between the two graphs. The times are much larger for 
similar state spaces when SHAREDSTATE encoding is used. In all our experiments, we 
have observed linear time growths. 

4.4 Support for verification algorithms 
Some validation algorithms require information stored as attributes of states, e.g. detec
tion of non-progress cycle requires marking states with a special tag. Because of prefix 
and suffix sharing, it is not possible to tag the state itself. However, information can be 
added in an extra layer, i.e. by added a "fake" state variable which holds marking specific 
information. By putting this layer as the last layer, states could still be easily identified, 
the marking nodes could be shared, and the links themselves could be changed easily. 

Another way to solve this problem is to check if a node is on the stack when a collision 
is detected, the way it is done for SPIN in the BITSTATE mode. This may however be 
compute intensive for protocols with long cycle sequences. 

5 Comparison with other work 
The other well known technique for compact encoding of reachability information involves 
encoding the relation in a binary decision diagram, or BDD. We discuss and compare some 
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differences between them and STs. The other approach to the control of the state space 
explosion is the reduction of the state space itself. We will see how this can be achieved. 

5.1 BDDs: some background 

BDDs encode boolean functions into directed acyclic graphs (DAGs). Boolean functions 
evaluate to true or false and are composed of boolean variables and operators. Nodes 
of the DAG represent a boolean variable and vertices are labelled with the values of the 
(boolean) domain. Space reduction is obtained through sharing common subgraphs. 

Various variations on BDDs exist. The must popular form is Bryant's reduced or
der BDDs, or ROBDDs [Bryant92]. By imposing an ordering on the boolean variables 
and guaranteing that each node represents a different boolean function, ROBDDs are a 
canonical representation of a boolean function. 

For our purposes, the other flavours of BDDs of interest to us are Decision Diagrams 
(DDs) [Brlek et al.94] and Zero-suppressed BDDs (ZBBDs) [Minato93]. DDs generalize 
ROBDDs to domains of arbitrary size. Rather than having vertices for values TRUE and 
FALSE, we have them for each value (or disjoint, covering subsets) of the domain of the 
variable. ZBDDs were designed to encode sets through their characteristic function: non
null elements of the set are anded together, and all set elements are ored together (i.e. 
in disjunctive normal form). 

ST compare against DDs, because the domain of variables do not have to be boolean, 
and against ZBDDs, because they encode sets. However, as reported in [Minato93] the 
concept of ZBDDs strongly depends on boolean domains, as is sensitive to the sparcity of 
the set - neither of which apply to STs. 

Let us add then BDDs have proved invaluable in the verification of hardware. They are 
also quickly becoming a standard part of theorem provers. Their usefulness in protocol 
verification has however never been demonstrated. In the rest of this section, we look 
at some characteristics of BDDs 9 and discuss how they compare against STs. In this 
comparison, we focus on the use of these data structures to encode state information. 

5.2 General properties 

Both STs and BDDs have canonical representations. The graph structure is always 
minimal with regard to a fixed ordering of variables and values. The compactness of 
BDDs comes from eliminating variables which do not contribute to the valuation of the 
function and sharing subgraphs. 

STs, on the other hand, always use all variables. Rather than sharing only subgraphs, 
they share the longest prefixed and suffixes in the sequence of variables. The nature of 
their compactness is different, and thus difficult to compare with BDDs'. 

Like DDs, STs support variables with different, non necessarily binary domains. 

9We use the term BODs when the discussion applies uniformly to ROBDDs, DDs and ZBBDs; we use 
the specific name ortherwise. 
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Figure 4: Pathological BDD structure 

5.3 Variables and ordering 
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One critical aspect of the ROBDDs as defined by Bryant is the ordering of variables. 
Depending on the ordering, space and time performance can vary widely, from linear 
to exponential growth in the size of the system. One typical ordering heuristic, when 
a reachability function is encoded, is to alternate variables from the pre- and the post 
state in the function encoding. While not guaranteing linear growth, this usually prevents 
exponential explosion in the size of the graph. The intuition behind this behavior is quite 
simple. Let us consider the encoding of boolean functions over two sets of variables V1 

and V2. Consider also that there is a constraint over elements of set V1 such that all 
variables of the set always have the same value, for all functions. This means that there 
must be a path between these variables for each value of the domain. Now, when these 
variables are adjacent, we need only two paths in a boolean domain. However, when they 
are separated by variables of V2 , then the paths must be expanded to include all valid 
permutations of values of the variables of \12. Figure 4. represents this phenomenon. 

There exists however special functions for which growth is always exponential, i.e. there 
is no "right ordering". A lot of work has gone towards identifying heuristics for hardware 
verification, but little is known about the effect of ordering on protocols. In a documented 
study of the use of BDDs for CCS models [Enders et al.93], it was shown that a BDD 
would grow linearly in the number of processes and quadratically in the number of states 
per processes. Intermediate BDDs could however present worse behavior. 

Since we are encoding states, there is no notion of pre and post-states, and the alter
nance heuristic does not apply. Another, more relevant heuristic is clustering [Bryant92], 
that is, all variables which are logically related should be close to one another in the order. 

ZBDDs allow the direct encoding of a combination set, that is a bitset representing set 
membership, thereby avoiding to encode a relation when all we want is a state. However, 
the study of [Minato93] shows that their advantages over ROBDDs drop when encoded 
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sets are not sparse, which is the case in our problems. They suffer from the similar 
ordering problem. 

For a ST encoding of the previous BDD example {figure 5.) it is clear that STs present 
similar pathological behavior w.r.t. variable ordering, although the resulting effect isn't as 
dramatic. The worst case requires less memory for STs (more nodes but much less links) 
as opposed to BDDs. It is thus necessary to cluster strongly related variables. Ideally, 
of course, if some state variable v; is always definable in terms of some state function 
f s.t. V; = f(vo, v1, ... , vn), then v; shouldn't be in the state vector in the first place! 
However, in protocols, since we want to transfer information and deduce operational 
state, it is often the case that parts of the state information of one process is mirrored in 
another. According to our empirical rule, such variables should be adjacent. 

The following table compares the coding of the good and pathological cases for DDs 
(coded in Toupie) and STs. 

I Comparison I 3 3 Patho 4 4 Patho 5 5 Patho I 
cpu mem cpu mem cpu mem cpu mem cpu mem cpu mem 

toupie 1.13 2.7 - - 1.95 3.2 - - 3.05 4.2 - -
Boulier <1 .011 1 0.31 18 0.25 19 2.5 308 0.28 293 23 

The results show the much lesser sensitivity of STs to ordering, compared to the dismal 
behavior of DDs, characteristic of BDDs in general: already with 3 interleavings, we were 
running out of memory, on a 96Megs machine! However, even though the performance 
of STs is always superior in memory use, we can also see that their time performance 
is certainly much worse in the best case. A comparison with another tool seems to in
dicate that it is more a matter of how we use them than any intrinsic inefficiency. Of 
course, this is not the whole story. Toupie encodes a relation and not the characteristic 
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function of the state. On the other hand, another ST based tool, AUTOMATA ANA
LYZER [Zampunieris et al.95a] gives better performances then BDDs, but only computes 
reachable states, and without performing the reduction of the ST. It nevertheless gives 
us the intuition that better performances can be achieved with STs. 

Another phenomenon of interest in STs is the influence of the size of the domain of the 
variables and their relative importance. We have already mentioned this phenomenon. 
We haven't found any similar analysis for DDs. 

5.4 Encoding 

The standard (RO)BDD library interface manipulates BDDs only. A state must first be 
transformed into a BDD, then this BDD must be combined with another one holding the 
current global state. The BDD representing the new state is then discarded, as can be 
parts of the old global state BDD. Encoding of the state thus requires work in coding and 
memory management, which is not the case with STs. Since all variables contribute to 
the state, a generic data descriptor which holds references to values is used to describe 
the new state value. This information is static: only values change. It is also generic. 

For this reason too, there isn't any memory to recover from the encoding. Like BDDs, 
however, some memory can be released by the reorganisation of the ST. However, this 
memory is homogeneous and is managed explicitly when the graph structure is changed. 
There is no need for garbage collection. 

5.5 Operations of the data structure 

STs use layers, and every layer contributes a value to the tuple. It is thus easy to 
extract fixed length prefixes and suffixes, or to project the state information on a subset 
of its components. Furthermore, variable length state descriptors can be realized. Similar 
facilities in BDDs require computations on the entire structure. 

In conclusion, we see that, for our specific purposes, STs present advantages over BDDs: 
the memory management is simpler, they are more memory efficient and can be more 
speed efficient, they are easier to use and carry a lower overhead. They however also share 
some of their limitations in terms of the sensitivity to variable ordering. Nevertheless, 
we consider that these techniques are not in competition but rather that they apply to 
different and complementary application domains for which they are well tailored. 

5.6 Other techniques 

In the most extreme case, it can be shown that a full search can be performed storing 
only the states on the stack. Practically however, experimental studies have shown that, 
to avoid an exponential increase in search time, one need to keep at least a third of the 
state space in memory [Coucourbetis et al.92]. Sharing trees have much more significant 
compression results. The growth in execution time also appears to be much better than 
for caching techniques, although this should be investigated more closely. 
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On the other hand, when combined with partial order techniques, caching techniques 
can achieve more dramatic results, as shown in [Godefroid et al.92]. Such results are 
better than what can be obtained with sharing trees, but their effectiveness depend on 
the efficiency of the partial order method itself, which varies between problems, as shown 
in the article referenced. Sharing trees do not have the same limitation. We can consider 
the methods to be complementary. 

Partial order techniques can also be combined with sharing trees, since this technique 
is orthogonal. We haven't gauged yet what the effectiveness of this combination could 
be. This study, and the comparison with the combination of space caching combined with 
partial order reduction will be the subject of future work. 

5. 7 Trade-offs 

From our results, we can see that the choice between the different major encoding families, 
FULLSTATE, BITSTATE or SHAREDSTATE is not clear cut. Each have their advantages 
and disadvantages. The choice is thus more a matter of verification method. A FULL
STATE search should be done whenever there is enough memory to do it. Otherwise, we 
will perform a BITSTATE search to get a general "feel" for the behavior of the model, and 
then try a SHAREDSTATE search if we have enough memory. But, because it is precise, 
it definitely is a valid addition to BOULIER. 

6 Future Work 

Although our current implementation has witnessed speed improvements of several orders 
of magnitude, to the point that we can easily verify systems of several millions of states, 
improvements are still required. There is a very large number of allocation and dealloca
tion of nodes in the reorganization of the tree, and potentially redundant manipulation. 
We need to look into this matter in more details. 

These are several enhancements related to the integration of sharing trees as an alter
native state storage method. For example, we have not experimented with other parti
tionings of tuples. Although the tuple elements could be the whole state of processes, we 
do not believe that this is a good idea because the tree would be far too wide and would 
dramatically increase the time for node look-ups on a layer. However, there are alternative 
partionings such as grouping variables which have small domains, e.g. enumeration types. 
At the other extreme, we must also consider the complete explosion of data structures 
into elementary components. 

As mentioned earlier, there is a need for research on the use of variable dependency 
analysis to help determine an optimal ordering and clustering of variables. Preliminary 
work would indicate that another order of magnitude in speed and storage can be gained 
with the protocols we have studied. 

Previous experiences with STs have shown that we might be able to achieve much 
better time performance by working directly on the structure rather than using it as a 
store only. Using a fixed point algorithm, we could easily compute the reachability set 
of the protocol, as is done with the AUTOMATA ANALYZER. This, of course, would be a 
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breadth first search, which has the disadvantage of being incompatible with our current 
set of verification algorithms. This is nevertheless an avenue that we must pursue. Much 
better performance might alleviate the fact that we do not perform the more verification
efficient depth first search. 

The "prevailing wisdom" in protocol verification 10 is that protocol verification is not a 
suitable application domain for BDDs. It would be useful to understand which protocol 
structures induce bad BDD behavior, and see exactly how STs fare comparatively. 

7 Conclusions 

We have described how a new data structure for tuple encoding has been used to imple
ment a compact state store, without loss of information. The experimental results show 
that the technique is useable in practice, although execution times are not low enough for 
interactive use. We have achieved linear time and space behavior w.r.t. number of states 
in the validation of complex protocols. We have also observed a compression of 2 orders 
of magnitude in the amount in memory used, when compare to holding full, non coded 
state information. This means that it is feasible to do a complete analysis of systems 
comprised of several million states with a 32Mbytes system. 

It appears that, for protocol verification, STs would perform better than BDDs, al
though more work remains to be done to fully substantiate this claim. Nevertheless, 
the techniques have intrinsic differences and each their own domain of application. We 
propose that protocols are closer to the ST domain. 
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