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Abstract 
We present a way of analysing a socio-technical system (i.e. one which contains both human 
and mechanical components) for a certain class of undesired charactedstics including secudty 
breaches, privacy violations, errors being inserted into databases, and the like. We illustrate 
our approach by means of a case study involving communicating public administrations 
which we have been studying. We outline a number of options for constructing solution 
strategies to these problems. 
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1 INTRODUCTION 

One conventional picture of database security looks like this: 

Figure I: Context or Data Protection 

where the exclamation symbol represents some set of security mechanisms (e.g. access 
control). The idea is that security is a way of protecting the data in the database from a 
malicious, casual or careless user. This is a data-oriented view of database secudty. 

D. L. Spooner et al. (eds.), Database Security IX
© IFIP International Federation for Information Processing 1996
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But what about the user'? What about protecting the user from malicious, casual or careless 
data in the database'! Isn't this a database security issue as well? Isn't there a user-oriented 
view of database security? Figure l can be seen in two ways: 

The data is protected from the user who is 
considered a hazard (a source of threat). Tile 
data is secure. 

The user is protected from the data which is 
considered a hazard (a source of threat). The 
user is secure. 

Most people in the database security community consider only the first of these as being what 
database security is about. In this paper we want to examine the second viewpoint. In 
particular, we are concerned with finding a representation that includes both the user and the 
database which allows analysis of the hazards posed to the user by misuse (accidental or 
intentional) of the data. If it turns out that the abstractions and representations developed 
allow us to analyse a system from the first viewpoint as well. then this will be considered an 
added bonus. 

To see why the second viewpoint is important, consider the following horror story, as told 
by Stamper [Stamper 1985]: 

A local government in a certain country had one simplified system generating 
bank cheques to pay for repairs to dwelling houses certified as "unfit for 
habitation". Another separate system registered the state of dereliction of property 
for urban planning purposes. the bottom category for residential property being 
"unfit for habitation", and maps were produced to help locate areas for 
redevelopment. Also, in this country there was a law giving local government 
powers of compulsory purchase at about the price of cleared land in areas 
designated for redevelopment. 

The two computer systems were quite innocuous individually. But then, along 
with many others. they were converted to run using a shared database; no-one 
noticed the risk involved; indeed the case for the DBMS included the money 
saved by not having the houses inspected by staff from both the social services 
and the city engineer's departments. The danger was that short-term problems of 
poor housing would be tackled by maintenance grants only to create long-term 
problems for the disttict by causing it to appear on planners' maps as 'derelict' . 

Semantics accounts for this difficulty because "unlit for habitation" means one 
thing for the immediate problems of a family living in a dilapidated room, and 
quite another on the time scale or urban renewal, where the underlying fabric of 
the building is of more concern than a loose tile or remediable rising damp. 
However, this problem caused by semantics did not matter greatly because the 
maps were only used by planners and planning procedures ensured a careful 
appraisal of the 'improvement' option. 

In due course, though. political pressure, to make the property market more 
efticient and bting down costs, changed the situation. Lawyers, needing to search 
records to establish title, land charges and potential planning decisions, pressed 
for a free tlow of information between the land registry and the planning 

1 The word "user" almost always is an indication of an unanalysed concept. So it is here, deliberately so. 
Sometimes we may me<m the agent who queries a database, but more usually we mean the data subject about 
whom the database contains information. 
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department of the local government. In a gesture towards the freedom of 
information lobby, this link was made. 

The opportunity was seized by a software house to produce an expert system 
which was bought by all the int1uential estate agencies to help clients make 
pricing decisions. From the estate agents' files, information was available on 
prices asked and paid, and on state of houses selling in different areas. The expert 
system made a good job of reasoning on the basis of these data, helping the estate 
agents to increase the volume of property transfers especially in areas where 
values could be shown convincingly to be falling. Run-down but basically sound 
19th century houses were purchased by potential developers who ensured that the 
'improvement' option ceased to he viable. The result, sadly ironic, was that the 
social workers, by using the law to help families with short-term repair problems, 
had accelerated their displacement from familiar neighbourhoods, and even into 
homelessness in some cases. 

What are we to say about this? One way of telling the story is to say that this is nothing to do 
with security, that it is a case of misinterpretation- that the meaning of the term "unfit-for
habitation" was different in two different contexts, and that a better systems analysis job 
would have claritied the issue. 

Well, yes and no. Yes, it is the case that the basic failure was something to do with 
misinterpretation; but no, it is not the case that it is nothing to do with security. From the 
point of view of those who were rendered homeless, the system was not a secure one. It failed 
to protect their secmity. 

To see this, we will start from a definition of "secure system" which, although not the 
usual one, does seem to capture the essence of what we mean by the term [Burns, McDermid 
et al. 1992] : 

A secure system is one which will not give others the means to cause loss or harm, even !fit 
ails. 2 

In this sense, the housing database was insecure, since in the presence of the failure mode of 
misinterpretation, it gave the authority the means to cause people the loss of their homes. 

The picture suggested by the story needs to have two "users": one who writes the attribute 
"unfit-for-habitation" and one who reads the attribute (and subsequently misinterprets it). So 
a better picture of database security looks like this: 

.~., I 
Figure 2: Context of User Protection 

where the question mark items might be considered as protection mechanisms designed to 
prevent misinterpretation, but in fact turn out to be things of wider scope. 

The reason for widening the scope is that it allows us to deal with a wider class of 
potential breaches of security, basically those concerned with problems of federated 
databases (an area of increasing impmtance, and one which can give lise to new forms of user 

2 We arrived at this definition by extension from a fairly standard detinition of a safe system: 
one which will not cause loss or hann, even if it Jai/J. 
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insecurity, as the story shows). Also, the definition suggests that the failure modes of the 
system are at least as important to analyse as the normal modes. 

Another point that comes out from the story is that maliciousness is not an issue when it 
comes to protecting the user. The question of maliciousness may arise when it is the system 
that is to be protected; but when the user is to be protected against misinterpretation, it hardly 
matters whether the misinterpretation is malicious or not. All that can be done is to reveal by 
analysis the possibility of misinterpretation; it is then up to the user to decide whether or not 
to accept any possible risk. (Of course, the data subject is often not in any position to do the 
analysis or to evaluate the risk; this should be, but often is not, done on their behalf by the 
system designer. However, this is a social issue which, although of vital importance, cannot 
be addressed here.) 

Our approach does not claim to solve the problem of database security. This paper is 
about analysis of potential insecurities and other forms of error, not about their solution. It is 
not about what mechanisms, automated security policies etc. are to be implemented in the 
database, but what real-world failure modes (security violations) the mechanisms may be 
expected to have to deal with. However, in the tina! section, we briet1y examine a number of 
options for a solution strategy. 

It is important to remember, however, that throughout the paper we are equally concerned 
with protecting the data from the user and protecting the user from the data. Our approach to 
analysing systems for insecurities is equally well capable of dealing with both - indeed it 
was the one-sidedness of conventional approaches to the data-oriented view of security (as 
opposed to the user-oriented view) that was a major stimulus for our attempts to rethink a 
basis for database security. 

One final introductory issue is that of representation. If security is seen solely as a matter 
of protecting the data from the user - i.e. as a property of the technical component of the 
socio-technical system - then the best form of representation for analysis is probably a 
formal one. However, it is not the case that a formal representation is the best one for 
analysing a system for security breaches where the issue is one of protecting the user, the 
reason being that the problem is almost always one of misobservation, misinterpretation or 
misdeduction. So we want a representation that enables these faults to be detected. 

A related question is one of completeness of the representation. A system whose purpose 
is to protect data probably can be made completely secure with respect to a given set of fault 
hypotheses. But when it is a matter of protecting the user from the data, it is equally probable 
that no system can be secure (or rather, the users cannot be secure from the system). What 
matters is that an analysis is performed on the system treated as a hazard so that a risk 
analysis can be perfmmed. Thus what is impmtant is that the hazard analysis be as complete 
as possible, not that the user is secured from all the hazards. A later section of this paper will 
indicate in general terms the options which exist for making a decision based on the risk 
analysis. 

So this is really a paper about modelling. There are many approaches to security 
modelling, ranging from knowledge-based system-like representations, through models based 
on the control engineering metaphor to formal models based on mathematical abstractions. 
each has its advantages and disadvantages. It is difticult to achieve, with just one model and 
modelling approach, both a rich representation of the components of the system and the 
relationships between them and a clear means of visualisation of the security faults that might 
occur and the countermeasures that would prevent those faults from becoming failures. (With 
a rich model, one must usually interrogate or analyse- not simply visualise- the model to 
test for particular properties.) In addition, all models are necessarily simplifications, drawn 
from a particular perspective which emphasises certain features while ignoring others. So 
their validity, or more precisely the validity of conclusions drawn from them, is always open 
to question. 

This paper presents a modelling method which is intended to have the following properties: 
• it is designed from the perspective of protecting the user, not protecting the data; 
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it is intended to present a f01m of visualisation that emphasises the communications 
and communicating entities in the system (as opposed to, for example, the functions and 
functional entities); 

it is intended to demonstrate the possibility of certain kinds of failure mode, not to 
show that they cannot occur or how they might he prevented. 

The rest of this paper is structured as follows. Section 2 provides the conceptual basis for our 
approach. Section 3 gives an example we have been working on in connection with a recent 
programme concerned with investigating the federation of certain domains of public 
administration in the European Union -in this case, the federation of (some of the) inland 
revenue services in the separate member states. Section 4 examines, in the light of the 
preceding sections, the notion of a federated database and outlines options for solution 
strategies to this sort of problem. 

2. THE CONCEPTUAL BASIS: MESSAGES AND COMMUNICATION 

The strategy we shall adopt is, in outline, as follows: 
i) We shall define the abstract syntax of a message, and of a communication. A 
computer system will be seen as a means of enabling human communication through the 
passing of messages. 
ii) We shall provide a complete enumeration of possible types of failure mode of 
messages and communications. Security analysis then consists of attempting to identify 
all the instances of messages and communications in a system (this is the hard part!) and 
analysing the defined failure mode for each instance. 

2.1 Messages 

The abstract detlnition of a message is: some text passed from a sender to a set of receivers 
over a channel (maybe more than one simultaneous channel, as in multi-media). No further 
elaboration of the primitive terms (in bold) will he provided here. We shall leave the 
definition of communication until Section 2.2. 

receivers 

I channel(s) \ 

Figur~ 3: A Mes.~age 

This detinition allows us to enumerate the possible failure modes of a message: 
The apparent sender (as seen by a particular receiver) might not be the same as the 

real sender. 
The set of real receivers might not be the same as the set of receivers intended by 

the sender: some intended receivers might not receive the message and some unintended 
ones might. 

The text received by a particular receiver might differ from the text intended by the 
sender. 
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There are a number of authorisation failure modes, all of them being some form of 
the sender not being authorised to send that text to a particular receiver. 

There are a number of sequencing errors over an ordered set of messages: message 
loss, message duplication, message pe1mutation. 

The communication channel might block or might not have enough capacity. 
The communication channel might suffer from a number of timing faults (messages 

delivered too late or too early). 
For a message whose text is delivered over a number of channels (e.g. multi-media), 

there is the possibility of synchronisation errors between the channels. 

Our claim is that the above enumeration is complete, in the sense that any failure of an 
instance of a message (as defined) in a system can usefully be put into one of the above 
categories. The word 'usefully' implies that sometimes there may be a choice of which 
category to use. A formal theory of messages might be able to prove completeness of the 
enumeration, though we haven't tried. 

2.2 Communication 

Communication is a more subtle notion. The basic form of communication is an intention 
(i.e. a human interest, that which is to be communicated) being mapped by a particular 
stakeholder (the speaker) using a process we shall call generation onto a set of messages, 
which are then sent to a set of other stakeholders (hearers) who use individual processes of 
interpretation to reconstruct the original speaker's intention. Again no further elaboration of 
the terms in bold will he provided. For example, encryption can be considered one form of 
generation and decryption as the corresponding interpretation. 

But there is more to communication than that, since we have to explain these unanalysed 
intentions. Our model is that the speaker's intention arises as a result of an observation of 
states of affairs in the speaker's world, and that a particular hearer's reconstructed intention 
results in the hearer adjusting the state of affairs in the hearer's mDdel of the speaker's world. 
This model may be computational, or physical, or cognitive. Sometimes it may be the same 
as the speaker's world itself, but this is not always the case. We shall call this latter process of 
adjustment a deduction process. 

Figure 4 is a summary of our communication model. Note that it defines three domains 
(knowledge, data, information), for later convenience.This allows us to enumerate the 
possible failure modes of a communication, other than those that can be categorised as 
message failures: 

The reconstructed intention might not be the same as the original intention. 
Sometimes (but not always) this can be identified as a failure in generation (the messages 
do not cmTy the intention) or a failure in interpretation (the messages carry the intention 
but this does not get through to the hearer). Sometimes the generation and interpretation 
functions might not be mutual inverses. 

The original observation might be incorrect (not correspond to reality in the 
speaker's world). 

The intention might not capture the original observation correctly ("What I said was 
... and this was mapped onto the messages correctly, but what I m<'ant was ... "). 

The deduction process might be faulty: the hearer makes inappropriate adjustments 
in the hearer's model. 

The hearer's model might be inappropriate: the hearer has chosen the wrong 
selection of state variables to select for representation, or to ignore, in constructing the 
model of the speaker's world. 
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intention 

state of affairs in 
the world 

COMMUNICATION 

('-.. ge•1~.:.~~.i:.i~.n-•),....---l..,~ll messages II 

KNOWLEDGE 
DOMAIN 

DATA DOMAIN 

Figure 4: Conununication 

reconstructed 
intention 

state of affairs in 
a model 

..,(/{., .. in•t•er•p•re.ta•t•io•n .. \ function 

INFORMATION 
DOMAIN 

We can now draw up a template which will be used for the categorisation of possible 
message failures, as follows: 

HATA HOMAIN FAILURES 

messa&e failures ' se<1uence failures 

"i~~fl;pptJ;~I!,~S~I!,der~J~i~~nwt~h ... itJstmessage ~ 
~eal/inten~Je~J!ec.e.ivermismatch . ~ '· Juplicttle message 
sent/received text mismatch permutatian errar 
authorisation errors 

channel fai!l!!"eS 
blocked channel 
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Similarly we can set up a template of communication failure modes, as follows: 

}(;1'!()\VLEPGE D(})\jJ\II'! ~t\II .. ULU:s. INFORMATION DOMAIN };"t\!~URE§ ·--~··~ 
observation errors d~duciifm e;;ors 
~f~i.Ji.eLfi..i!iiif!~:!;!!!;~·-.:~~.~~~. : -····· h~ar~r ~.C.~!!!tr~~fi~;;;~!j===~·m··m· -·----! 
ge'!!!!!fi'!'!.f!'J:.l!!L. ~··m·~·-·· /'' ................... . int~pr:eklJl'!!! ~':':'!!S -·~-······-::-------I 
}{e!!.f!!!!ti.Of!J!f!t.f!!!'!r.s!'.'!nnJ!!!:.J!!~'!.kltif!ll............ . .......... tnte!P!:.f!'f.tli'!'!. no!.i!!.Ff!t;.Se_ ()[.ge_nf!!J!.ti!!..ll.~~~

model/ing errors 

We can now indicate how we propose to carry out a vulnerability and threat analysis. 
Vulnerability analysis consists in identifying all the instances of messages and 

communications in the system in the terms we have outlined and using the templates above to 
identify the various failure modes for each instance. 

Threat analysis consists in deciding whether each vulnerability is exploitable, given the 
domain knowledge or hypothesis that is being assumed. (A threat is always a threat with 
respect to an assumption.) 

At this stage it might be helpful to review the major kinds of error whose possibility might be 
revealed by our analytical method. 

The data domain is basically about security breaches. A security policy is a policy over 
messages, detailing which of the various kinds of data domain failure shall not occur. Access 
control policies govern what counts as authorisation errors, data integrity governs what 
counts as sent/received text mismatch, lost, duplicated and permutation errors, and denial of 
service governs what counts as blocked channels, insufficient capacity, synchronisation and 
timing errors. 

But our extension to the knowledge and infmmation domains widens the scope for further 
classes of possible failure. For example, encryption and decryption can be seen as particular 
cases of generation and interpretation respectively, and interpretation/generation mismatch 
means that (for whatever reason) the decryption key is not the one intended by the encryption 
mechanism. But there are other forms of generation and interpretation, such as certain 
operations undertaken on a database application program. 

Examples of speaker intention en·or are when "accidental" errors of fact get inserted into 
a database, and hearer reconstruction errors occur when the information presented is misread 
from a computer screen (and let no-one say that this does not occur!) 

An example of a deduction error is when someone who is perfectly healthy volunteers as 
a control in the test of an anti-HIV drug. Obviously that person will have been tested at some 
stage and recorded as having undergone a HIV test. This may later cause someone (e.g. a 
medical insurance company) to make a misdeduction as the insurance risk represented by that 
person. 

This can be seen as a form of privacy violation. In general, a privacy violation occurs 
when information associated with one role of an individual in society is associated with 
another role that the individual holds, against the wishes, or to the detriment, of that 
individual. Another example of a ptivacy violation is if infmmation relevant to an individual 
as a patient in a hospital is associated with that individual as a presidential candidate. 

In fact we would see this second example of privacy violation as a modelling error rather 
than as a deduction error. In the first case, the deduction (this patient has a medical history) is 
incorrect; in the second case, the deduction is correct but may be irrelevant, the question 
being whether a model of a presidential candidate should or should jot have a state variable 
representing medical history (or alternatively whether a model of a medical patient should 
have a state variable representing political aspirations). 
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3. AN EXAMPLE 

The main focus of the application on which we have been working and applying our approach 
is to allow queries to be passed from one tax authority to another in those cases where the 
taxable individual and the taxable situation or resource exist in different countries. 

ownership or 

submissions liability 
assessments 

assessments 
demands 

Figure 5: Communicating Inland Revenue Services 

demands 

There is an assessing agent in each of these countries with a database of tax records and 
national tax rules. In addition there is a set of common rules generated by OECD. 

Either of the assessing agents may exchange submissions, assessments and demands with the 
taxpayer. 

The conversation that we shall examine is that between assessing agent~. which takes the 
form of the generation and transmission of a request, and a response. 

Exchanges may he initiated in one of two ways: 
1) An assessing agent in the country of tax liability may request relevant information 
from the assessment agency in the country where the information may he obtained. 
2) An assessing agent may detect information which there is a duty to report. 

We start by examining the responsibilities of the assessing agents. The most important of 
these responsibilities is to ensure that all tax due within their domain of authority is 
quantified fairly, in accordance with the rules. There is a secondary obligation which entails 
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responding to requests for information from foreign assessing agents in a timely and 
conscientious way. 

A specitic act of assessment involves the interpretation of historic data from the local 
database, the completed forms submitted by the taxpayer, the reports of foreign assessors, and 
the national rules. 

3.1 Knowledge and Information Domain Failures 

These are concerned with the interpretation of the available information resources and the 
generation and interpretation of messages. Faults on the information resources themselves 
(e.g. erroneous records in the database or lies in the tax return) are outside the scope of the 
system. 

Observation errors relate to whether the generator of the message - either a request for 
information from a foreign assessing agent or a response to a request - interprets correctly 
all the appropriate information: the records in the database, the information in the returns, the 
rules and policy, the originating request (in the case of a response). These are the 
"observations" which form the context of the generation of a message. From the point of 
view of the interpreter of a message, the assessment is whether or not this agent would have 
made exactly the same assessment on the basis of the same information. A failure of 
observation is a matter of the professional competence of the tax officers, and the main 
countermeasures are training and supervision. (The latter may be relevant to the informatics 
solution which may he required to support the recording and auditing of exchanges within the 
system.) 

Speaker intention errors address the question whether the assessing agent made a fair 
assessment. The cause of failure may be corruption or dereliction on the part of the tax 
ofticer; selection and supervision are the appropriate countermeasures. 

Generation and interpretation errors relate to the issues of whether the generator expressed 
the assessment which was arrived at and whether the hearer made the intended interpretation. 

Hearer reconstruction errors relate to whether the hearer has an understanding of the tax rules 
in the country originating the request or response, and deduction errors relate to the correct 
framing of a response with respect to those rules. Training is the appropriate countermeasure 
here. 

Modellinc errors will occur if there are inconsistencies in the implementation models of 
taxation in the two countries involved in an exchange. The OECD rules and guidelines must 
be relied on to avoid such failures. These rules are also intended to address issues of 
consistency in interpretation and coditication of taxation policies, since codification is one of 
the most insidious sources of damage to users, since the interpretation of codification is very 
culturally dependent. 

3.2 Data Domain Failures 

Message failures 

The consequences of real/apparent sender mismatch depend on the patticular message. In the 
case of a request for infmmation this will result on wasted resources in the corresponding tax 
office, could result on incorrect data being recorded in tax records, but would require further 
failures to achieve misapplication or avoidance of tax. On the whole, sender identification 
errors will simply cause subsequent confusion. 
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ReaUintended receiver mismatch has the potential top damage the taxpayer, for example 
through leakage of information to other agencies. 

Sent/received text mismatch represents a significant threat to all parties, particularly in the 
area of numeric data and identities, resulting in incorrect assessment, the introduction of 
faulty records, and significant management and operational effort. 

Authorisation errors are of internal significance to the tax authorities, They result in the 
generation of spurious, unnecessary or unforeseen requests and notifications. The indirect 
consequences could be significant for the tax p[payer )as for example when a non-tax related 
administration passes on information about a citizen to the tax authorities). 

Sequence failures 

Lost messages cause an overhead to the sending party and have quality of service 
implications for taxpayers and other offices. 

Duplicate messages are the same; and may result in faulty records if not detected. 

Permutation errors are not applicable in the case of simple request-response exchanges. 

Channel .failures 

Blocked or jnadeguate channels result in delay, inefficiency and degradation of quality of 
service of the tax oftice both in relation to the taxpayer and also in relation to other national 
offices. Since the time-constant and periodicity of tax is usually measured in months, 
however, this may not have significant additional consequences. 

Timing and synchronisation errors result in communications costs only and do not have 
additional consequences beyond the generation of failure messages. 

3.3 Summary 

Perhaps some of the above assignments are a bit arbitrary, or could have been otherwise 
categorised. This does not really matter. What matters is that a systematic way is found of 
trying to generate as many different failure modes as can be conceived. To repeat, what we 
are advocating is a method which 

detines a model of messages and a model of communication; 
detines possible failure modes in terms of those models; 
instantiates the models wherever they can be found in the system to be investigated; 
for each instance, decides on suitable interpretations of the previously identified 

failure modes; 
for each interpretation of each failure mode, decides whether the security risk 

exposed should be prevented or the threat removed, masked (e.g. by insurance), or 
accepted. 

It would be a mistake to think that the perspectives of messages and communication which 
we have presented are the only perspectives on an information security system from which a 
vulnerability and threat analysis could be performed according to the above process model. 
There are at least three other perspectives for which models need to be developed for a full 
security analysis of a system: behaviour, structure, and enterprise relationships (and possibly 
substance might be a fourth). In our previous work in this area [Dobson 1988], we suggested 
that from the point of view of analysis of security vulnerabilities, behaviour might best be 
modelled by some form of Petri net and structure was best considered in terms of a 
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composition of trusted and untrusted components. We have also previously dealt with the 
enterp1ise relationship perspective at some length [Martin and Dobson 1991]. But revisions 
of these, and an investigation of substance, might be for other papers. What we want to do in 
the remainder of this paper is to consider some further implications of our message-and
communication perspective for the understanding of security issues in federated databases. 

4. THREE PERSPECTIVES OF A DATABASE 

Although the view of a database as a repository leads the designer to certain mechanisms for 
the protection of the data from the user, it does nothing to suggest mechanisms for protecting 
the user from the data. Other views of a database are possible, of course: the database as a 
medium of communication, the database as a model of the world (and its inverse, the world 
as a model of the database, which is not as stupid as it sounds!), the database as 
communicating entity. We shall briet1y look at each these in turn. 

4.1 A Database as a Communications Medium 

A database can be seen as a communications channel with certain characteristics (duplex, 
buffered, indirect, lossless and so on). In this view, the data in the database form a set of 
abstract messages, with all the failure modes that messages have. We can analyse the security 
failure modes of a database in the same way that we can analyse any other communications 
channel [Dobson 1988]. 

4.2 Databases and Models (~l the World 

There are two distinct views of the relationship between a database and the world: the 
database contains a model of the world (the usual view) and the world as a model of the 
database. This inverse view is not as paradoxical as it might seem. Consider for example the 
well-known difficulties of correcting errors of fact in credit reference databases, where the 
reality of the 'facts" in the database takes on a life of its own. 

Hum<m-Database communication: the database is the model 

But a database also contains a model of the world. This means that the gathering and entry of 
data is an example of communication, with all the failure modes that communications are heir 
to. Our picture of communication can explain the stages at which lies, half-truths, 
misunderstandings and so on can get entered into a database. 

Database-Human communication: the database is the world 

So of course, when later on someone extracts the data from the database, the data is playing 
the role of the state of affairs in the world; the database is the world which is observed. The 
hearer reconstructs a model of the world as this is represented in the database. One example 
of this in our hoiTOr story is when the estate agent devalued a house on the grounds that prices 
in that area are falling because the area was becoming unfit-for-habitation, according the 
database of house infonnation. 

4.3 Databases as Federating Entities 

Federation introduces some new twists to the story, because now the chaining of 
communications allows databases to play both roles: the state of affairs in the world and the 
model of the world. The expert system in our story reading data on house prices is an 
example of this. We retum to the horror story with which the paper opened. 
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Initially, there were two databases, which we will put back-to-hack but with a firewall 
between them: 

HOUSING 
SYSTEM 

FIREWALL 
PLANNING 
SYSTEM 

property values 
and state of repair 

marked for 

property values 
and state of repair 

KNOWLEDGE 

"unfit for 
habitation" 

INFORMATION 

DATA 

"unfit for 
habitation" 

INFORMATION 

DATA 

Figure 6: Separate Databases 

KNOWLEDGE 

When the firewall was removed, the two information domains were in effect collapsed into 
one, with the result that interpretation was no longer the inverse of generation. 

The part of the story containing the estate agents can be visualised thus: 
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and this is of course a classic feedback loop, since there is no reality check in the system. 
With the right sort of animation tool, with differently coloured domains corresponding to 
what is in a database and what is in the world, it is possible to show how the system is 
misbehaving as a result of observing the wrong thing. This sort of feedback loop is typical 
result of federating databases, and can be investigated using models based on the control 
engineering metaphor. 
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The fact that the representation has here to be done, inadequately, on static paper, instead of 
dynamically with computer assistance is of more than passing interest. Analysing the 
federation of databases for possible security Haws from a user-oriented view of security, is 
not the same as doing the analysis from a data-oriented view of security. It would be nice if 
there was something analogous to access control which played the same role in protecting the 
user from the data as access control plays in protecting the data from the user. Unfortunately, 
though, we don't think there is; and the basic reason is that whereas access control is 
syntactic3, interpretation control is semantic4. 

When we say that access control is syntactic, we mean not only that it is rule structured, 
but also that it operates at a level where there is a deterministic procedure to decide what is, 
and what is not, permitted. In this sense, it is characteristic of a set of procedures whose 
intention is to prevent failures, the assumption being that deterministic procedures can be 
invoked in advance to divide the state space of the system into permitted and not-permitted 
states. If this division is possible a priori, then essentially the problem of constraining the 
system to the permitted set of states is (in the sense we are using the term) a syntactic 
problem. 

But not all problems, and particularly not the problems of protecting the user from the 
data, are syntactic problems. This is why such problems can never be completely 
systematised. (For example, whether and when a terminally ill patient should be allowed to 
know that fact, is a matter of medical judgement.) Such problems are often more significant, 
which is why we have termed them semantic problems. It may not be possible to avoid 
failures in dealing with such problems, and alternative strategies must be used: these are 
prevention, tolerance, recovery and acceptance. 

5 SECURITY MANAGEMENT POLICIES 

Very few, if any, current theories of information security are capable of reasoning about users 
as being the objects that the security policies are designed to protect. The usual assumption is 
that it is access to the information that is allowed, or not allowed, and that is the end of it. A 
corollary usually is that if access is to be prevented, it must be prevented at all costs, and 
hence the need for such expensive guarantees as the provable correctness of an 
implementation of the access control policy. 

But the "at all costs" assumption is unrealistic. In practice, an organisation has the choice 
of the following options: 

protect the object by reducing the vulnerabilities in the system and ensuring that the 
protection control system works (faultS avoidance) 

reduce the threat by containing the enemy so that the very possibility of exploitation 
of vulnerabilities is prevented (fault prevention, or strictly speaking, failure prevention) 

reduce the risk to exposure by so arranging things that a single attack cannot result 
in total loss (fault tolerance) 

ensure that if loss occurs, some recovery or compensation is available (fault 
recovery, or sttictly speaking, failure recovery) 

3 from the Greek cruv + 1:acrcrnv, to arrange (with the connotation of according to a rule). 
4 from the Greek <1TJJ.lCXVnKocr, significant. 
5 a fault here is a weakness in the system tlmt might possibly result in a security breach. 
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accept the risk and hope for the best (fault acceptance). 

Each of these options has an associated cost and risk. Risk management will consider these, 
and the value of the object to be protected, and the direct and consequential losses that might 
accrue, and the cost and effectiveness of countermeasures, and come up with a security 
management policy, which states how a fixed budget is to be allocated between the various 
fault management options identitied above. 

So although access control may be a good set of mechanisms for fault avoidance at least 
in certain cases of data protection, it is not the whole story since it will not work for user 
protection. In any case (even that of data protection), a new approach to security must also 
enable reasoning about the costs and benefits of fault prevention, tolerance, recovery and 
acceptance both with respect to protecting data and protecting users. It is unlikely that 
controlling access to objects is a suitable conceptual basis for these in the way that it is for 
fault avoidance, because in none of these is access the real issue. What do seem to be the 
issues that need to be analysed are control of generation and interpretation; and for these, 
prevention, tolerance, recovery and acceptance strategies are at least as important. Some 
possible mechanisms might he 
vrevention: containment and separation, so that (e.g.) words like "unlit-for
habitation" are only ever interpreted in one context (and it is always clear what that context 
is) 
tolerance: design diversity and redundancy, so that secure systems can be built 
out of insecure components [Dobson and Randell 1986]. Often the redundancy is better 
placed in the social procedures that surround the system rather than in the technical 
component of the socio-technical system, as in the story where "planning procedures ensured 
a careful appraisal of the 'improvement' option". 
recovety: insurance and compensation schemes. 
acceptance: because there always is a residual risk that has to he accepted. The 
important thing is to identify it. 

So what has this discussion on risk management got to do with our method of analysis? 
Simply this, that once the analysis has revealed an unwanted possibility, it should not he 
assumed that avoidance is the only management strategy for dealing with that possibility. The 
other options should be considered also, because - at least for semantic problems, these 
being the kind of problems our method of analysis is designed to reveal - they may he far 
more cost effective. 

6. ON BEING SYSTEMATIC 

In this section we shall discuss the extent to which a systematic approach o our method of 
analysis is possible. A systematic approach to analysis will contain processes according to the 
following method: 
a) a means of decomposition, that is of breaking down a complex system into a 
collection of simpler systems; 
b) a means of analysis of these simpler systems; 
c) a means of composition, that is of showing how the analytical properties of a complex 
system can be derived from the (known) properties of the simpler systems into which it has 
been decomposed. 

The approach presented in this paper is not fully systematic. It cannot be, because a fully 
systematic analytic approach can only really be applied to something that has been 
completely formalised. However, it is partially systematic in the sense that the process of 
analysis goes through the following steps: 
1) The system is decomposed into components, each of which can be seen as an abstract 
communication; 
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2) Each such abstract communication is analysed for its abstract failure modes; 
3) The possibility of each abstract failure mode is then instantiated (i.e. interpreted in 
terms of the real components in this particular instance of abstract communication); 
4) A decision is then made on whether or not to avoid, prevent, tolerate, recover from or 
accept the 1isk of that pa1ticular failure mode. 

Of these steps, 
1) cannot be made systematic. It is always a matter of judgement just how far to proceed in 
any decomposition. Sometimes it takes quite a bit of experience to see some things as being 
instances of communication. 
2) is systematic, as this paper has tried to show. 
3) is systematic though may require some ingenuity in interpretation (though such ingenuity 
is rarely misplaced). 
4) cannot be systematic; it is again a matter of judgement. 

Finally, a further set of possible failure modes occur when it is proposed to combine, 
federate, or collapse together two (or more) components, typically databases. The issue of 
composition is an important one. One needs to be able to think about composition as a 
concatenation of communication and also composition in the form of collapsing of models 
(as in the horror story). Maybe there are other forms of composition as well, but these seem to 
be the most important. These two different forms of composition each have their own 
characteristic failure modes. We have tried to show the sorts of problems that can arise, but 
further work is required and is being done on this. 
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