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Abstract 
Bus interconnect architectures in their most general form consist of several functional units with associat
ed memory accessible to each functional unit. Global buses communicate data values from one functional 
unit to another. The time at which certain values are communicated affects the size of the local mem
ories and the number of buses that are needed. We address the problem of scheduling communications 
in a partitioned bus architecture and present a formal approach for minimizing the number of buses 
and registers. This approach is robust in the sense, that it can incorporate resource (register and bus) 
constraints and also regard mutual exclusive communications. It is also adaptable to a large variety of 
different architectures. 
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1 INTRODUCTION 

A common approach to high-level synthesis involves scheduling a data flow graph and allocating functional 
units and then proceeds to allocate wires resp. buses and storage. In bus-based architectures, there is a 
direct correlation between the time for transporting values over the buses and the number of buses and 
registers needed. If only one main memory (RAM, register file) is available for all the variables, the time 
of communication is fixed to the execution time of the operation using this value. In the fetch phase 
of its communication time, the value will be loaded onto a bus and will then be directly fed into the 
port of the appropriate functional unit. Therefore, the number of buses needed is given by the maximum 
number of distinct values consumed by all functional units at each time step. The number of registers 
is given by the maximum number of variables, which are alive at any time step. A variable is alive from 
its time of production until its time latest time of consumption. Several authors use the concept of a 
centralized memory architecture to validate their data flow graph scheduling and estimate interconnect 
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and storage cost ([TS86, McF86, DN89, HLH91]). Even for simple examples, the number of buses needed 
easily exceeds technology-dependent constraints. 

In contrast, having local memory (registers, register file, distributed RAM's) in each functional unit 
allows for the flexibility of scheduling communications at advantageous time steps. Our target architecture 
is a partitioned bus architecture, which has been studied before in [Ewe90, MCdP91, MRS91). In this 
architecture (see figure la) a functional unit consists of an ALU and a register file. Each communication 
of a variable from a register to an AL U or vice versa has to be transferred over a global bus. These global 
buses can be dynamically partitioned by activating one or several switches on the bus. Each bus can now 
transfer more than one value, as long as the routes of the communications do not overlap. Partitioned 
bus architectures result in small-area designs as well as in reduced bus lengths and therefore in shorter 
fetch cycle delays. The time, at which a value is transferred, is variable within a given production and 
consumption time frame. The transfer time for each value influences the number of buses and registers in 
each functional unit. Therefore, the problem of scheduling communications is to determine for each value 
of the data flow a transfer time, such that a cost function in terms of the number of buses and registers 
is minimized. 

We present a formal approach to the problem of scheduling communications. The formulation is based 
on integer programming. It is robust in the sense, that resource constraints on the number of buses and 
the number of registers in each functional unit can be incorporated. Furthermore, this formulation can 
be customized to a variety of other bus architectures, such as non-partitioned bus architectures and two
dimensional bus architectures. Similar to data-flow scheduling, mutual exclusive communications can be 
scheduled simultaneously but only use one bus. We can incorporate mutual exclusive communications 
into our formulation. 

The rest of this paper is organized as follows. In the next section we discuss previous scheduling 
approaches to similar bus architectures. In section 3 we define the problem of scheduling communications. 
In section 4 we present our integer programming formulation. In section 5 we present our results and 
compare them to a non-partitioned bus architecture with central memory. We only sketch briefly the 
extension to mutual exclusive communications. 

2 RELATED RESEARCH 

Several authors synthesize towards bus architectures with local memory and have presented method
ologies and heuristics to solve the problem of communication scheduling. In the Cathedrai-II system 
[DRSC86) the synthesis process is directed towards a multi-processor architecture, in which the proces
sors are connected by a restricted set of customized buses. The freedom of scheduling communications 
is not exploited. Every value is stored in the source functional unit and transferred over a bus when it 
is needed, i.e. as late as possible. Lanneer et al. [LCGD94) present a general data routing paradigm. In 
their architecture a value can be scheduled not only at different time steps but also along different global 
routes. A global route is an interconnection between storage devices. They present an efficient heuris
tic to the problem based on a force-directed scheduling approach[PK89). Duncan and Hendry [DH93) 
synthesize towards an architecture, in which the buses are not partitioned. The authors solve the prob
lem of communication scheduling using a greedy approach. Our formulation can be adopted to their 
target architecture. Monteiro et al. [MRS91) partition the buses of a given bus oriented data path and 
thereby achieve a speed enhancement. Ewering [Ewe90) schedules communications on a partitioned bus 
architecture by enumerating all possible scheduling times for a communication as well as all possible bus 
assignments of these communications. He then solves a maximum independent set problem to decide 
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which communications do not conflict each other. For larger designs, he uses a heuristic to increase the 
efficiency of the algorithm. 

In this paper we present a formal approach to solving the problem of scheduling communications 
optimally. Optimality is measured in terms of the number of buses and registers needed to realize the 
schedule. We do not solve the problem of register assignment and bus assignment here. These problems 
can be solved in a later phase by general high-level synthesis techniques, such as the left edge algorithm 
[KP87] or a weighted clique partitioning approach [TS86]. 

3 DEFINITIONS AND PROBLEM FORMULATION 

We assume, that the tasks of data-flow scheduling, module allocation and operation assignment have 
been performed. The resulting data structure is a communication graph G = (V, E), where the node set 
V represents the AL Us and the edge set E represents values of the data flow, that are produced and 
consumed by different ALUs at different times (see figure lc). An edge e = (s,t 1 , ... ,tk) represents a 
value, that is produced at source nodes and consumed at target nodes t 1 , ... , tk. Let k be the number of 
targets of an edge e. Each edge e is labeled with a k + 1-tupel (asap, alap1 , ... , alapk). A value, which is 
produced at the end of the execute phase- assuming a two phase (fetch, execute) clocking style- is stored 
in a local register and is available for communication in the following fetch phase (asap) at the earliest. 
Each target node t; consumes this value at time alap,. We call a pair (s, ti) of an edge e a communication 
requirement and the interval [asap, alap.J the mobility range for this communication requirement. Note, 
that a node can appear multiple times among the target nodes. We assume, that all input variables 
are available in specific registers before the computation starts, but, for the sake of brevity, we will not 
describe how we distribute the input values onto the registers. Figure lb) and c) show an instance of a 
scheduled data flow graph and the resulting communication graph, given by a module allocation using 
one adder ADD, one subtracter SUB and one multiplier MUL. 

Furthermore, we assume, that a linear order on the functional units- a placement of the communication 
graph within the architecture - is given. Duncan and Hendry [DH93] as well as Ewering [Ewe90] solve 
a hamiltonian path problem on the communication graph to compute a linear placement. Let 1r; be the 
position of node v; within the data path from the left. The route of a communication requirement (s, ti) 
is given as the interval [1r., ,,,]. For example, the linear placement of the communication graph in figure 
lc) is as depicted from left to right. 

The problem of scheduling communications is to compute, for each communication requirement, a 
transfer time r(s, t;), such that r(s, t;) E [asap, alap,]. Depending on these transfer times and the given 
placement, resources buses and registers are allocated, to meet the following requirements: 

e Each communication requirement (s, t;) occupies a bus at time r(s, t;). 
e Obviously, two simultaneous transfers of the same value (the same edge e) only occupy one bus. 
e Two communication requirements (s, t;) and (s', t;) of different values only occupy one bus track, if 

their routes do not overlap, that is if [1r., 1rt,] n [1r,•, 1rt,) = 0. 
e Each value occupies a register in its source functional unit s, as long as at least one communication 

requirement ( s, ti) has not yet been transferred. 
e Each value occupies a register in a target functional unit t;, as soon as the corresponding commu

nication requirement (s, t;) is transferred and until this value is consumed at t;. If the transfer time 
is as late as possible, the value is directly fed into the port of the AL U and does not need to be 
stored in a local register. Otherwise, a communication requirement will appear once again as a local 
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Figure 1 a) partitioned bus architecture b) scheduled DFG c) ordered communication graph. The edges 
of the communication graph are labeled with their asap and alap times close to the producing and 
consuming terminal nodes. 

communication at consumption time on the target bus segment only and thereby, it will be fed into 
the port of the AL U. 

Let B denote the number of buses and R denote the number of registers needed. We minimize the 
weighted sum aB + (1- a)R, where a E [0, 1]. Depending on the application, the priority is to be given 
to either the registers or the buses. 

Figure 2 shows two possible schedules of the communication graph in figure 1c). For each time step, the 
communication graph and only those communication requirements that are transferred at this time are 
shown. The number of buses is the maximum number of distinct communication requirements connected 
to any node at any time. For the first schedule, we need three buses and for the second schedule we only 
need two buses. Note, that in the second example local communications are introduced for the variables 
t1 and t2 at time step three, although they were transported globally at time step two. The variable 
lifetimes in each functional unit are shown below the communication schedules and in the first case four 
registers are needed, whereas in the second case six registers are needed. For the same example and a 
non-partitioned bus architecture with only one central register file four buses and four registers would 
have been needed. 

4 INTEGER PROGRAM FORMULATION 

Let the communication edges be enumerated e; = (s;,t;., ... , t; •. ). Then a communication requirement 
(s;,t;;) corresponds to edge e;. Let c;,;,T = 1, iff communicati~n requirement (s;,t;;) is scheduled at 
time T, else c;,;,T = 0. The first set of constraints guarantees, that each communication requirement is 
scheduled exactly once. 

alap.i 

L Ci,j,r = 1, 
r=asap1 

\f(s;,t;;) (1) 
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Figure 2 Two different schedules resulting in a) 3 buses and 4 registers and b) 2 buses and 6 registers 

Let b;,l,r = 1, iff any communication requirement of edge e; is scheduled at timeT and originates from, 
passes or ends at a functional unit v, for which 1fv =I (equation 2). If a communication requirement is 
scheduled earlier than alap;,, then one extra local communication on the target bus segment is needed 
in order to feed this value into the port of an ALU (equation 3). 

{c;,j,r} 

{1- c;,j,r} 

I~ I~ lVI, 
I~ I~ lVI, 

lfr, 

\fr, 

lf(s;, t;,) :asap; ~ T ~ alap;,, IE [1r;, 1T;,] 
\f(si,ti3): r = alapi1 , I= 1ri1 

(2) 

(3) 

The number of buses needed is bounded from below by the number of distinct communications, that use 
a bus segment at the same location I of the data path and at the same time T. 

B:;:,: L b;,I,T 

l:>i:>IEI 
1 ~I~ lVI, \fr (4) 

si,j,r = 1, iff communication requirement (si, tij) has not been scheduled before or at timeT. ti,j, 1 = I, 
iff communication requirement (s;, t;;) has been scheduled before or at timer. Obviously, 

Si,j,a.sap, lf(s;, t;,) (5) 

ii,j,asap, Ci,j,asap, lf(s;, t;;) (6) 

Si,j,T+l Si,j,T- Ci,j,T lt(s;, t;;), ltr: asap; ~ T < alap;, (7) 

t;,j,r+! ti,j,T + Ci,j,r+l 'V(s;, !;,), lfr: asap; ~ T < alap;, - 1 (8) 



Optimal and robust scheduling of communication in bus architecture 351 

2 3 4 5 6 7 

control 
ALUs B R B' R' name 

steps 

diffeq 8 5 3 8 6 7 
dct 7 18 6 34 12 24 
dct 7 18 8 33 12 24 
ellipf 15 5 4 21 6 17 

Table 1 Results for different benchmarks 

S; r = 1, iff some communication requirement of edge e; is scheduled at or after timer. In this case a 
register is needed for this communication in the source functional unit at time T. 

(9) 

To,k,r = 1, iff any communication requirement (s;, t;,) of edge e;, for which t;, = Vk E V, is scheduled 
before or at timeT and thus a register is needed at node v. Let T(e;) be the set of distinct target nodes 
of edge e;. 

(10) 

Finally, the number of registers Rk in a functional unit Vk E V is bounded from below by the number of 
values, that are alive at any time T in vk. R is then the overall number of registers. 

Rk ~ I: S;,T + I: T;,k,r} ltvk E V, lfr (ll) 
e,=(v,., .. )EE e,EE 

".~:ET(e,) 

R L Rk (12) 
v,~o:EV 

Obviously, if the designer wants to specify a limit on the number of buses or the number of registers, 
an appropriate constraint can easily be incorporated into the design. 

5 RESULTS AND CONCLUSIONS 

In table 1 we present the results for the benchmarks Differential Equation Solver (diffeq), 5th Order 
Elliptical Filter(ellipf) (HLS94], and Discrete Cosine Iransform (dct). Columns two and three denote the 
number of ALUs and the number oftime steps, which result from data flow graph scheduling and module 
allocation. For the resulting communication graph, we solve the integer program using the CPLEX mixed 
integer program solver (CPL92]. The resulting number of buses and registers is given in columns four 
and five. Column six and seven give the resource utilization, if a central register file and non-partitioned 
global buses would have been used, as for example in (HLH91]. 

As can be seen from table 1, the number of buses is less than in a non-partitioned bus architecture 
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with a central register file, at the cost of an increased number of registers. In rows two and three there 
are two different schedules for the Discrete Cosine Transform, which result in different register and bus 
allocations. CPU-time for the examples varies from a few seconds to approx. 2 hours for the bigger OCT 
examples, in which the global time frame for the computation is increased. Yet, as the number of buses 
is critical in many designs, this extra time and the flexibility of analyzing different schedules is by far 
acceptable. This is especially true, as we solve the problem of communication scheduling optimally. In 
contrast to a heuristic approach, if a limit on the number of buses is imposed, we can be sure to meet 
this constraint, if this is possible at all. The IP-formulation can be extended to regard mutual exclusive 
communications. For this, the bus and register constraints (equations 4 and 11) are set up only for those 
communications, which are not mutually exclusive. Mutually exclusive communications are counted in 
separate constraints, even if they are scheduled simultaneously. 
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